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The logistics of banknotes and coins has gained great attention in the past few years. Cost-efficient and secure cash 
deliveries to automated teller machines (ATMs), bank branches, and retailers have become necessary as a result of the 

financial crisis, the decline in cash usage, and the increase of the intensity and violence of raids on ATMs and cash-in-
transit. This dissertation presents five distinct yet interrelated research studies that provide solutions for managing 

ATM inventories and cash deliveries in order to improve the cost-efficiency of cash supply chains, user satisfaction, 
and the security of cash logistics. Extensive field research is conducted to gain an understanding of how users 

and managers perceive ATM service quality. Quantitative research techniques are used to develop tools and 
statistical models based on field research findings. Intuitive heuristics and exact algorithms are developed to 

forecast cash demands, control cash inventories, and manage ATM deliveries in cash supply chains of several 
maturities. Substantial contributions to the theory and logistics of cash distribution are made by solving 

new problems in novel ways. In addition, by using real world data, a potential cost saving of 32.0 to 37.7 
million euro per annum is identified through benchmarking the performances of newly developed 

models with the cash operations of the three largest commercial banks in the Netherlands.
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EXCECUTIVE SUMMARY 

Introduction Cash plays a pivotal role in everyday life and can be considered the backbone of the 

economy. At all times, government institutions must ensure a sufficient supply of banknotes and coins 

to the public. Cash reaches consumers through various distribution channels, such as bank branches, 

automated teller machines (ATM), and retailers. The very challenging supply chain and logistics 

problem of having non-counterfeit cash available at the right time, in the appropriate quantity and 

quality, securely, and affordably is addressed in this dissertation. Recently, cash logistics has gained 

great attention. Cost-efficient and secure deliveries to ATMs, bank branches, and retailers have become 

necessary as a result of the financial crisis, the decline in cash usage, and the increase of the intensity 

and violence of raids on cash distribution mechanisms. This dissertation presents supply chain and 

logistics tools and models to increase the cost-efficiency, cash availability, and security of managing 

cash inventories and deliveries. 

After years of growth, cash usage has stagnated in developed nations which can partially be 

attributed to the increasing acceptance and diversification of digital means of payment, including 

contactless and mobile payments. However, it is expected that the use of cash will not disappear in the 

short to medium term. This shift of declining cash usage in the payment industry yields a higher cost 

per transaction because the costs incurred to maintain ATMs and cash processing centres are partially 

fixed. To cope with the increasing need for cost reductions, cash availability, and secure deliveries and 

inventories in the Netherlands, the three largest Dutch commercial banks (viz. Rabobank, ING Bank, 

ABN AMRO Bank) and the Dutch Central Bank jointly initiated a business project in 2009. The 

logistics department of the VU University Amsterdam was asked to collaborate in this project, and my 

involvement in this collaborative project led to the information and data collection which served as the 

foundation for this dissertation. 

The methods and techniques developed throughout this dissertation are primarily focused on the 

management of ATM inventories and cash distribution, but can also be used in other inventory systems, 

e.g., the replenishment of petrol stations and management of public bicycle and car systems. Planning 

cash deliveries and controlling cash inventories involves unique challenges primarily due to the high 

value density and strict security requirements. The quantity to be stocked in ATMs is a function of the 

desired availability, transport rates, and the interest rate. The interest rate determines the potential loss 

of interest income on the cash held in stock and in transit. 

Scientific contribution This dissertation firstly identifies factors that impact the customer 

experience at ATMs. Cross-sectional surveys are conducted among ATM users and cash managers 

(respectively 2,231 and 181 respondents) and show that low ATM availability leads to a loss of 

customers, that managers are unaware of the service quality attributes that determine customer 
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satisfaction, and that managers measure customer experience incorrectly. A literature review and field 

research have led to a complete list of important factors that affect customer expectations and provide 

direction to properly measure ATM performance. 

A procedure is developed to statistically forecast customer demand which estimates the demand 

during replenishment order lead-times and replenishment cycles. The resulting forecasts are intended 

for planning ATM replenishment orders efficiently and achieving a target fill-rate. The contribution is 

threefold: the aggregation of best-in-class forecasting techniques from the literature, the smoothing of 

the monthly and yearly demand patterns, and the efficient handling of inaccurate and incomplete source 

data. A numerical comparison with the performances of dozens of recently developed models for the 

scientific NN5 forecasting competition shows that the newly developed forecasting procedure 

outperforms all competing and recently published computer intelligence and statistical models. 

The forecasting procedure is then integrated in an inventory control model that determines the sizes 

and timings of replenishment orders to achieve the desired fill-rate at a low cost. A new inventory 

problem is introduced through the combination of specific problem characteristics such as a high degree 

of uncertainty in demand and delivery lead-times. The developed solution method is new as well 

because it considers previously missed demand and introduces a global chance-constraint to allow the 

user to determine the likelihood of achieving the fill-rate. The performance of the , ,  inventory 

model for stationary demand is numerically compared with the performance of the newly developed 

model, returning gaps smaller than 1.3 percent, while dealing with more complex, dynamic demands. 

An extension of this inventory model is developed by using the results of the aforementioned survey 

among ATM users. This survey demonstrated that users assign differentiated importance to ATM 

service quality depending on the circumstances, and on the time of ATM usage. The proposed model 

extension, which is presented as a real-time performance management system (PMS), has built-in 

flexibility to ensure that service levels can be met at varied times. Numerical experiments show that 

applying this real-time PMS has the potential to reduce logistics cost by 3.7 percent while maintaining 

the ATM service quality. 

This dissertation also touches upon a decision problem that considers recirculation ATMs 

(RATMs). RATMs are capable of taking, recirculating, and dispensing cash. It is observed in practice 

that regular cash-out ATMs are being replaced by RATMs at a rapidly increasing pace due to their 

potential to greatly reduce the cost of logistics. The RATM’s built-in recirculation functionality enables 

cash deposited by one customer to be withdrawn by the next, making the device self-sufficient to some 

extent. The imbalance between deposits and withdrawals makes RATMs either cash demanding or cash 

supplying. To exchange the cash shortages and surpluses among multiple ATMs, a new problem is 

presented by combining inventory control, routing, pickup, and delivery. As opposed to traditional 
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inventory-routing problems, the sequence of pickup and delivery jobs is critical in this new problem to 

ensure that sufficient cash remains available in the vehicle while minimizing the amount of cash picked-

up from and/or delivered to the cash centre. A branch-and-cut algorithm is developed and results in the 

minimum cost for most of the realistically-sized instances, which is remarkable given the high level of 

problem complexity. 

Managerial contribution Extensive discrete-event simulation experiments show that applying the 

developed inventory control models for regular ATMs in the Dutch cash supply chain, has the potential 

of reducing delivery, inventory, and interest costs equalling 32.0 to 37.7 million euro ( 	≔	0.95) per 

annum, which represents a 36 to 43 percent reduction of the total cost. The savings potential does not 

compromise the service quality; on the contrary, the fill-rate is increased from 98.3 to 99.4 percent. The 

cost reduction is achieved by decreasing the delivery frequency by on average 51 percent, thus reducing 

the security risk substantially as well. 

Decision support tools for ATM managers are proposed to increase the manager’s understanding 

of user expectations and his/her ability to accurately measure ATM performance. On a global scale, 

managers currently use the ATM unavailability duration as key performance indicator, without 

differentiating between the intensity, time, and location of ATM usage. Research presented in this 

dissertation demonstrates that this measure is inaccurate and does not provide a correct representation 

of the customer service experience. Instead, an estimate of the quantity of missed transactions is 

proposed as performance measure and a suggestion is made to differentiate between weights of missed 

transactions based on the characteristics of ATM usage. 

The final research study of this dissertation concerns RATMs. If the replacement of regular cash-

out ATMs by RATMs continues at the same pace in the future, all devices in the Netherlands will be 

RATMs within a few years. As a result, the studied problem of combined inventory control, routing, 

pickup, and delivery shall become increasingly common in the near future. A successful implementation 

of the developed solution yields cost savings of approximately 12 percent compared to existing 

solutions. Not only will the travel distance reduce substantially, the security risk will decrease as well 

due to a 54 percent reduction of the amount of cash in transit by balancing cash inventories among 

RATMs. 

Valorisation and further research While doing my PhD I have shared preliminary findings of my 

research with numerous cash supply chain parties. The practical contribution finds its expression mainly 

from the fact that the Dutch commercial banks established a joint venture called Geldservice Nederland 

B.V. (GSN) on September 1, 2011, partly as a result of the substantial savings I identified during a 

business project in the year 2009. These identified savings were obtained by using the preliminary 
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inventory models which are further improved in this dissertation. Even today, the identified savings and 

developed models provide guidance to GSN in strategic decision making. 

This dissertation provides researchers and professionals a foundation for further research and 

development within the cash logistics research field and cash industry. Major theoretical and practical 

challenges not yet researched should be pursued so as to foster the integration and collaboration of 

multiple specializations and/or cash supply chain parties. For instance, the introduction of price 

mechanisms to reward users for using specific (R)ATMs could eliminate the imbalance between 

deposits and withdrawals and/or reduce the transport frequency. Further research could also be focused 

on those aspects unique to cash logistics. For instance, variability could be introduced intentionally in 

ATM inventory control to account for strict security requirements, which is particularly interesting since 

logistics’ solutions typically aim to reduce variability in demand and delivery (lead-)times. 

Consequently, new approaches have to be designed to tackle this challenge. 
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 RESEARCH INTRODUCTION 

 Introduction 

Cash finds its origin around 700 BC, when Pheidon, king of Argos, was the first to adopt the use of 

coined money on the Greek island Aegina (Gardner, 1883). After approximately 2.7 millennia, 

banknotes and coins are still being used today and are considered an effective payment instrument. Even 

though electronic card transactions are gaining ground, cash transactions still dominate in both quantity 

(Rajamani, 2005) and value (Retail Banking Research, 2010b; Lepecq, 2012). Compared to other 

payment instruments, cash has major benefits such as anonymity, divisibility, universality (Westland, 

2002), and trust (Lepecq, 2012). 

Although a cashless society is yet unthinkable (Lepecq, 2012), it must be noted that recently cash 

has started to lose ground on a global scale in relation to other payment instruments (see Appendix A). 

The increased cost of cash, the increased seriousness of security incidents, and the increased power of 

the customers drive the need for efficient, secure, and customer-oriented cash logistics. The affected 

institutions are required to anticipate the changing payment industry. Not all countries and cash supply 

chains across the globe experience the same gravity of this payment shift (yet), but in countries where 

the shift is paramount (e.g., Sweden), a serious decline in cash usage is observed over the past decade. 

This shift, amplified by the financial crises that struck the world in 2008, has been the underlying 

motivation for this dissertation. 

Before 2008, commercial banks were not fully aware of the cost impact of cash and were not 

sufficiently interested in managing it efficiently. More attention was devoted to, for instance, 

developing and commercializing financial services (e.g., mortgages and loans). The lack of priority for 

the incurred cost by cash logistics is remarkable since the total cost of cash is primarily carried by these 

institutions. Before 2008, managing physical activities regarding cash was not considered to be a core 

business, but rather a burden that needed to be taken care of. The aforementioned shift in cash payments 

and the financial crises forced commercial banks to rethink their business processes. More and more 

institutions realize that cash has indeed had a pivotal impact on their statement of earnings and feel the 

need to improve the efficiency of cash logistics. 

The three largest commercial banks in the Netherlands (ING Bank, Rabobank, and ABN AMRO 

Bank) initiated a joint project in 2008 to identify potential improvements to managing cash logistics 

more efficiently, both individually and jointly. A positive business case (Boer&Croon, and NVB, 2008) 

caused the three banks to initiate a follow-up project in 2009 in which the saving propositions identified 

in 2008 had to be detailed and quantified. The VU University Amsterdam was asked to develop an 

inventory management model for replenishing Automated Teller Machines (ATMs) in order to 
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benchmark the banks’ cash management operation. The findings of this benchmark analysis (Van 

Anholt, et al., 2010) contributed to the interbank collaboration and the establishment of the joint venture 

Geldservice Nederland B.V. in 2011, which counted over 350 employees on January 1st, 2014. As 

project manager and main developer of the ATM replenishment model, I had the opportunity and was 

permitted to collect a substantial amount of qualitative and quantitative data, which I gratefully used in 

conducting several research studies which are outlined in this dissertation. 

This dissertation deals with several problems encountered in a cash supply chain. A cash chain 

shares similarities with other supply chains, but also exhibits a unique set of characteristics. Although 

scientific models and techniques are developed with the intent of solving problems and improve 

particular aspects of the cash supply chain, it should be noted that the developed models and techniques 

can also be applied to other areas, such as the replenishment of gas stations and public bike-sharing 

systems. 

Both theoretical and practical contributions have been made. Theoretically, this dissertation 

contributes to several fields of research, such as operations management, inventory (-routing) 

management, and statistical forecasting by developing novel methods and solving new problems. 

Practical contributions have been fulfilled by developing an integrated approach to greatly reduce the 

cost of cash logistics, improving customer service and making cash logistics more secure. 

Six distinct, yet interrelated, research studies are discussed. Each research study touches upon a 

pivotal, real-world decision problem which is encountered in the cash supply chain. The studied 

problems are carefully chosen with the aim of yielding high theoretical and practical contributions. 

More specifically, the dissertation focusses on decision problems with a high impact on the cost of cash, 

that are theoretically immature and that address gaps in the literature. 

This introductory chapter outlines the research setting in Section 1.2. It provides an overview and 

brief description of the research studies in Section 1.3, and their interdependencies in Section 1.4. The 

dissertation output is discussed in Section 1.5. 

 Research setting and scope 

The research setting is outlined in this section to ensure that the reader is provided with the necessary 

information to be able to fully understand why particular research topics are selected and why key 

assumptions, parameters, variables, and objectives are chosen. Sections 1.2.1 and 1.2.2 touch upon 

supply chain management in general and then elaborate on cash supply chains (CSC). Section 1.2.3 

addresses the principles of cross-shipping and banknote deposit systems. Sections 1.2.4 outline various 

levels of CSC maturity and Sections 1.2.5 and 1.2.6 discuss CSC problems and their distinctive features. 

Section 1.2.7 closes this subsection with conclusions. 
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1.2.1 What is supply chain management? 

An often used and cited definition of a supply chain is the one provided by Christopher (1992): “… a 

network of organizations that are involved, through upstream and downstream linkages, in the different 

processes and activities that produce value in the form of products and services in the hands of the 

ultimate consumer.” 

Mentzer, et al. (2001) have specifically analysed the definition of a supply chain by comparing 

proposed definitions by various authors, with the definition by Christopher (1992) being one of them. 

As a result, Mentzer, et al. (2001) proposes a more generic definition for a supply chain: “a set of three 

or more entities (organizations or individuals) directly involved in the upstream and downstream flows 

of products, services, finances, and/or information from a source to a customer.” Throughout this 

dissertation, the latter formulation of supply chain is considered because it signifies what might be 

flowing between organizations as well as individuals. Additionally, the latter definition does not claim 

that ‘value is produced’, which is correct since a supply chain’s objective might be to contribute to a 

generic purpose instead of producing value. 

More recently, the Council of Supply Chain Management Professionals (CSCMP) made an effort 

to resolve the ongoing discussion of defining Supply Chain Management (SCM). The definition of 

supply chain management seems to be more important than the definition of merely a supply chain, 

since it has substantial implications for both academics and practitioners (Mentzer, Stank, and Esper, 

2008). In business, the definition of supply chain management determines the decision making and 

scope of, for example, organizational structure, corporate culture, budget decisions, and strategy. In 

academia, the SCM definition is important for faculty lines, curriculum design, budgets, and tenure and 

promotion decisions, for example. The CSCMP defines SCM as (Gibson, Mentzer, and Cook, 2005): 

“Supply Chain Management encompasses the planning and management of all activities involved in 

sourcing and procurement, conversion, demand creation and fulfilment, and all logistics management 

activities.” This SCM definition is considered throughout this dissertation because it lists the various 

SCM activities, which allow for appropriate scoping of the dissertation research. 

A conceptual overview of the domain of a supply chain is depicted in Figure 1-1. A supply chain is 

often described from the perspective of one entity which is considered the focal point of the supply 

chain. Most entities have suppliers and customers, which in turn have suppliers and customers 

themselves. Therefore, the suppliers and customers of one particular supply chain are often part of one 

or more other supply chains as well. In the figure, five tiers of entities are displayed from the supplier’s 

supplier to the customer’s customer. Usually, but not always, the most upstream tier is represented by 

the raw material suppliers and the end customers are the furthest downstream entities. While striving 

for continuity and establishing successful businesses, entities usually choose to cooperate with multiple 

suppliers and customers. This is the reason why the number of entities connected to the supply chain’s 
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focal entity diverges. Within each entity, three key functions are depicted; logistics, marketing, and 

production. This is not an exhaustive list of organizational key functions or activities, but these three 

inter-organizational functions together ensure that products, services, finances, and/or information are 

offered to, and received from, linked entities in the supply chain. Regardless of the position in the chain, 

an entity might give substance to all three functions. However, further upstream, producing and 

assembling entities are likely to pay more attention to production, whereas entities like wholesalers, 

distributors, and retailers generally put more effort into marketing and logistics. 

Figure 1-1. Conceptual depiction of a supply chain (adapted from Mentzer, Stank, and Esper (2008)) 
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What is the purpose of these three inter-organizational functions and how does operations 

management connect with these functions? Mentzer, Stank, and Esper (2008) developed a conceptual 

model (see Figure 1-2) defining and linking all of these functions. The definition of Logistics 

Management by the Council of Supply Chain Management Professionals (2013) is considered 

throughout this dissertation: “That part of supply chain management that plans, implements, and 

controls the efficient, effective forward and reverse flow and storage of goods, services, and related 

information between the point of origin and the point of consumption in order to meet customer 

requirement.” The considered definitions of the other functions, i.e., marketing, production and 

operations management are listed in Appendix A. 

Operations Management spans across the internal functional boundaries by applying analytical 

tools and frameworks to improve business processes (Mentzer, Stank, and Esper, 2008). SCM is only 
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applicable when external boundaries are crossed. For both practitioners and academics, a major pitfall 

is to think of SCM as being governed by the field in which they work, i.e., either marketing, logistics, 

production, or operations. However, SCM is not governed by one particular field of research/specialty. 

Rather, SCM should be considered as an activity that spans across all of these fields. 

Figure 1-2. Depiction of four key inter-organizational functions: Logistics-, Marketing-, Production-, 
and Operations- Management (Mentzer, Stank, and Esper, 2008) 

Operations Management
Applying analytical tools and frameworks to
improve business processes that cross
internal functional boundaries

Logistics Management
Time and place transformation

Planning, controlling, and executing 
activities associated with:
  ●Transport network design/mgt
  ●Warehouse location design/mgt
  ●Materials handling
  ●System inventory mgt
  ●Order mgt & fulfillment
  ●Procurement logistics
  ●Customer service

Marketing Management
Exchange transformation

Planning, controlling, and executing
 activities associated with:
  ●Market opportunity assessment
  ●Customer value assessment
  ●Forecasting
  ●Product/Service management
  ●Customer communications
  ●Channel strategy
  ●Pricing

Production Management
Physical transformation

Planning, controlling, and executing
activities associated with:
  ●Manufacturing
  ●Services
  ●Maintenance, Repair, and Operations
  ●Product/Service Design
  ●Quality

 

1.2.2 What is a cash supply chain? 

Logistic service providers, financial institutions and other companies cooperate to ensure businesses 

and consumers are supplied with sufficient, reliable, and high quality banknotes and coins. Quite similar 

to the definition of a supply chain by Mentzer, et al. (2001), this dissertation defines a cash supply chain 

(i.e., cash cycle, cash chain, or currency chain) as the network of organizations and individuals involved 
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in the upstream and downstream flows of cash, other valuables, supplies for self-service devices, 

services, finances, and information. 

Other valuables can be, for instance, precious metals, cheques, equities, vouchers, and supplies. 

Supplies can be till rolls, cartridges, and print ribbons, which are necessary for the correct functioning 

of self-service devices. Finances are continuously being transferred to acquit cash transactions between 

organizations and information flows between all the entities to support all supply chain activities. 

Cash of national and foreign currency is exchanged between countries and thus between multiple 

cash supply chains (CSCs). Some researchers identify a CSC as a closed-loop supply chain (Rajamani, 

2005) because it is one of the purest supply chains where the main product (cash) flows down and up 

the chain without actual consumption. Cash preserves its value throughout the chain and only when the 

quality is insufficient according to central bank standards the cash is flagged as unfit and will be 

destroyed. Strictly speaking, only the global CSC (i.e., supply chains of all currencies world-wide) can 

be considered a closed-loop supply chain because, in contrast to national CSCs, all cash stays within 

the loop. In a national or a multi-national CSC, cash may be shipped across borders and can therefore 

leave the supply chain. For instance, the European Central Bank observed a positive net-amount of euro 

banknotes being shipped across European borders year after year over the past decade (ECB, 2013a).  

Although a closed-loop CSC suggests that there is not an initial activity in the chain, the production 

of cash (and mining of raw materials) is obviously the initial process. Minting and printing companies 

use raw materials to produce new banknotes on behalf of the central bank. A central bank, reserve bank, 

or monetary authority is the institution that manages the nation’s or state’s currency, the supply of cash 

to the public, and the interest rates. A primary task of the central bank is to ensure the integrity and 

preservation of cash in circulation and, by extension, the public’s trust in its own currency. Specialized 

logistics service providers, also known as cash-in-transit (CIT) companies or armored carriers, are hired 

to transport cash between minting and printing companies, the central bank’s cash centers, and other 

chain entities and to perform warehousing and cross-docking activities. Outsourcing these activities to 

CIT companies contributes to the efficiency of the CSC (Nan, and Long, 2009). 

If commercial banks (e.g., commercial banks) are running low on cash inventories, they have to 

order cash at the central bank to fulfill cash orders placed by (local) bank branches, retailers, and 

corporate customers, and to replenish self-service devices such as ATMs. Via these channels, cash 

reaches consumers, which represent the most downstream entity of the CSC. 

If cash is deposited or spent by consumers, it is shipped back to a CIT’s or a commercial bank’s 

cash center. The used or unprocessed banknotes are fit-sorted by either a CIT’s, a commercial bank’s, 

and/or a central bank’s cash center. Fit-sorting denotes the activity of sorting used cash as fit or unfit 

according to central bank conditions. Unfit cash is often soiled or damaged and not fit for recirculation 
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to the public, while fit cash can be reused. Whether private cash centers are allowed or obliged to fit-

sort depends on the central bank’s regulations and law. Unfit cash is destroyed and/or recycled by 

specialized companies on behalf of the central bank. The fit-sorting activity is not only pivotal to 

ensuring high quality banknotes and coins in circulation, but also to intercept counterfeit banknotes. 

The fit-sorting activity helps central banks guarantee that cash remains a trustworthy means of payment. 

Next to the primary entities that directly impact the supply chain (i.e., minting and printing 

companies, central bank, commercial banks, CIT companies, self-service devices, and consumers), 

secondary entities play an indirect role in the chain. These secondary actors are listed below: 

 National and local governments that audit primary CSC entities to ensure the CSC entities 

conform to (inter)national regulations. 

 Original Equipment Manufacturers (OEM) that produce self-service devices and other cash 

handling hardware. The OEMs often also perform (second line) maintenance activities. 

 Software vendors offering soft- and middleware for self-service devices. Middleware is 

necessary for effective communication between the self-service device and its software, which 

allows for interaction with, or usage by, the user. 

 Software vendors offering business support and business improvement solutions for cash and 

device management for various entities in the CSC. 

 Payment processors that offer solutions to achieve seamless processing of mostly electronic 

transactions. However, their products also enable the processing of cash withdrawals and 

deposits at self-service devices. Examples are Equens and Clear2Pay. 

 Associations that facilitate the education, best practices, political voice and networking 

opportunities for member organizations in the cash industry. Well known associations are the 

ATM Industry Association (ATMIA), European Financial Management Association (EFMA), 

and the European Security Transport Association (ESTA). 

 Logistics service providers (other than those performing transport movements and 

warehousing) that facilitate in inventory and maintenance management for self-service devices. 

 Managed service providers serving an interbank utility that governs the entire or a large part of 

the CSC. Such a company is also a lead logistics provider that sources and manages all contracts 

with supply chain parties. Examples are Geldservice Nederland B.V.(GSN), Geldservice 

Austria (GSA), and SBV Services Pty in South Africa  

Figure 1-3 shows a schematic depiction of a CSC in which the physical flow of fit, unfit and used 

cash are depicted. The thick lines represent the transportation of bulk volumes, which are performed 

among the central bank, the private cash centers, and the CIT cross-dock centers. The thin lines 

represent micro distributions between the private cash centers, the cross-dock centers, and several 
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distribution channels. Commercial banks, retailers, and CIT companies can order fit cash at the central 

bank. Orders are picked up and later shipped to the respective cash center by bulk transport. And vice-

versa, either used cash or unfit cash (determined by regulations and law) are returned to the central 

bank. 

CIT companies transport used cash from retailers, bank branches, and self-service devices to their 

own cross-dock or cash center. To fit-sort used cash, the CIT company ships this cash either straight to 

the central bank, or to a commercial bank’s cash center. Thereafter the CIT company transports the unfit 

cash to the central bank and the fit cash back to the distribution channels. A large retailer might have 

the critical mass to maintain a cash center by itself. Revenues received in cash from firms and/or 

consumers are shipped from stores to this cash center, after which the cash is shipped in bulk to another 

cash center to be deposited at a commercial bank. Note that Figure 1-3 depicts only one commercial 

bank’s cash center and only one CIT’s cash center. However, it is very likely that a single CSC consists 

of multiple cash centers from various commercial banks and CIT companies. Cash is sometimes 

exchanged between commercial banks’ cash centers to improve a cash center’s utilization or to balance 

cash shortages and excesses. 

CIT companies may have crossdock centers to serve specific geographical regions. If so, bulk 

transport is performed between the cash center and the crossdock centers and smaller shipments, 

denoted as micro distribution, are exchanged among the crossdock centers and distribution channels. 

Micro distribution is also performed among the various distribution channels. For instance, local bank 

branches may replenish their own self-service devices and retailers may deposit their cash revenues at 

self-service devices or at local bank branches. Lastly, the consumer can receive either fit cash from a 

bank branch or ATM or used cash from a retailer in the form of change. 
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Figure 1-3. Schematic overview of a cash supply chain 
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1.2.3 Cross-shipping and banknote deposit systems 

This section elaborates on cross-shipping and banknote deposit systems to better understand the need 

for cash transportation between the central bank and commercial banks. Cross-shipping occurs when 

commercial banks deposit used cash at a central bank, after which commercial banks order fit cash at 

the central bank to replenish their self-service devices and fulfill their customer’s orders. This is called 

cross-shipping because a substantial part of the deposited used cash is fit for circulation and therefore 

returned to the same commercial bank. A commercial bank’s rationale behind cross-shipping is that 

these banks do not have to fit-sort banknotes themselves and that the central bank’s banknotes generally 

have a better quality. Higher quality banknotes enhance the performance of self-service devices because 

these notes reduce the chance of a device failure (e.g., a stuck banknote) and they enhance the level of 

service (e.g., a casino prefers to distribute new banknotes to pay out customers). When cross-shipping 

is prohibited, the central bank requires the commercial bank to fit-sort used cash. Fit-sorting is a costly 

operation and so the commercial bank is compensated by means of a so-called ‘private banknote deposit 

system’. Roughly three type of systems are introduced by national central banks: Notes-Held-To-Order 

(NHTO) schemes, modified NHTO schemes, and deposit bank systems. In all of these systems, the 

central bank covers a portion of the commercial bank’s interest burden due to cash held in stock. Table 

1-1 depicts the banknote deposit systems deployed by some countries in the Eurozone. The country 

Table 1-1. Banknote deposit systems deployed by Eurozone countries (Rösl, 2012). 
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Typical NHTO scheme   ✓    ✓ ✓   ✓  

Modified NHTO scheme ✓   ✓  ✓   ✓   ✓ 

Deposit scheme  ✓   ✓     ✓   

An NHTO scheme consists of individual contractual arrangements between a central bank and 

commercial banks which state that commercial banks are allowed to hold banknotes in custody in their 

premises on behalf of the central bank. The banknotes in custody must be fit-sorted before they are put 

into custody. In other words, a central bank’s vault is integrated in a commercial bank’s cash center to 

enable fast lodging and withdrawal. The banknotes which are stored in the central bank’s vault are 

owned by the central bank and are therefore not part of the cash in circulation. A more elaborate and 

explicit definition of an NHTO scheme is provided by the ECB (see the glossary in Appendix A). 

Modified NHTO schemes are variations of the typical NHTO scheme. For example, in some countries, 

unfit cash may also be put in custody in the central bank’s vault.  
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A deposit scheme is different from an NHTO scheme because banknotes are not brought into 

custody. Instead, the central bank compensates the interest burden of commercial banks by paying a 

certain interest rate over the cash held in stock at the commercial bank’s cash centers. The interest rate 

is often linked to an international rate such as the Euribor. For instance, a one-month Euribor interest 

rate is applied in Finland (Syrjänen, and Takala, 2010). 

Eliminating cross-shipping by implementing banknote deposit schemes is not only a European 

development. On a global scale, central banks privatize cash handling activities to achieve a more 

efficient CSC. For instance, the United States of America adopted a modified NHTO scheme. The 

USA’s NHTO scheme is slightly different than the typical NHTO scheme because only those banknotes 

required within the same week may be put into a Federal Reserve’s bank vault. Regardless of the 

applicable banknote deposit system, the intention is to reduce the number of high security risk bulk cash 

transports between the central and commercial banks. The impact of banknote deposit systems on the 

CSC is discussed in the following section. 

1.2.4 CSC maturity model 

This subsection introduces the CSC maturity model. The model describes the efficiency of a CSC by 

analyzing the degree of cash recirculation. The model emphasizes that fit-sorting, i.e., recirculation of 

cash, can be done at various levels in the CSC. If cash is recirculated further down the chain, the CSC 

becomes more efficient and, hence, more mature. Figure 1-4 schematically depicts the various CSC 

maturity stages from an ordinary CSC in which only the central bank recirculates used cash, to a CSC 

in which local banks recirculate used cash.  

As discussed in the previous subsection, banknote deposit systems and other regulations are 

enforced to ensure the society is supplied with high quality and genuine banknotes. Central banks extend 

the boundaries of these regulations to enable commercial banks and other primary CSC actors to move 

from an ordinary CSC to a supply chain where recirculation is performed at the cash center level. This 

CSC type is referred to as a privatized CSC. 

Over the past decade, OEMs have succeeded in producing novel cash processing machines not only 

for wholesale activities, but also for consumer and retail purposes. In addition to the standard ATMs, 

novel self-service devices have been developed with the advent of new technology including a cash-in 

ATM, a combined cash-in and cash-out ATM, and an even more sophisticated cash recirculation ATM 

(RATM). However, this new technology also has its drawbacks. For instance, in the early stage of its 

development, the cash-in technology was susceptible to breakdowns because users were inclined to put 

folded banknotes and all kinds of items in the device’s deposit tray. Obviously, this cash-in technology 

had to be improved to withstand these occurrences without a failure. It took several years to improve 
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the cash-in functionality to ensure that cash/items were returned to the user when inserted incorrectly 

or when not accepted by the device. 

The recirculation technology within a self-service device is even more prone to breakdowns. Cash 

deposited by one consumer should be made available to be dispensed to a subsequent user. Recirculation 

is different from a cash-in only ATM because deposited cash at a cash-in ATM will not be dispensed 

to a subsequent user. Central banks set very high fit-sorting requirements to RATMs because they are 

obligated to guarantee the authenticity of supplied banknotes to society. Central banks must approve 

RATMs prior to deployment. For instance, the ECB lists all approved devices on their website (ECB, 

2013b). 

OEMs have recently succeeded in reducing the mean-time between failures of RATMs 

substantially. RATMs are gaining ground quickly because they show great potential for improving 

efficiency, and because they reduce the number of transports necessary. Only fit notes are recirculated 

and unfit notes are stored separately, making RATMs self-sufficient to some extent. These devices also 

provide an affordable solution for retailers because they can deposit revenues free of charge instead of 

paying a fee for depositing cash at seal-bag machines or bank branches. The loop is closed once retailers 

deposit their revenues, after which consumers withdraw the same cash to purchase products from these 

retailers. This phenomenon of cash circulation amongst retailers and customers is also known as local 

recirculation. It is obvious that local recirculation is beneficial because it greatly reduces the 

transportation and replenishment costs. It should be noted that the success of local recirculation depends 

highly on the balance between withdrawals and deposits and the denominations of deposits. Even if the 

total value of deposits matches the total value of withdrawals, the deposited denominations may differ 

from the withdrawn denominations, causing an imbalance of denominations. If supply, demand, and 

denominations are perfectly balanced, a visit is only required when the unfit cash cassette is full.  

Local cash recirculation is the final stage in the CSC maturity model. Note that a small amount of 

fit banknotes will still be transported upstream because of the imbalance between deposits, withdrawals, 

and denominations at self-service devices. Figure 1-4 shows the three stages of the CSC maturity model. 

The arrows represent cash transports between CSC entities and the line thickness represents the quantity 

of transports. Note that the entities with italic text perform the fit-sorting activity and that fit-sorting 

takes place at two CSC entities in the third stage (i.e., local recirculation). The latter is a result of the 

imbalance of deposits, withdrawals, and denominations at self-service devices. Hence, if more 

denominations are deposited than being withdrawn, this (fit) cash must be picked up and returned to the 

cash center. One of the objectives of this dissertation is to provide a solution for this imbalance 

occurring in local recirculation CSCs. 
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Figure 1-4. Three stages of cash supply chain maturity. 
(Entities marked with a diagonal pattern perform fit-sorting, and; 

 the line thickness represents the quantity of transports; thicker lines indicate more transports.) 
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1. Ordinary cash supply chain – Central bank is the only party that recirculates cash

2. Privatized cash supply chain – Central bank enforces cash circulation at private cash centers

3. Local recirculation cash supply chain – Central bank allows for recirculation in self-service devices

 

1.2.5 What are cash supply chain decision problems? 

A CSC’s general objective differs from other supply chain types. The central bank has the objective to 

ensure the integrity, preservation, and supply of cash in circulation. A secondary objective of the central 

bank is to reduce the integral supply chain cost. For example, central banks introduce banknote deposit 
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systems (see Section 1.2.3) to lower the operational cost and reduce the security risk. In this subsection 

a distinction is made between operations management (OM) decision problems, i.e., problems occurring 

within the organization, and supply chain management decision problems that cross organizational 

boundaries. To understand the type of functional decision problems encountered in operations 

management, a list of a few important problems per key management function for each primary CSC 

entity is provided in Table 1-2. The list has been constructed by analyzing literature and using insights 

obtained from various Dutch cash supply chain parties (Van Anholt, et al., 2010; Van Anholt, and Vis, 

2012b). This dissertation primarily focuses on problems of logistics and marketing management from 

a commercial bank’s perspective (see the italicized problems in Table 1-2). This particular scope is 

chosen because commercial banks face the key CSC decision problems that involve the largest portion 

of the total supply chain cost. Next to that, logistics and marketing management decision problems are 

more challenging in a CSC than production management problems. Most marketing decision problems 

are fundamental to logistics management problems, hence marketing and logistics problems are often 

inseparable. 

Table 1-2. Functional decision problems at the primary entities of the CSC 

 Logistics Management Marketing Management Production 
Management 

Centra
l bank 

 Sourcing of production, e.g., 
whether the printing and 
minting of banknotes and coins 
should be tendered nationally or 
internationally 

 The number and locations of 
central bank cash centers 

 Inventory (risk) management of 
cash, e.g., what is a proper 
safety stock level to ensure cash 
remains available even with 
natural disasters or a run on 
cash caused by a financial crisis 
or a failure of electronic 
payment systems. 

 Forecasting the demand 
for cash 

 How to make sure only 
the large commercial 
banks can order new/fit 
cash from the central 
bank 

 What are good measures 
to reduce the use of cash 
(if this is a central bank 
objective) 

 What are good measures 
to avoid/reduce 
inefficient cross-
shipping 

 Production planning, 
e.g., the frequency of 
banknote renewal. 

 The design of 
banknotes 

 The R&D of 
counterfeit features in 
banknotes 

 Banknote quality 
assessment 

 

Credit 
institu-
tion 
 

 The number of cash centers, 
local bank branches, and self-
service devices 

 The locations of cash centers, 
local bank branches, and self-
service devices 

 Procurement of self-service 
devices 

 Choosing for in- or out-
sourcing of cash transport and 

 Forecasting the cash 
demand at cash centers, 
bank branches, and self-
service devices 

 The choice of channels 
to offer and receive cash 
from businesses and 
consumers 

 Material 
Requirements 
Planning, i.e., 
ensuring all 
production/assembly 
resources (machinery, 
personnel, seal-bags, 
cassettes, banknote 
packaging, etc.) are 
available at the right 
time and in the right 
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 Logistics Management Marketing Management Production 
Management 

cashpoint servicing (i.e., 
replenishment and emptying) 

 The servicing method of 
cashpoints, can be either ‘cash 
add’, ‘cash swap’, and 
‘cassette swap’ 

 Inventory management of self-
service devices and cash 
centers 

 What should the minimum 
order quantity be at cash 
centers? 

 Optimal cash center operation 
(handling and order-picking) in 
terms of utilization, waiting 
times, reliability 

 Which strategy to use 
towards consumers, e.g., 
promoting cash or not? 

 What the user’s 
perceived service level 
should be regarding the 
self-service devices and 
what the measures 
should be to achieve this 
service level 

 Which interest rate to 
use to calculate the cost 
of capital, i.e., the cost 
of holding cash in 
inventory 

place to prepare cash 
orders. 

 Order fulfillment; e.g., 
how to wrap/pack fit 
cash at cash centers in, 
e.g., bundles of 100 
banknotes? 

 Maintenance, Repair, 
and Operations 
(MRO) 

 How to plan human 
resources to cover 
peaks in cash centers 

Retaile
r 

 Inventory management of 
change and small money 

 Determining the frequency of 
redundant cash deposits 

 Which strategy to use 
towards consumers: Is 
the use of cash being 
promoted or not? For 
instance, promote 
checkout desks with 
card or cash only. 

 N/A 

OEM 

 Sourcing of raw materials 

 Order fulfillment, e.g., location 
of the customer-order 
decoupling point, just-in-time 

 Transportation, warehousing, 
and inventory management of 
raw materials, parts, and semi-
finished products 

 Forecasting the demand 
for self-service devices 

 R&D to secure future 
acquisition of new 
devices 

 Develop strategies to 
achieve market lock-ins 

 Level of production 
automation 

 Production planning 

 Quality management 

 Maintenance, Repair, 
and Operations as a 
critical success factor 
to ensure customer 
loyalty and business 
continuity 

CIT 
com-
pany 

 Transportation fleet 
management; what kind and 
type of vehicle is required to 
ensure employee safety and 
resource efficiency 

 Dispatching and routing of 
vehicles to fulfill cash 
transportation between CSC 
entities. 

 Forecasting the demand 
for transportation of 
valuables 

 Decisions to enter new 
markets to secure 
market share, e.g., value 
added logistics such as 
counting and fit-sorting 
cash, performing 
inventory management 
for self-service devices, 
and/or performing 
maintenance activities 

 If the CIT does 
assembling activities 
or value added 
logistics, the CIT 
should take care of 
material requirements 
planning and 
maintenance 

Research in operations, logistics and supply chain management is often applied in fields such as 

container (terminal) transshipment, fast-moving-consumer-goods, and e-commerce, but less frequently 
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in the fields of cash handling and cash operations. Cash related problems which have been addressed 

from a CSC perspective are, for instance, the banknote deposit schemes, recirculation guidelines, central 

bank decentralization, inventory management, and forecasting cash demand.  

Research by Rajamani (2005), Geismar, et al. (2007), Dawande, et al. (2009), and Mehrotra, et al. 

(2012) investigate the efficacy of the U.S. cash recirculation policy, which was effectuated in July 2007. 

The authors develop new reward mechanisms (i.e., different than currently implemented) for 

commercial banks to increase cash recirculation and decrease the quantity of cash transports. 

As depicted in Table 1-2, cash demand forecasting is a key decision problem for each CSC entity. 

Boeschoten (1998) studies the demand for cash from the consumer perspective. The author 

demonstrates that consumers who use ATMs regularly have about 40 percent less cash at their disposal 

than consumers who do not use ATMs. However, an increased number of ATMs, and subsequent 

increased number of ATM users, does not necessarily cause a decrease in the demand for cash because 

new ATMs also require an inventory of cash in order to function. Forecasting cash demand for self-

service devices is performed by several researchers, e.g., Simutis, Dilijonas, and Bastina (2008); 

Wagner (2010b); Teddy and Ng (2011); Cardona and Moreno (2012). The amount of research in cash 

demand forecasting has increased substantially since 2009 because of the NN5 Neural Network 

forecasting competition (Crone, 2009b). Chapter 3 addresses the problem of cash forecasting in more 

detail. 

Cash inventory management, cash logistics management, or cash inventory control has been the 

topic of research for many decades. This dissertation refers to cash management as the inventory control 

problem for cash inventories. The Economic Order Quantity model was first applied to cash 

management by Baumol (1952). About two decades later, qualitative work regarding this topic was 

conducted by Eppen and Fama (1969) and Neave (1970), and quantitative work was conducted by 

Constantinides and Richard (1978). Another two decades later, in the early 2000s, authors succeeded 

in developing optimal strategies for cash management (Chiang, 2001; Rajamani, 2005; Geismar, et al., 

2007). These optimal inventory control policies are developed to solve realistic problems, however, 

some concessions or assumptions have been made to make the problem computational feasible. 

Dawande, et al. (2009) conducts a follow-up research on the study by Geismar, et al. (2007) and 

develops a comprehensive cash management system specifically for commercial banks. More recently, 

Baker, Jayaraman, and Ashley (2013) yield a 4.6 percent reduction in total inventory management cost 

of ATMs with their data-driven algorithmic approach dealing with stochastic demands. The cost 

reduction is attributable to the flexibility of their approach, which deals with the non-normality in 

demand during the lead-time, plus the time between orders, and which also deals with the frequent 

fundamental changes in daily demand. 
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CSC problems cross organizational borders and require a collaboration of at least two supply chain 

entities to solve their problems effectively. Several researchers conducted inductive research to study 

CSCs in general (Gupta, and Dutta, 2011; Lundin, 2011) as well as the effect of CSC changes (Lundin, 

and Norrman, 2010). A list of specific CSC problems has been compiled and is provided in Table 1-3. 

This list has been constructed by reviewing literature and performing expert interviews with managers 

at ‘Geldservice Nederland B.V.’; a Dutch multi-bank joint venture to improve the CSC efficiency, 

security, and the service delivery to customers. From the entire list of problems, the cash inventory-

routing problem is the only CSC decision problem that has been scientifically researched. For example, 

Wagner (2010a) and Toro-Diaz and Osorio-Muriel (2012b) propose optimal solutions for the CSC 

inventory-routing problem. Additionally, Holland, et al. (1994) point out that in order to achieve just-

in-time cash deliveries for the inventory-routing problem, an inter-organizational information system is 

a prerequisite.  

One reason so little research regarding CSC problems has been conducted is probably caused by 

the difficulty of implementation in practice. Realizing supply chain collaboration between CIT 

companies, commercial banks, and/or OEMs is not easy. The problems addressed in this dissertation 

are listed with italic text in Table 1-3. All problems are addressed from an inventory management 

perspective meaning that the inventory model will be redesigned to cope with additional components, 

e.g., routing or maintenance. Section 1.3 will elaborate on the chosen research studies. 

Table 1-3. CSC decision problems, i.e., decision problems that cross organizational borders. Decision 
problems in italics are within the dissertation’s scope. 

Decision problems Involved CSC entities 

Inventory-routing 
Servicing (i.e., replenishing and emptying) cashpoints when it fits the 
CIT’s route planning could improve performance. If a CIT company gets 
authority over both inventory and routing, this principle can be referred 
to as vendor managed inventories. Because the CIT company has more 
flexibility and is able to plan smart routing combinations, the cost per 
ATM replenishment would be lower. 

CIT company; 
commercial bank; 
retailer  
 
examples: (Holland, et 
al., 1994; Wagner, 
2010a; Toro-Diaz, and 
Osorio-Muriel, 2012b) 

Determining the Customer-Order Decoupling-Point (CODP) 
Multiple CODP can be chosen in the supply chain. Replenishment orders 
for cashpoints can either be assembled when the order is placed or they 
can be assembled to stock. The latter shortens the lead-time but restricts 
the order quantity flexibility. Orders placed by corporate customers are 
often not fulfilled with self-service devices, but are rather ordered 
separately at cash centers. For instance, these orders could be fulfilled 
from on-hand cash inventory to shorten the order lead-time. Also, at a 
central bank level, cash orders might be assembled before or after a 
private organization orders fit cash. 

all entities 
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Decision problems Involved CSC entities 

Local recirculation (see Section 1.2.4) 
Retailers and commercial banks can take measures to enable local 
recirculation. This will not be a CIT company initiative since the 
transport-volume could be reduced greatly. 

retailer; commercial 
bank 

Forecasting cash demand 
An accurate demand forecast contributes to the efficiency of inventory 
control policies. Smaller safety stocks can be maintained and a target fill-
rate (i.e., availability rate) can be achieved. Combining information from 
multiple entities may lead to accurate short and long term forecasts. 

all entities 

Combined inventory and maintenance management 
Aligning the planning and execution of inventory management (by 
commercial banks) with the planning and execution of maintenance 
management (by CIT companies for first line maintenance and OEMs for 
second line maintenance), could improve performance. 

commercial bank; 
OEM; and CIT 
company 

Combined routing and maintenance management 
Aligning the planning and execution of routing (by CIT companies) with 
the planning and execution of maintenance management (by CIT 
companies for first line maintenance and OEMs for second line 
maintenance), could improve performance. 

CIT company; OEM 

Combined inventory-routing and maintenance management 
Aligning the planning and execution of inventory management (by 
commercial banks), routing (by CIT companies), and maintenance (by 
CIT companies and OEMs). 

commercial bank; 
OEM; CIT company 

Banknote deposit scheme development 
New deposit schemes can exhibit new stages in the CSC maturity model 
(for more information see Section 1.2.4) that reduce integral supply chain 
cost. The definition of new schemes should be carefully determined and 
aligned with other primary supply chain entities. 

All entities 

Joint Research & Development (R&D) for new banknotes 
Requirements by OEMs and commercial banks might be included in the 
development of new banknotes. For instance, specific banknote materials 
might cause self-service devices to breakdown more frequently and if new 
banknotes last longer before turning unfit, commercial banks will have 
lower cost for shipping unfit banknotes to the central bank. 

central bank; OEM; 
commercial bank 

Joint R&D for self-service devices 
Close cooperation between OEMs and commercial banks could lead to the 
development of self-service devices that provide services that fulfill or 
even exceed user’s expectations. 

OEM, commercial bank 

1.2.6 CSC distinctive features 

The previous Section 1.2.5 emphasized that many CSC problems remain untouched. This subsection 

argues that solutions from other research fields cannot be used to solve CSC problems because CSCs 

exhibit distinctive features and hence require tailored solutions. These distinctive features are listed 

below. 
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 Highly uniform products: the core products that flow down and up the chain are banknotes and 

coins, which are available in only a few denominations. High uniformity allows for a high level 

of standardization in the means of transportation and distribution channels. 

 High value density: the high value density of cash (especially banknotes) requires specific 

measures for storage, transportation, and maintenance of devices, vehicles, and premises to 

mitigate security risk. CSC entities are often insured for raids and robberies, but employee 

safety is considered most important. Specific security procedures are established to ensure that, 

e.g., a CIT employee must open a vault if being forced to do so and a CIT employee may decide 

not to replenish an ATM if the area lacks security requirements. 

 Dynamic transportation and servicing: transport jobs and the servicing of self-service devices 

must be done dynamically to avoid predictable timing of the transports. This means that cash 

and other valuables may not be delivered at the same day and time on a weekly basis. 

 Cash is stored at many points in the CSC: especially in developed countries, the quantity of 

self-service devices dispensing and/ or accepting cash is plentiful. Because there are many stock 

locations, applying strategies that simultaneously address demand forecasting, routing, and 

order fulfillment have the potential of yielding substantial cost savings. 

 High demand frequency: for instance, the quantity of transactions at ATMs in Europe per day 

averages between 200 and 300. This quantity of transactions allows for accurate demand 

forecasting on a daily basis.  

 Highly automated: the fit-sorting activity at cash centers and the cash distribution to consumers 

via automated self-service devices are especially highly automated. Automated cash centers, as 

opposed to manual cash centers, ensures that variability and instability in CSC processes are 

avoided. However, the high degree of automation also incurs substantial costs for maintenance. 

 Closed-loop: upstream flows are as important as downstream flows. Analyzing supply chains 

as closed loops is a rather new perspective in the literature. A cash supply chain is one of the 

purest closed loop chains where the core product, i.e., cash, is not consumed. 

 Dedicated trips (i.e., full truck loads) on behalf of commercial banks are inefficient: combined 

inventory control and routing is inefficient in practice because in addition to cash transportation 

for commercial banks, CIT companies also perform transportation and value added logistics for 

retailers and corporate customers. 

 New field of application: limited operations management and SCM research have been 

conducted with respect to CSC problems. Practitioners are using decision support tools based 

on traditional solution approaches. Hence, there is great potential for developing CSC solution 

approaches which are both theoretically and practically interesting. 
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1.2.7 Conclusion 

This subsection presented an introduction to the problems related to the logistics of cash distribution. 

Definitions are provided for the management of supply chains in general and for a cash supply chain 

(CSC) in particular. All CSC entities are briefly introduced as well as the upstream and downstream 

flows of products, services, finances, and information. The concepts of cross-shipping and banknote 

deposit systems are explained by way of an introduction to the CSC maturity model. This model shows 

that specific decision problems result from different CSC maturity stages. An elaborate overview of 

these problems is presented. This overview distinguishes between CSC problems that cross inter-

organizational boundaries and operations management problems that are intra-organizational and 

depicts the general scope of this dissertation: (i) logistics and marketing decision problems occurring 

within commercial banks, and (ii) several specific CSC decision problems, e.g., inventory-routing and 

local recirculation. These problems are as yet insufficiently researched and require new solutions since 

available policies, strategies, and methodologies from other fields are not applicable due to the CSC’s 

distinctive features, which are outlined in Section 1.2.6. 

 Research problem 

The problem definition, general research question, and sub-questions are defined in this section. A 

description of problems researched and why these are researched is provided. Cash supply chains (CSC) 

share similarities with other supply chains, but also exhibit a unique set of characteristics as outlined in 

Section 1.2.6. Only a few statistical and analytical models have been developed in the literature to deal 

with these specific CSC characteristics. The approaches developed throughout this dissertation are 

intended to solve problems encountered in and across CSC entities. However, these approaches can also 

be used in other inventory systems, such as public bike systems and the replenishment of gas stations. 

Cash logistics is particularly expensive because cash is a high value-density product which is 

subject to strict security and safety requirements to prevent raids. Heavy duty vaults with electronic 

locks are used throughout the CSC for holding cash inventories and CIT companies use heavily 

armoured trucks for transportation. Holding cash inventories is expensive because the cash owner loses 

the potential for interest incurred on the cash held in stock. Even with current low interest rates, this 

loss of potential income is substantial considering the large cash amounts that are kept in inventory. To 

reduce this loss and to avoid attaining the physical capacity of a stock location (e.g., an ATM), frequent 

cash deliveries are required. For instance, in the Netherlands, each cash self-service device requires a 

visit every 10 days on average. Given the fact that approximately 10,000 devices are deployed in the 

Netherlands, it is fair to say that on average 1,000 devices require a replenishment per day. Hence, a 

small improvement in the CSC may result in a substantial reduction of logistics cost. 
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Cash logistics recently gained great attention on a global scale. A cost-efficient and safe 

replenishment of cash devices, bank branches, and retailers has become necessary as a result of the 

financial crisis, the decline in cash usage, and the increase of the intensity and violence of raids against 

cash distributors. After years of growth, cash usage has stagnated in wealthy countries, which is caused 

in part by the increasing acceptance and diversification of digital means of payment, such as contactless 

and mobile payments. However, it is expected that the use of cash will not disappear in the short to 

medium term. A decrease in cash usage results in a higher cost per transaction, because fixed costs are 

incurred for maintaining ATMs and running cash processing centres. The structural change in the 

payment industry, the financial crisis, and security incidents require improvements in the CSC. The 

problem definition and the general research question are formulated as follows: 

 

Problem definition: This research intends to develop tools and solution approaches to manage 

automated teller machine (ATM) inventories and cash deliveries with the objective of improving the (i) 

cost-efficiency of cash supply chains, (ii) the ATM user’s satisfaction, and (iii) the security of cash 

logistics by applying quantitative research techniques and performing cross-sectional surveys. 

 

General research question: Which tools and approaches offer a long-term solution for controlling 

automated teller machine (ATM) inventories, planning cash deliveries, and thereby improve the (i) cost-

efficiency of cash supply chains, (ii) the ATM user satisfaction, and (iii) the security of cash logistics? 

 

This dissertation focusses primarily on controlling ATM inventories, and not on inventories of cash 

devices in general. This means that other devices such as seal-bag devices and coin devices are out of 

the scope of this project. Not only are ATMs the most important and most frequently deployed self-

service devices, but they also generate the most challenging problems requiring sophisticated solutions. 

The problem definition focuses on cost-efficiency, ATM user’s satisfaction, and security. The 

security of cash logistics is closely related to cost-efficiency; if the management of ATM inventories is 

improved by reducing the level of inventories and the frequency of transports, both cost-efficiency and 

security will increase. Security would be increased since smaller cash amounts would be exposed to 

potential raids, and cost-efficiency would be increased because fewer deliveries would be required and 

less interest would be lost. User satisfaction with respect to ATM service delivery is the third 

cornerstone in the problem definition. It is argued in this dissertation that, although ATMs fulfill a utility 

function, the ATM user expectations should be known and understood by the ATM manager. This 

allows the ATM manager to choose appropriate service objectives and deliver a quality of service that 

equals or exceeds the customer’s expectations. Also, if the service is below expectations, the manager 
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should be aware of the consequences. Setting service objectives depends on whether dissatisfied 

customers immediately move to the competition or whether they file complaints. 

The title of this dissertation claims that logistics processes are optimized. This does not mean that 

all logistics processes are studied nor that the studied processes are allocated the same attention. The 

emphasis of this dissertation can be explained through distinguishing between the three distribution 

logistics activities: inventory, transportation, and warehousing. These three activities comprise a subset 

of all logistics activities depicted in Figure 1-2. The focus is mainly on inventory problems and to a 

lesser extent on transportation problems. Warehousing problems are not studied separately in this 

dissertation. However, a fixed cost for warehousing is considered as part of the cost per transport job in 

order to properly study inventory and transportation problems. 

Several sub-questions are formulated, which are combined into five distinct decision problems. 

Answering each sub-question contributes to answering the general research question. Decision 

problems are chosen that (i) have a substantial impact on the total CSC cost, that (ii) address one or 

more gaps in the literature, and that (iii) are in an immature state of practical development. Two main 

problems are addressed in this dissertation, namely the inventory control for cash-out ATMs and 

inventory-routing for RATMs. The other research studies this dissertation conducts substantiate, extend, 

or provide input for these two main problems. 

Prior to studying these inventory control problems, this dissertation investigates ATM service 

quality and ATM demands. ATM service quality is studied from both the manager’s and the user’s 

perspective in order to understand how ATM performance should be measured. This understanding is 

required to determine the key performance indicators for inventory control problems. ATM demands 

are studied as well in order to forecast future ATM demands. An accurate demand forecast is pivotal to 

determine efficient timings and quantities of inventory replenishment orders. An accurate demand 

forecast is also required to achieve a target fill-rate and a target availability rate. In short, the outcomes 

of the service quality and demand forecasting studies provide input for the inventory control policies. 

Table 1-4 lists all distinct, yet interrelated research studies, their contributions, and their validation. 

Table 1-4. Research studies covered in this dissertation 

Ch. Research study 
New 

approach
New 

problem 
Numerical 
validation 

Empirical 
validation 

2 Performance measurement ✓    

3 Demand forecasting ✓  ✓ ✓ 

4 Inventory control ✓ ✓ ✓ ✓ 

5 Performance measurement system ✓ ✓ ✓ ✓ 

6 Inventory-routing with pickups & deliveries ✓ ✓ ✓  
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ATM performance measurement is studied in Chapter 2 and a demand forecasting procedure is 

developed in Chapter 3. The outcomes from these chapters are used as input for developing the tools 

and statistical models in Chapters 4-6. Chapter 4 presents a dynamic ATM inventory control policy for 

cash-out ATMs, and Chapter 5 extends this policy by differentiating dynamically between the 

importance of various cases of ATM availability. The final research study is outlined in Chapter 6 and 

considers the inventory-routing problem with pickups and deliveries which occur in a local recirculation 

cash supply chain with RATMs. The latter study combines inventory decisions, routing decisions, and 

pickup and delivery decisions simultaneously. As depicted in Table 1-4, all studies develop a new 

solution approach. The table also depicts which studies present new problems and how the developed 

models are validated. The sub-questions per research study are listed in Table 1-5 

Table 1-5. Dissertation sub-questions 

Ch. Sub-question 

2 a. Is there a gap between what ATM users expect and what ATM users perceive with respect 
to ATM service quality? 

b. What are the ATM service quality attributes which describe user satisfaction? 

3 c. Which forecasting policy yields accurate demand forecasts for multi-step ahead ATM cash 
demands and outperforms other statistical and machine learning forecasting policies? 

4 d. What is an efficient inventory control policy for cash-out ATMs that outperforms other 
relevant inventory control policies? 

e. What is the savings potential for the cash supply chain in the Netherlands if this policy 
would be implemented? 

5 f. How can the policy developed in Chapter 4 be extended to differentiate between the 
importance of ATM availability with respect to the timing and location of ATM usage? 

6 g. What is an exact solution for the inventory-routing problem with pickups and deliveries? 

 Dissertation structure and applied methodologies 

To answer all sub-questions and ultimately the general research question, several methods and 

approaches are applied. This dissertation strives for developing solution approaches that solve realistic 

problems. Case experiments are performed to empirically validate the developed models. To identify 

proper ATM performance measures, qualitative research methods are applied in Chapter 2: two cross-

sectional surveys are conducted in this chapter to find evidence for several hypotheses regarding service 

quality gaps between the perceptions of ATM users and commercial banks’ ATM managers. Heuristic 

models are developed using quantitative research techniques in Chapter 3, 4, 5, and 6. The heuristic 

models are validated by performing exhaustive discrete-event simulations experiments. Heuristic 

models allow for dealing efficiently with highly stochastic and dynamic problems and the need for small 

calculation times. An exact branch-and-cut algorithm is developed as part of the final research study to 

solve a new decision problem which has not been studied before. 
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Figure 1-5. Research study dependencies and dissertation structure 

Ch 2. Performance measurement 
(sub-questions a and b)

Methodology:
- two cross-sectional surveys; for both 
ATM users and ATM managers

Ch 3. Demand forecasting
(sub-question c)

Methodology:
- quantitative modelling and validation 
with simulation

Ch 4.  Inventory control
(sub-questions d and e)

Methodology:
- quantitative modelling and 
validation with simulation

Ch 5. Performance measurement system
(sub-question f)

Methodology:
- quantitative modelling and validation 
with simulation

Ch 6. Inventory-routing
with pickups & deliveries
(sub-question g)

Methodology: 
- mixed-integer linear programming for 
problem modelling,
- clustering heuristic and exact branch-and-
cut algorithm for its resolution

 

 Dissertation output 

This subsection closes the research introduction with an overview of the most important scientific and 

professional publications. The associated chapter numbers per publication are indicated in the first 

column of Table 1-6. Since colleagues and other researchers have contributed to the research projects 

discussed in this dissertation, the plural narrative “we” instead of “I” has been used throughout the 

dissertation. 

Table 1-6. Overview of relevant scientific and professional publications 

Ch. title published by/in status reference 
scien-
tific? 

profes-
sional? 

2 

Эффективность 
банкоматов: глобальное 

исследование 
(Russian; “The 

effectiveness of ATMs: 
global study”) 

Деньги и кредит 
(Russian; “Money and 

Credit”) 
published

Van Anholt 
(2012c) 

translation by 
Mr. Victor 

Ionov 

✓  

2 

Key determinants of 
ATM performance: 
survey results from 

businesses and users 

VU University 
Amsterdam 

published
(Van Anholt, 

and Vis, 
2012b) 

✓  

2 
ATM performance 

measurement 

European Financial 
Management 

Association Studies 
published

(Van Anholt, 
2012a)  ✓ 

2 
Business and consumer 
perspectives on ATM 

performance 

Proceedings of Future 
of Cash 

published
(Van Anholt, 

2011a)  ✓ 

2 
Increasing service 

through ATMs 

Journal of the 
European Financial 

Management 
Association 

published
(Van Anholt, 

2012b)  ✓ 
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Ch. title published by/in status reference 
scien-
tific? 

profes-
sional? 

3 ATM demand forecasting N/A 
to be 

submitted
 ✓  

3-4 

An integrative online 
ATM forecasting and 
replenishment model 
with a service level 

constraint 

Proceedings of 
LOGMS: International 

Conference on 
Logistics and 

Maritime Systems 

published
(Van Anholt, 

and Vis, 
2010a) 

✓  

4 
Efficient replenishment 

of ATMs in the 
Netherlands: a case study 

Proceedings of ICCOS 
EMEA: International 

Commercial Cash 
Operations Seminar 

published
(Van Anholt, 

2011b)  ✓ 

4 
Inventory control for 
cash-out ATMs in the 

Netherlands 
n/a 

to be 
submitted

 ✓  

5 

Real-time performance 
measurement system for 

automated teller 
machines 

Proceedings of the 
Winter Simulation 

Conference 
published

(Van Anholt, 
and Vis, 
2012c) 

✓  

6 
Efficient inventory-

routing in an automated 
teller machine network 

Proceedings of 
Odysseus: 

International 
Workshop on Freight 
Transportation and 

Logistics 

published
(Van Anholt, 

and Vis, 
2012a) 

✓  

6 

An inventory-routing 
problem with pickups 

and deliveries arising in 
the replenishment of 

automated teller 
machines 

Submitted to an 
international journal; 
awarded by FICO as 

best paper in the 
‘Optimize the Real 

World 2014’ contest 

under 
review 

(Van Anholt, 
et al., 2013) 

 
(FICO, 2014) 

✓  

 





 

27 

 PERFORMANCE MEASUREMENT 

"ATMs are like public transport, if you need it badly 

but the service is unavailable, you'll be angry." 

 

The goal of this chapter is to identify discrepancies between what users consider important factors with 

respect to ATM service delivery, and what ATM cash managers actually deliver. A literature review 

and the application of the GAPS Model of service quality led to the formulation of several hypothesis 

which we test by conducting two cross-sectional surveys among 2,231 ATM users and 181 managers. 

These tests show (i) that low ATM availability leads to a loss of customers, (ii) that ATM managers are 

insufficiently aware of the factors determining customer satisfaction, and (iii) that user experience is 

measured incorrectly by managers. In addition, we construct a comprehensive list of important service 

quality attributes which allows cash managers to formulate appropriate ATM performance measures. 

 Introduction 

Each cash supply chain process must be monitored and controlled to achieve a certain level of 

performance. The performance targets should be aligned with customer wishes on the one hand, and 

with the capability of the organization to meet these targets on the other hand. Before analytical models 

for cash handling and operations can be developed, tested, and implemented, the underlying 

characteristics of ATM performance measurement should be clearly stated. Throughout this chapter, 

we distinguish between the perspectives of an ATM user and an ATM cash manager. ATM users strive 

for a high (perceived) quality of service and ATM managers aim for delivering ATM services according 

to company and ATM user wishes, while having limited resources at their disposal. The objective of 

this chapter is two-fold; firstly we identify discrepancies between what users consider important 

regarding ATM service delivery and what ATM cash managers actually deliver, and secondly, we 

construct an elaborate overview of ATM service quality attributes which allow managers to effectively 

initiate, develop, and test ATM processes and decision support tools. 

We perform a literature review to understand the notion of service quality, construct an overview 

of ATM service quality attributes, and derive hypotheses. To test these hypotheses we conduct two 

surveys; one among ATM users (n = 2,231) from the Netherlands and one among ATM cash managers 

(n = 181) from all over the world (i.e., 44 countries). We test, for example, if ATM managers succeed 

in delivering ATM services according to ATM users’ service expectations. The inability to fulfill these 

expectations results in an inefficient deployment of the manager’s resources and/or a quality of 

customer service perceived as low. To investigate this problem, we identify ATM service quality gaps 
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which are inherent to the gaps distinguished in the well-known GAPS model developed by 

Parasuraman, Zeithaml, and Berry (1985). Applying the GAPS model in this chapter allows us to 

demonstrate how managers can improve their service delivery and/or their deployment of resources. A 

literature study has been performed and shows that the GAPS model has not been applied to describe 

or explain ATM service quality before. 

This research is innovative in two ways; (i) we investigate both the managers’ and the users’ 

perspectives instead of only the users’ perspective, which is done in other studies by, e.g., Biter, Booms, 

and Tetreault (1990); Crosby, Evans, and Cowles (1990); Rod, et al. (2008), and (ii) we show, by 

applying the GAPS model, which business processes must be reengineered to improve the efficiency 

and efficacy of the managers’ ATM service delivery. We aim to answer the following two sub-

questions: 

 Is there a gap between what ATM users expect and what ATM users perceive with respect to 

ATM service quality? 

 What are the ATM service quality attributes which describe user satisfaction? 

This chapter is structured as follows: First, in Section 2.2, a literature review is performed and 

hypotheses are formulated. We describe the methodology in Section 2.3. Section 2.4 provides an 

overview of the survey respondents of both surveys. The hypotheses are tested in Section 2.5. Section 

2.6 elaborates on how to set performance metrics according to user service perceptions. We close this 

chapter with the conclusions of the survey in Section 2.7. The survey responses are presented in 

Appendix A. 

 Literature review and hypothesis formulation 

2.2.1 Theoretical background of service quality 

The notion of service quality was first mentioned more than three decades ago (Sasser, Olsen, and 

Wyckoff, 1978; Grönroos, 1982; Lewis, and Booms, 1983). The authors reason that a high quality of 

service is obtained when the customer’s opinion on what the service provider should offer coincides 

with the service that is actually delivered. Sasser, Olsen, and Wyckoff (1978) came up with three 

dimensions of service quality; facilities, personnel, and levels of material, which are all related to the 

service encounter, i.e., the process of the service delivery. In identifying the aspects that customers use 

to assess service quality, Lewis and Booms (1983) distinguish between characteristics of service quality 

which are or are not related to the service encounter. Grönroos (1982) makes a similar distinction in its 

Nordic model by categorizing service quality characteristics as technical and functional. Technical 

quality relates to aspects before the actual service, while functional quality concerns aspects during the 

service delivery. Parasuraman, Zeithaml, and Berry (1985) confirm that aspects during and after service 
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delivery determine how customers perceive service quality by conducting twelve customer focus group 

interviews in a multi-sector study. Based on the outcomes, Parasuraman, Zeithaml, and Berry (1985) 

developed the GAPS model of service quality. The capitalized letters ‘GAPS’ are derived from the word 

gaps, which refers to the misunderstandings and/or misalignments between people within firms and 

between suppliers and customers. The GAPS model is a framework for understanding the customers’ 

perceived quality of service delivery. The model can be used to assess the quality of the service delivery 

and identify service quality gaps. An important presumption of the GAPS model is that service quality 

can be defined as the difference between customer expectation and customer perception. Parasuraman 

(1987, 2010) also emphasizes that people can be in a state of mindlessness during the service process if 

the service is commonly good and delivered frequently. Such service can be considered a ‘routine 

service’ if it is delivered as expected and no or little attention is paid to the service process. However, 

if the service is not delivered as expected, the service becomes non-routine and customers are suddenly 

aware of the deficiency of service during the encounter. 

Although the GAPS model is approximately three decades old, authors are still studying and 

extending the GAPS model today. For example, Chen, Chang, and Lai (2009) extend the GAPS model 

to deal with business customers and to study the existence of two hypothesized gaps in the shipping 

industry of Taiwan. The GAPS model helps organizations reengineer their business processes and 

bridge the gap between perceived and expected service. 

In accordance with the GAPS model, Parasuraman, Zeithalm, and Berry (1988); Zeithalm, 

Parasuraman, and Berry (1990) developed the SERVQUAL instrument which measures customers’ 

perceptions of service quality. The instrument constitutes of twenty-two service quality items in total, 

which are then categorized into five dimensions: Tangibles, Reliability, Responsiveness, Assurance, 

and Empathy. According to the authors, the customer’s perception of service quality can be explained 

by these five dimensions. Cronin and Taylor (1992) adapted SERVQUAL to suggest that the 

performance component is most important. These authors labeled their adjusted model the SERVPERF 

model. 

Researchers continued the search for a more adequate and reliable model to find and analyze 

information about customer needs and perceptions regarding services. For example, Rust and Oliver 

(1994) refined the Nordic model by Grönroos (1982) and labeled their model the Three-Components 

model. The authors added the ‘service environment’ as a third component in addition to functional 

quality and technical quality. The authors did not test the model for its predictive power, and hence, the 

authors did not receive much support in succeeding studies (Ghotbabadi, Baharun, and Feiz, 2012). 

Two other models are the Multilevel model (Dabholkar, Thorpe, and Rentz, 1996) and the Hierarchical 

model (Brady, and Cronin, 2001). The Multilevel model distinguishes between three stages of 
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dimensions explaining service quality. This model was purposely developed for evaluating service 

quality in retail stores. Although the multilevel aspect of the model was innovative at the time, the 

model seemed to lack identifying attributes or factors (Ghotbabadi, Baharun, and Feiz, 2012). The 

Hierarchical model combines several features from all three models (i.e., the SERVQUAL, the Nordic 

and the Multilevel model). 

Until recently, no consensus was achieved on the best model to explain or study service quality 

(Ghotbabadi, Baharun, and Feiz, 2012). However, Ghotbabadi, Baharun, and Feiz (2012) conclude that 

the Hierarchical Service Quality is the most suitable tool for practitioners and researchers to collect the 

right information and make the right decisions. The same authors argue that the Hierarchical model 

receives the least criticism from literature. Unfortunately, the authors did not test and compare the four 

models numerically and/or empirically to support their statement. 

We argue the Hierarchical model by Brady and Cronin (1992) is not the obvious choice for 

identifying and analyzing service quality attributes (SQAs) for ATMs. The Hierarchical model assumes 

human interaction to be an important dimension in the model, which makes sense in a retail 

environment. However, the service delivered by an ATM does not involve interaction between multiple 

persons, but instead represents an automated service system, which makes the Hierarchical model 

unsuitable. Therefore, to study ATM service quality, we opt for the GAPS model developed by 

Parasuraman, Zeithaml, and Berry (1985). The GAPS model is chosen for several reason, (i) it is most 

well-known and is studied and applied most frequently, (ii) it is designed for exploratory study, which 

is exactly what we are using it for, (iii) the GAPS model makes a clear distinction between service 

provider and user perspectives which suits our research objective, 4) the concept of a routine service 

delivery Parasuraman (1987, 2010) also applies to ATM service delivery, and 5) the model distinguishes 

between several service quality gaps which is necessary for our problem at hand. In exploring ATM 

SQAs, we demonstrate the presence of only those gaps which contribute to the objective of this study. 

The GAPS model is described in full detail in the next subsection.  

2.2.2 GAPS model of service quality and studied gaps 

The GAPS model by Parasuraman, Zeithaml, and Berry (1985) is considered a simple and useful 

model for qualitatively exploring and assessing customers’ service evaluations and has been used 

widely by service organizations. The GAPS model distinguishes five gaps which are outlined in Table 

2-1.  

Preliminary research (Van Anholt, et al., 2010) demonstrated that ATM managers currently use 

only a few simplistic metrics to monitor, measure, and control ATM service quality. This finding is also 

substantiated by the surveys conducted for this particular study (see Appendix A). Given these 

simplistic metrics, it is rather straightforward to design, processes, and deploy resources so that these 
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metrics are achieved efficiently and effectively. Gap 3, ‘The Service Performance Gap’, is therefore not 

expected to be significant at the moment. However, if a broader set of SQAs is considered, the 

management of processes and deployment of resources might not be so straightforward anymore. The 

ATM manager might encounter difficulties to satisfy or prioritize all performance metrics. In other 

words, when a more complex set of service specifications is considered, the ‘Service Performance Gap’ 

might arise as the new bottleneck. According to Zhao, Yeung, and Lee (2004), not many researchers 

have succeeded in demonstrating how a list of determinative SQAs can be utilized to increase service 

quality or reduce cost. In Chapter 5 we respond to this need by developing a real-time performance 

management system that allows for simultaneous measurement and control of SQAs. 

Gap 4, ‘the Internal Communication Gap’, will not be evaluated either since we expect that ATM 

users are not affected by the communication of ATM managers. Hence, customer expectations 

regarding ATM usage are better explained through word of mouth, past experiences, and personal needs 

(Khan, 2010). Commercial banks are more likely to put effort into marketing (new) financial services 

such as mortgages instead of making marketing statements regarding (outstanding) service delivery at 

ATMs. 

Figure 2-1 schematically presents the relations between these five gaps. In this research study we 

investigate the presence of Gap 1 and Gap 2. The other gaps are eliminated from the scope of this study 

for various reasons described in the remainder of this section. 

Table 2-1 Gaps distinguished by the GAPS model (Parasuraman, Zeithaml, and Berry, 1985) 

# Title Description 

1 Market Information Gap Organization is unaware of the customer expectations. 

2 Service Standards Gap Organization fails in translating customer expectations correctly 
into performance measures. 

3 Service Performance Gap Organization fails in translating SQAs into service delivery. 

4 Internal Communications 
Gap 

Organization fails in delivering what is communicated and 
promised to the customer. 

5 Service Quality Gap Customer’s perceived service does not meet the expected service 
quality. The customer’s expected service quality originates not 
only from the organization’s communication, but also by word of 
mouth, their own past experiences and their personal needs. This 
gap is considered a function of the other four gaps, meaning that 
if the gaps 1-4 are eliminated, Gap 5 is eliminated as well. 

 

Preliminary research (Van Anholt, et al., 2010) demonstrated that ATM managers currently use 

only a few simplistic metrics to monitor, measure, and control ATM service quality. This finding is also 

substantiated by the surveys conducted for this particular study (see Appendix A). Given these 

simplistic metrics, it is rather straightforward to design, processes, and deploy resources so that these 
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metrics are achieved efficiently and effectively. Gap 3, ‘The Service Performance Gap’, is therefore not 

expected to be significant at the moment. However, if a broader set of SQAs is considered, the 

management of processes and deployment of resources might not be so straightforward anymore. The 

ATM manager might encounter difficulties to satisfy or prioritize all performance metrics. In other 

words, when a more complex set of service specifications is considered, the ‘Service Performance Gap’ 

might arise as the new bottleneck. According to Zhao, Yeung, and Lee (2004), not many researchers 

have succeeded in demonstrating how a list of determinative SQAs can be utilized to increase service 

quality or reduce cost. In Chapter 5 we respond to this need by developing a real-time performance 

management system that allows for simultaneous measurement and control of SQAs. 

Gap 4, ‘the Internal Communication Gap’, will not be evaluated either since we expect that ATM 

users are not affected by the communication of ATM managers. Hence, customer expectations 

regarding ATM usage are better explained through word of mouth, past experiences, and personal needs 

(Khan, 2010). Commercial banks are more likely to put effort into marketing (new) financial services 

such as mortgages instead of making marketing statements regarding (outstanding) service delivery at 

ATMs. 

Figure 2-1 GAPS model of service quality, derived from Zeithalm, Bitner, and Gremler (2006) 
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2.2.3 Hypotheses concerning Gap 1. The Market Information Gap 

Each service organization benefits from understanding which SQAs are important to customers. 

Organizations must understand these SQAs and design processes and allocate resources properly so as 

to ultimately satisfy customers. Customer satisfaction is the extent to which the expected results of the 

transaction and the process he or she went through to secure the results satisfy his or her expectations 

(Harvey, 1998). Instead of relating it to expectation, some authors denote customer satisfaction as the 
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pleasurable emotional state of a customer caused by his or her shopping experience, i.e., a summary 

evaluative response (Fornell, 1992; Anderson, Fornell, and Lehmann, 1994). Either way, the objective 

to satisfy customers is obvious for many service providers and there is often a trade-off between the 

delivered quality of service and the cost. This trade-off needs to be made by ATM managers as well. 

For example, replenishing ATMs more frequently and performing more preventive maintenance would 

probably increase the ATM availability, but this would also be more expensive. For ATM managers it 

is worth exploring the actual value of having satisfied ATM users.  

The value of having satisfied ATM users for institutions that provide ATM services as core business 

is different than for commercial banks. These institutions benefit from each ATM transaction through 

surcharge fees, received either straight from the user or from the card issuer. The institutions aim for 

high transaction volumes through delivering high quality services and avoiding unavailability. 

Commercial banks deploy ATMs primarily for their own private and business customers. The main 

purpose of banks’ ATMs is to provide their customers cash withdrawal and deposit services. Decades 

ago, when ATMs did not exist, customers were obligated to go to their bank’s branches in order to 

transfer cash to and from their accounts. Nowadays, depositing and especially withdrawing cash is much 

easier due to the availability of ATMs. Many commercial banks differentiate between ATM users based 

on customer, non-customer, and foreign customer. Customers generally do not have to pay a usage fee 

at their own bank’s ATMs and they sometimes gain access to additional services (such as choosing 

denominations when withdrawing) or have more flexibility in using ATM services. Non-customers 

often have to pay a surcharge fee and foreigners (i.e., users with cards from outside the ATM network) 

have to pay even more. The bank’s motivation to allow non-customers to make use of its ATM services 

is to profit from the charged fees and to acquaint non-customers with the bank’s services. In the end, 

offering ATM services is an expensive activity, especially if the bank’s customers are not charged with 

a usage fee. Nowadays, commercial banks focus on high (and expensive) service quality standards (Van 

Anholt, et al., 2010), but from an efficiency perspective it is viable to question this focus; would slightly 

less ATM service quality harm the bank’s ultimate goals? In other words, would customers really 

complain or even switch banks if ATMs are out of order (a bit) more often? If the answer to these 

questions is possibly negative, it would make no sense to aim for high levels of ATM service quality 

and investigate ATM service quality in the first place. We formulate the following hypothesis: 

Hypothesis 1. ATM users would not consider switching banks if the delivered ATM service does not 

satisfy their expectations. 

Assuming the delivered service quality matters, we need to find out which determinants users 

consider when evaluating ATM service quality. As elaborately discussed in Chapter 3, ATM 

unavailability can never be avoided completely. If the ATM service is not delivered as expected, the 
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user will perceive this encounter as a non-routine service delivery which means that the user is aware 

of the lack of service. We hypothesize it is important for ATM managers to deal with these non-routine 

situations appropriately to reduce the negative experience of the encounter: Hypothesis 2. Handling a 

non-routine service delivery is an important service quality attribute. 

ATM SQAs are the determinants that impact customer satisfaction regarding ATM service quality 

(Davies, Moutinho, and Curry, 1996). Several studies (Davies, Moutinho, and Curry, 1996; Joseph, and 

Stone, 2003; Islam, Kumar, and Biswas, 2007; Dilijonas, et al., 2009; Singh, and Komal, 2009) propose 

important attributes of ATM service quality. Each study considers a different set of attributes and when 

similar SQAs are investigated, they are often measured differently. A prioritized list of attributes which 

holds for every market and country seems difficult to construct because of cultural, demographical, 

geographical and political differences. For instance, the presence of ATMs is obvious in developed 

countries, while in less developed countries ATMs are not common usage and are only for people who 

can afford the transaction fee. To show that ATM attributes are not equally important in every country, 

we use this example and hypothesize that the degree of human development in countries affects the 

importance of SQAs. We refer to the composite statistic ‘Human Development Index’ (HDI) is a 

comparative measure of life expectancy, literacy, education, and standard of living developed by the 

United Nations Development Programme (UNDP) and published per country in the annual Human 

Development Reports (UNDP, 2011). Although the HDI is sometimes criticized for its simplicity 

(Ranis, Stewart, and Samman, 2006), we use this indicator since it has evolved over the last few decades 

as the most versatile and extensively used indicator in business reports and academic papers. We test 

the following hypothesis: Hypothesis 3. The degree of human development in countries correlates with 

the importance of SQAs. 

In line with the GAPS model, Parasuraman, Zeithalm, and Berry (1988); Zeithalm, Parasuraman, 

and Berry (1990) developed the SERVQUAL instrument. The instrument constitutes of a total of 

twenty-two service quality items which are categorized into five dimensions: Tangibles, Reliability, 

Responsiveness, Assurance, and Empathy. According to these authors, the customer perception of 

service quality can be explained by these five dimensions in a broad number of sectors, such as 

healthcare, banking, financial services, and education. The SERVQUAL instrument poses great 

flexibility but also receives strong critique. Most critique comes from researchers who doubt the validity 

of the five dimensions. Van Dyk, Kappelman, and Prybutok (1997); Van Dyk, Prybutok, and 

Kappelman (1999) state that calculating the service quality with the SERVQUAL instrument results in 

problems with reliability, discriminant validity, and convergent validity. In addition to validity 

problems, other authors (Teas, 1993; Dabholkar, Shepher, and Thorpe, 2000) see problems with the use 

of gap scores, the required length of the questionnaire, and the predictive power of the instrument. 
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However, despite its critiques, the instrument has been applied extensively (Jain, and Gupta, 2004). 

Nyeck, et al. (2002) analyzed 40 articles that applied the SERVQUAL instrument and they concluded 

that the instrument itself is not problematic, but that researchers fail to providing proper validation of 

their application of SERVQUAL. We decided to use the five dimensions of the SERVQUAL instrument 

to categorize all important ATM SQAs. Since we do not use the SERVQUAL model to explain the 

customer perception, we do not encounter any reliability and validity issues. 

We list the ATM SQAs identified in the literature (Davies, Moutinho, and Curry, 1996; Joseph, and 

Stone, 2003; Islam, Kumar, and Biswas, 2007; Dilijonas, et al., 2009; Singh, and Komal, 2009) in Table 

2-2. More research has been found on ATM SQAs (Marshall, and Heslop, 1988; Leblanc, 1990; 

Rugimbana, and Iversen, 1994; Al-Hawari, 2006; Mobarek, 2007), but no more unique attributes have 

been identified. To make sure we present a complete overview of important SQAs, we formulate the 

following hypothesis and test it using a survey among ATM managers: Hypothesis 4. Table 2-2 provides 

an overview of all important ATM SQAs.  
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Table 2-2 ATM service quality attributes (SQAs) found the in the literature 

 Davies, 
Moutinho, 
and Curry 

(1996) 

Joseph 
and Stone 

(2003) 

Islam, 
Kumar, 

and 
Biswas 
(2007) 

Singh and 
Komal 
(2009) 

Dilijonas, 
et al. 

(2009) 

Field of research N/A U.S. HSBC India U.S. 

Number of respondents 380 175 100 360 21 ATMs 

Dimensions & Attributes      

Tangibles      

ATM opening hours  ✓     

ATM cleanliness  ✓    

ATM density/coverage/distance ✓  ✓  ✓ 

ATM screen readability      

ATM user interface  ✓ ✓ ✓ ✓ 

Offered services:  ✓   ✓ 

 Acquire new checkbooks    ✓  

 Cash deposit   ✓   

 Change PIN   ✓   

 Choose denomination mix   ✓   

 Deposit mail and checks   ✓ ✓  

 Enquire about account activity   ✓   

 Enquire about account balance   ✓ ✓  

 Receive printed receipt  ✓  ✓  

 Transfer money to/from account   ✓   

 Withdraw cash/coins   ✓ ✓  

Quality of dispensed cash   ✓ ✓  

Transaction fee for ATM services ✓   ✓  

Transaction processing time ✓  ✓ ✓ ✓ 

Reliability      

ATM availability / fill-rate ✓  ✓ ✓ ✓ 

Average queue length ✓     

Chance of trans. error / card seizure  ✓  ✓ ✓ ✓ 

Responsiveness      

Opening hours of the helpdesk   ✓   

Quality of ATM helpdesk assistance  ✓   ✓ 

Information on ATM disturbances  ✓   ✓ 

Assurance      

Safety / Security ✓ ✓ ✓ ✓ ✓ 

Empathy      

Assistance of ATM personnel   ✓   

Personalized service  ✓   ✓ 
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The impact of each SQA listed in Table 2-2 not only deviates among users, but in our opinion also 

depends on the situation. For example, it is likely that an unavailable ATM is annoying for users, 

especially when this ATM is the only ATM in the area. If other ATMs within walking distance were 

available, users would probably mind less. This and similar situations are studied by formulating and 

testing the following hypotheses. Nine example situations are constructed in collaboration with several 

ATM managers from multiple commercial banks from the Netherlands. We test: Hypothesis 5. The 

perceived importance of SQAs by users depends on the situation of the service encounter. We check this 

hypothesis for the following nine situations (5a-5i): 

# ATM is 
available? 

Situation description 

5a Yes Only large denominations (i.e., EUR 50 and larger) available 

5b Yes One or more denominations is out of stock; intended amount is available 

5c Yes One or more denominations is out of stock; intended amount is 
unavailable 

5d Yes There is a long queue and waiting time is at least 5 minutes 

5e No One or more other operational ATMs within walking distance 

5f No No other operational ATMs within walking distance 

5g No During a national holiday or event 

5h No ATM is located in a bank branch; there is no other option to withdraw 
cash 

5i No The user knows the ATM has recently been unavailable 

After studying Hypotheses 1-5, we will have sufficient understanding of the user’s perception of 

ATM service quality to test the presence of the Market Information Gap. If evidence is found for this 

gap, ATM managers are defining performance standards based on a misconceived perception of the 

user expectation, resulting, by definition, in inadequate performance standards. Therefore, we test: 

Hypothesis 6. ATM managers in the Netherlands are aware and sufficiently acquainted with the user 

preferences. 

2.2.4 Hypotheses concerning Gap 2. Service Standards Gap 

The Service Standards Gap describes the discrepancies resulting from the ATM manager’s 

understanding of the user’s expectations and the defined performance measures (i.e., service standards). 

We are interested in whether or not used performance measures are aligned with the ATM manager’s 

knowledge/perception of what users expect. In other words, the ATM manager might be aware of 

(some) important SQAs, but they still fail to translate these in to service measures adequately: 

Hypothesis 7. ATM managers translate their perception of user expectations correctly in to 

performance measures. 
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 Methodology 

To test the hypotheses formulated in Section 2.2, we have conducted two cross-sectional surveys among 

ATM users and managers. Table 2-3 recalls all seven hypotheses. 

Table 2-3. List of hypotheses 

# hypothesis 

1 ATM users would not consider switching banks if the ATM service does not satisfy their 
expectations. 

2 An important attribute of service quality is how the ATM manager deals with the delivery of a 
non-routine service. 

3 The degree of development in countries correlates with the importance of SQAs. 

4 Table 2-2 provides an overview of all important ATM SQAs. 

5 The perceived importance of SQAs by users depends on the situation of the service encounter. 

6 ATM managers in the Netherlands are aware and sufficiently acquainted with the user 
preferences. 

7 ATM managers fail to translate their perception of user expectations correctly into performance 
measures. 

The user survey is conducted for testing hypotheses 1, 4, 5, and 6, while the manager survey is 

required for hypotheses 2-4, 6, and 7. In addition to the surveys, we verify Hypothesis 4 by questioning 

a group of ATM managers during the EFMA Future of Cash conference (Van Anholt, 2011a). 

We opted for questionnaire surveys because of the desired sample size. Conducting interviews 

would have been nearly infeasible due to the required time. Additionally, because our questions were 

rather straightforward, we were not required to ask any follow-up questions, which is easier with 

interviews. The user questionnaire was distributed via email and we explicitly emphasized that results 

would be analyzed anonymously to achieve a higher response rate and to obtain more reliable survey 

responses. The manager questionnaire was distributed via email as well, but there we asked for the 

ATM manager’s name and contact details and we indicated that additional information and questions 

were appreciated. Also, more open-ended questions were included in the manager questionnaire. A 

substantial share of those surveyed responded with additional information, which allowed us to better 

interpret the manager opinions and motives. 

The survey questions and answers are enclosed in Appendix A. For most questions, respondents 

were asked to either choose one of the answer options on a nominal scale or to indicate their preference 

along an ordinal 5-point Likert scale. Answer options such as “I don’t know” or “other, namely…” were 

made available to ensure that respondents were not forced to check answers with which they did not 

fully comply. 

In general, every citizen with a debit/credit card can be considered an ATM user, so the user 

population we were interested in is huge. To ensure the feasibility of our study, we reduced the scope 

to one country only, i.e., the Netherlands. In this small country of 37,354 square kilometers, the vast 
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majority of the 16.8 million inhabitants have bank accounts and use ATMs, so the population studied 

is still quite large. As noted earlier in Section 2.2, results from one country to another cannot be 

generalized, so our conclusions regarding ATM users’ perceptions are limited to the Netherlands only. 

We were fortunate to gain access to the customer panel of one of the largest banks of the Netherlands 

to draw a substantial sample from the population. To overcome problems with external validity (i.e., 

ability to generalize results) we show the great variety of respondents in terms of age, geographical 

distribution, and income in Section 2.4.1. In February 2012, 5,187 personalized invitations to ATM 

users were distributed and 2,995 digital questionnaires were filled out after a week. This is a high 

response rate of approximately 57.8 percent. Thereafter, we discarded 734 responses by using several 

checks (see Section 2.4.1) to ensure only valid responses were used for the analysis. The remaining 

2,231 responses were used to test the hypotheses. 

The sampling model for the ATM manager survey is different than for the user survey. To test our 

hypotheses we require responses from countries all over the world and we are only interested in the 

opinions of people who are concerned with ATM inventory control or cash management on a regular 

basis. The European Financial Management Association (EFMA) assisted in constructing a sample of 

ATM managers operating in a wide variety of countries. 1,754 personalized invitations were sent per 

email. We also approached managers in person during the EFMA Future of Cash conference in 2011 

and we sent two reminders via email to attain 181 completed questionnaires, a response rate of 9 percent. 

The 181 responses were collected over three months; from July 2011 until October 2011. Probably 

because only influential managers were targeted, we did not receive as many completed questionnaires 

as we had hoped for. Nevertheless, a great variety of surveys were obtained from respondents employed 

at 146 companies in 44 countries. 

 Survey responses and respondent demographics 

Before the survey results are discussed and hypotheses are tested in Section 2.5, we first explain the 

selection of valid survey responses and we present some demographics of respondents.  

2.4.1 ATM user survey: Selection of valid survey responses 

As briefly discussed in Section 2.3, the invitation to the survey was sent to 5,187 users from the 

Netherlands and 2,995 questionnaires were filled out completely. Because the respondents received 

compensation for filling out the survey, we needed to be careful in selecting responses to analyze. 

Huang et al. (2012) have reviewed the literature on approaches for detecting and deterring insufficient 

effort responding to surveys. The authors categorize approaches as infrequent, inconsistent, response 

pattern, and response time. We chose the inconsistency approach since it best fits our survey 

characteristics. This approach assumes that unmotivated respondents provide inconsistent responses. 
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We applied three selection rules to exclude inconsistent responses. In other words, we created pairs of 

two or three items which are supposed to have a certain outcome if the respondent answered questions 

consistently. 25 percent of all responses were discarded list-wise by applying the following three 

selection rules resulting in 2,231 valid responses. 

 Rule 1. Exclude if respondents indicate they prefer encountering an unavailable ATM with 

other operational ATMs close by, over an unavailable ATM that is the only ATM within 

walking distance. Reasoning: Under no circumstance would an ATM user prefer having no 

other operational ATM within walking distance rather than having one or more operational 

ATMs within walking distance. 

 Rule 2. Exclude if respondents indicate they prefer an ATM which is not able to dispense the 

intended amount (for example because one or more denominations are out of order), over an 

ATM where the intended amount can be withdrawn. Reasoning: No user would ever prefer not 

having the ability to withdraw the intended amount over having this ability. 

 Rule 3. Exclude if respondents indicate they prefer an unavailable ATM that is either often 

unavailable or has no other operational ATMs within walking distance, over an operational 

ATM where the initial amount can still be withdrawn. Reasoning: the situation in which the 

ATM might not have all the denominations available is compared with two really unfavorable 

situations where the ATM user cannot withdraw any cash at all. If a user indicated that he/she 

prefers the first situation, we consider this to be a useless response as well. 

2.4.2 ATM user survey: Respondent demographics 

To ensure external validity, we demonstrate that the sample of respondents represents a wide variety of 

ATM users. In Figure 2-2 we show some key demographic characteristics of the respondents. About 75 

percent of the respondents are male and about two-third have a high level of education and have 

graduated from a university. The respondents are 58 years old on average and have a family income of 

EUR 40,000 to EUR 59,999 per year. In terms of geographical distribution, respondents are scattered 

equally over the Netherlands.  

We have to be careful drawing conclusions because the sample is clearly skewed; the average age 

of 58 years is significantly older than the average age of the Dutch of 41 years (Agency, 2014) and the 

75 percent male in our sample does not represent the entire population since the ratio of male to female 

in the Netherlands is more or less equal. Remarks will be made if results differ in terms of age and 

gender when testing hypotheses in Section 2.5. 
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Figure 2-2. Demographic characteristics of the sample of ATM users 

  

  

 

2.4.3 ATM manager survey 

In total, 181 respondents completed the ATM managers survey. The respondents come from 146 

companies and are located in 44 countries. The external validity has been checked by assessing the 

respondents’ professions, countries of origin, and frequency of ATM usage. 

The characteristics of the manager sample are depicted in Figure 2-3. As expected, a large portion 

of respondents fill mid-level to top management positions within their organizations. Also worth 

mentioning is that more than one-third of the respondents are business consultants/engineers or project 

managers. ATM/cash management requires a specific set of skills and is frequently outsourced to third 
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parties who are specialized in performing this activity. Figure 2-3 shows the country of origin and the 

frequency of ATM usage. When helpful in analyzing survey results, we will differentiate results per 

profession, country, and/or user frequency range. 

Figure 2-3. Characteristics of ATM managers sample 

 

 

 Hypothesis testing 

This section tests the hypotheses formulated in Section 2.2. Two surveys, one among ATM managers 

world-wide and one among users in the Netherlands, have been conducted. When comparing the 

answers of both groups, we only use the ATM managers from the Netherlands (in total 25 respondents) 

since the answers from Dutch users cannot be compared one-to-one with the answers from ATM 
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managers globally. The full survey results, including questions and answers, are available in Appendix 

A. The hypotheses are tested one-by-one in the following subsections. 

2.5.1 Hypothesis 1. ATM users would not consider switching banks if the delivered ATM 

service does not satisfy their expectations 

Each user has unique preferences and expectations regarding ATM service delivery. When a service 

does not meet his or her expectations, each user may perceive this differently and the impact on each 

user will be different. Table 2-4 indicates the share of users who flagged particular situations of 

unsatisfactory service as “extremely annoying; I would consider switching banks for (future) financial 

services.” An impressive proportion of 66 percent of the users would consider switching banks if they 

encounter an unavailable ATM of their own bank when there are no other ATMs located in walking 

distance. Another 53 percent share this thought when encountering an unavailable ATM located in a 

bank branch with no other cash withdrawing options. Similarly, 53 percent would consider switching 

banks if they encounter an ATM that is known to be often unavailable. 

Table 2-4 Users’ consideration to switch banks if the ATM service delivery is unsatisfactory 

Situa-
tion 
ID 

ATM is 
available

? 

Situation description 5 
(=“extremely 
annoying”) 

Q4_a  Yes Only large denominations (i.e., EUR 50 and larger) available. 14% 

Q4_b  Yes One or more denominations is out of stock; intended amount is 
available. 

0% 

Q4_c  Yes One or more denominations is out of stock; intended amount is 
unavailable. 

26% 

Q4_d  Yes There is a long queue and waiting time is at least 5 minutes. 29% 

Q4_e  No One or more other operational ATMs within walking distance. 6% 

Q4_f  No No other operational ATMs within walking distance. 66% 

Q4_g  No During a national holiday or event. 32% 

Q4_h  No ATM is located in a bank branch; there is no other option to 
withdraw cash. 

53% 

Q4_i  No The user knows the ATM has recently been unavailable 53% 

In eight out of the nine proposed situations, a share of ATM users consider switching banks. We 

reject Hypothesis 1 for eight out of nine situations; we only fail to reject the hypothesis for situation 

Q4_b. For the other eight situations there is sufficient evidence to reject the hypotheses. It must be noted 

that in some situations only a small percentage of users would consider switching banks. 
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2.5.2 Hypothesis 2. Handling a non-routine service delivery is an important service quality 

attribute 

The previous section shows that a customer can be unforgiving if the ATM manager fails to provide 

service that meets user expectations. As a result, users can decide to switch banks for (future) financial 

services or can file complaints; both have costly implications. A non-routine service delivery is a service 

delivery in which the service is not delivered to customer expectations. As we emphasize in Section 

2.2.3, non-routine situations cannot be eliminated entirely. Therefore, managers have to deal with these 

situations. The second hypothesis states that the way a non-routine service is delivered is considered 

important by users. To find proof for this hypothesis, we designed a question to inquire about possible 

improvements regarding ATM service encounters. 50 out of 137 users who answered this question 

mention that better communication in the case of non-routine service delivery is the key measure of 

improvement. According to users, communication can be improved at an unavailable ATM by (i) 

suggesting locations of nearby operational ATMs, (ii) providing a time estimation of when the ATM 

will be operational again, and (iii) informing about the cause of the problem.  

We fail to reject hypothesis 2 because ‘improving communication for non-routine situations’ is the 

category of desired improvements which is mentioned most frequently by ATM users. The fact that 

users were not obligated to fill out this open question makes the evidence even stronger. 

2.5.3 Hypothesis 3. The degree of human development in countries correlates with the 

importance of service quality attributes 

To test this hypothesis, we use the ATM manager survey in combination with the Human Development 

Index (HDI) per country. The HDI is explained in Section 2.2.3. The results (see Figure 2-4) show a 

significant difference between three service quality attributes, which are described below: 

 The option to enquire about the account balance at an ATM is more important to people in 

developing countries. People in these countries may assign more value to this attribute since 

they have access to fewer means, e.g., personal computers, to check their account balance. 

 People from less developed countries prefer their own bank’s ATMs. Banks in these countries 

often charge a surcharge per transaction from non-bank members, for example in Sri Lanka 

with an HDI of 0.619. People in these countries generally have less money to spend and as a 

result, they would rather make a detour to visit their own bank’s ATMs instead of paying the 

surcharge. People in developed countries either do not have to pay a surcharge fee to use other 

bank’s ATMs (such as users in the Netherlands) or they prefer convenience over cost by paying 

the surcharge fee at another bank’s ATM. 
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 ATM security is considered equally important as a short queue length, but ATM security is 

particularly important in low to medium developed countries. In low to medium developed 

countries, higher crime-levels probably cause the need for more secure ATMs. 

We reject Hypothesis 3 for four out of seven ATM SQAs: ‘The option to choose a denomination 

mix’, ‘the queue length’, ‘inside or outside a branch’, and ‘cleanliness’. We fail to reject Hypothesis 3 

for the other SQAs: ‘enquire bank account balance’, ‘ATM is from the user’s bank’, ‘ATM is properly 

secured’. The importance of some attributes differentiate per country, whereas the importance of ATM 

SQAs cannot be generalized for multiple countries. This means that the presence of the ‘Market 

Information’ service quality gap (see Hypothesis 6 in Section 2.5.6) should be demonstrated separately 

for each country. 

Figure 2-4. The importance of ATM attributes categorized by the Human Development Index 

Attri-
bute 

Description 

Q2a With a cash withdrawal, the option to choose a denomination mix (i.e., banknote mixture) 

Q2b Option to enquire about the user’s account balance 

Q2c The respective ATM is one of my own bank(s) 

Q2d There is normally no or only a small queue in front of the ATM 

Q2e The respective ATM is located in a bank branch (and not outside in the wall) 

Q2f The ATM is clean and well maintained 

Q2g The ATM is properly secured with video cameras and skimming prevention 

Q2a Q2b Q2c Q2d Q2e Q2f Q2g

HDI > 0.9                        (n = 58) 2.57 2.76 2.53 3.67 2.29 3.41 3.74

HDI = [0.851 - 0.900]   (n = 66) 2.74 3.12 2.59 3.59 2.44 3.08 3.41

HDI = [0.801 - 0.850]   (n = 23) 2.65 3.48 2.52 3.70 2.52 3.30 3.78

HDI = [0.701 - 0.800]   (n = 17) 3.18 4.00 4.12 3.41 3.12 3.47 4.00

HDI < 0.701                   (n = 17) 3.06 4.12 3.71 3.76 2.24 3.41 4.71

1.0

1.5

2.0

2.5

3.0

3.5

4.0

4.5

5.0

A
ve

ra
ge

 s
co

re
(1

 =
 c

om
pl

et
el

y 
un

im
po

rt
an

t -
5 

=
 r

ea
ll

y 
im

po
rt

an
t)

 &
 9

9%
 C

I 



Chapter 2 Performance Measurement 

46 

2.5.4 Hypothesis 4. Table 2-2 provides an overview of all important ATM SQAs 

Both managers and users did not mention additional ATM SQAs in the surveys. Respondents only 

referred to attributes which were already part of the list depicted in Table 2-2 in Section 2.2.3. In 

addition to the surveys, the list of important ATM SQAs was presented to approximately 200 ATM 

managers during the EFMA Future of Cash conference in 2011 (Van Anholt, 2011a). During the 

conference, delegates were questioned whether the list was lacking important SQAs. The ATM 

managers agreed that the list was accurate and comprehensive, and only a few new suggestions were 

made. Most of the new suggestions came from Portuguese delegates because Portuguese ATMs serve 

a pivotal role in society providing many more services than only dispensing cash. The list of attributes 

has been updated with these suggestions. The new attributes are underlined in Table 2-5. 

Table 2-5. Updated list of the important ATM SQAs 

Dimensions Attributes 

Tangibles ATM opening hours  

 ATM cleanliness 

 ATM density/coverage/distance 

 ATM screen readability 

 ATM user interface 

 Offered services: 

  Acquire new checkbooks  

  Cash deposit  

  Change PIN  

  Choose denomination mix  

  Deposit mail and checks  

  Enquire about account activity  

  Enquire about account balance 

  Load money onto stored value cards 

  Print bank statements 

  Purchase tickets/vouchers (e.g., lottery, train, concerts, stamps, etc.) 

  Receive personalized advertising 

  Receive printed receipt 

  Transfer money to/from account 

  Withdraw cash/coin 

  Withdraw multiple currencies or gold bars 

 Quality of dispensed cash 

 Transaction fee for ATM services 

 Transaction processing time 

Reliability ATM availability / fill-rate 
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Dimensions Attributes 

 Average queue length 

 Chance of trans. error / card seizure  

Responsiveness Opening hours of the helpdesk 

 Quality of ATM helpdesk assistance 

 Information on ATM disturbances 

Assurance Safety / Security 

Empathy Assistance of ATM personnel 

 Personalized service 

We reject hypothesis 4, because Table 2-2 does not provide a complete overview of all important 

ATM SQAs. A few additions were made to the ‘tangibles’ dimension. It must be noted that if this list 

is being used to derive ATM service quality metrics for a particular country or bank, not all attributes 

will be applicable. For instance, the functionality to dispense gold bars is only available at several ATMs 

in Dubai. 

2.5.5 Hypothesis 5. The perceived importance of SQAs by users depends on the situation of the 

service encounter. The hypothesis is tested for the following situations: 

Hypothesis ATM is 
available?

Specific situation 

5a Yes Only large denominations (i.e., EUR 50 and larger) available 

5b Yes One or more denominations is out of stock; intended amount is available 

5c Yes One or more denominations is out of stock; intended amount is unavailable 

5d Yes There is a long queue and waiting time is at least 5 minutes 

5e No One or more other operational ATMs within walking distance 

5f No No other operational ATMs within walking distance 

5g No During a national holiday or event 

5h No ATM is located in a bank branch; there is no other option to withdraw cash 

5i No The user knows the ATM has recently been unavailable 

This hypothesis tests whether users are equally disappointed when an ATM service is not delivered as 

expected. More specifically, we test to what extent the situation of the service encounter determines the 

user’s service experience. Nine different service encounters in which the ATM service is not delivered 

as expected are proposed in the user survey. For each situation, the average score on a Likert scale of 1 

(i.e., not annoying) to 5 (i.e., extremely annoying) is depicted schematically in Figure 2-5. The columns 

represent the number of respondents that chose a certain answer option, and the line represents the 

arithmetic mean of all scores. To assess the significance of differences between situations, a 99 percent 

confidence interval (α = 0.01), per situation is displayed. 

Remarkably, there are several situations in which users find an unavailable ATM less annoying 

than an available ATM. For instance, users prefer to encounter an unavailable ATM when having 
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operational ATMs nearby over encountering ATMs with a long queue. We fail to reject all sub-

hypotheses 5a until 5i meaning that users are not equally annoyed when encountering an ATM in 

various situations in which the user has something to note. 

Figure 2-5. Impact of not delivering service equal to customer expectation 

 

2.5.6 Hypothesis 6. ATM managers in the Netherlands are aware and sufficiently acquainted 

with the user preferences 

Both surveys, for managers and users, contain a similar question. Users were asked to state their 

preference regarding the importance of several ATM SQAs. Managers were asked to make an 

estimation of how important they think users would find these attributes. Section 2.5.4 showed that it 

would not be fair to generalize the opinions from the users across multiple countries. Since the 

respondents from the ATM user survey are all Dutch, we selected the Dutch respondents from the ATM 

manager survey to obtain a like-for-like comparison. Hence, respondents from countries other than the 

Netherlands are omitted for testing this hypothesis. In total, 25 managers from the Netherlands filled 

out the questionnaire. Although more respondents would have been convenient, this sample is sufficient 

to draw statistically sound conclusions since the sample represents almost the entire population of ATM 

managers in the Netherlands. Managers from all leading Dutch banks and service providers participated 

in the survey. 

Figure 2-6 depicts the results of the analysis. A significant (α = 0.05) difference is observed for six 

out of seven SQAs. ATM users find almost every attribute more important than the ATM managers 

5f 5i 5h 5d 5g 5c 5a 5e 5b

5. extremely annoying 1477 1191 1181 652 712 575 318 138 0

4. very annoying 456 678 538 653 618 540 477 304 211

3. annoying 219 295 326 574 454 570 597 656 575

2. a little annoying 67 56 127 281 283 385 476 699 742

1. not annoying 11 10 58 70 163 160 362 433 702
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thought users would. ‘A small queue length’ is the only attribute where the ATM managers were correct 

in their estimation. We can conclude there is certainly a market information gap between ATM users 

and ATM managers in the Netherlands. We reject Hypothesis 6 for six out of seven SQAs (see Q2a-

Q2c and Q2e-Q2g in Figure 2-6). 

Figure 2-6. Market Information Gap between ATM managers and users 
(error-bars represent a 95 percent confidence interval) 

Attribute Description 

Q2a With a cash withdrawal, the option to choose a denomination mix (i.e., banknote mixture) 

Q2b The option to enquire the user’s account balance 

Q2c The respective ATM is one of my own bank(s) 

Q2d There is normally no or only a small queue in front of the ATM 

Q2e The respective ATM is located in a bank branch (and not outside in the wall) 

Q2f The ATM is clean and well maintained 

Q2g The ATM is properly secured with video cameras and skimming prevention 

2.5.7 Hypothesis 7 ATM managers translate their perception of user expectations correctly in 

to performance measures 

The previous hypothesis demonstrated that ATM managers are not aware of most customer 

expectations. However, do managers translate their perception of users’ expectations correctly into 

ATM measures? If not, the service quality gap between what the managers intend to deliver and what 

users experience, would be even bigger. Hypothesis 7 tests the second gap ‘The Service Standards Gap’ 

by analyzing several questions from the ATM manager survey. We first discuss how managers currently 

measure ATM service quality. Thereafter, we argue whether this coincides with the managers’ 

perception of what customers expect. 

Empirical research studies conducted in cooperation with commercial banks (Van Anholt, et al., 

2010) point out that the manager’s most important performance metric is the fill-rate, i.e., the fraction 
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of time the ATM is available for the user. From the manager questionnaire we conclude that nearly all 

ATM managers indeed use this metric. Only 24 percent use an estimation of the number of missed user 

transactions during downtime. Next to that, managers indicate they differentiate between ATM 

locations (43 percent), ATM demand volume (65 percent), and ATM functionalities (23 percent) when 

measuring ATM performance. No further differentiation between SQAs to measure ATM performance 

has been noted. 

Managers know that user satisfaction with respect to ATM service delivery depends on more than 

only ATM (un)availability (see Section 2.5.6), but the managers do not measure any other attributes. 

Therefore, we reject hypothesis 7: ATM managers fail to translate their perception of user expectations 

correctly into performance measures. From the user survey we have learned that the user expectation is 

not sufficiently explained by the duration of ATM (un)availability. How users perceive service 

encounters and whether this coincides with their expectations is determined by many SQAs, which we 

outlined in Table 2-5. Although managers are aware of some of these SQAs, they somehow fail to 

translate them in to appropriate performance measures. 

 ATM performance measurement in practice 

The aim of this section is to construct an overview of ATM SQAs which allows an ATM manager to 

measure user satisfaction. In Section 2.5.4 we tested Hypothesis 4 and we constructed a list of important 

ATM SQAs. All of these attributes contribute to user (dis)satisfaction. The entire list of attributes needs 

to be translated into a service or performance metrics to make sure that all important aspects according 

to users are registered and assessed. This is not an easy exercise because several ATM SQAs are 

independent while others are moderating each other. Obviously the customer experience at a service 

encounter depends on whether the ATM is available or not. Especially if the ATM is unavailable (i.e., 

a non-routine service delivery), the user will be aware of the service encounter and this will have a 

negative impact on his or her satisfaction. Customer satisfaction is, next to the experience at service 

encounters, also determined by factors which are not influenced by individual service encounters. 

Therefore, we divide the SQAs in two categories: 

1. SQAs which are dependent of service encounter 

2. SQAs which are independent of the service encounter  

The qualitative impact of each attribute is briefly explained in Table 2-6. SQAs -  are independent 

of a service encounter, while the remaining SQAs -  are dependent of the service encounter. 
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Table 2-6. The impact of SQAs on user satisfaction – independent of the service encounter 

(#) SQA Description of impact on user satisfaction 

a.  
24/7 ATM 
access 

Users appreciate long opening hours of an ATM, but the impact on user 
satisfaction is limited because users are used to having these services 
available.  

b.  
high ATM 
coverage 

As long as users are located close to ATMs they will not complain, so 
users appreciate a high ATM coverage.  

c.  
ATM interface 
is user-friendly 

Especially for users who are not familiar with digital screens, the interface 
should be intuitive and easy to use. 

d.  
good quality of 
dispensed cash 

Users appreciate withdrawing high quality, preferably brand new, 
banknotes. 

e.  
fast transaction 
processing 

Users dislike waiting at an ATM; they want their money as quickly as 
possible. 

f.  

small chance of 
transaction 
error/card 
seizure 

In some countries this might happen more often than in other countries, 
but users will be more satisfied with the ATM if they never or hardly ever 
encounter a transaction error or card seizure.  

g.  
24/7 
availability of 
the helpdesk 

Some users appreciate assistance with operating an ATM. These users 
would value remote assistance available 24/7. 

h.  
good quality of 
the helpdesk 

If a user calls the helpdesk but the offered assistance is insufficient, the 
user would still be annoyed.  

i.  ATM is clean 
This has a serious impact on the user satisfaction. We have demonstrated 
that users prefer to encounter an unavailable ATM in some cases than to 
encounter an unclean ATM. 

j.  
ATM-screen is 
easy to read 

Some ATMs are not positioned correctly whereby the screen lacks 
sufficient brightness, making the screen unreadable when the sun is up. 
During sunny days, users will be annoyed by the fact they cannot read the 
screen. 

k.  
Short queue 
length 

The service encounter is considered less pleasant if a considerable queue 
of people stands before the ATM. 

l.  Well secured 
Users appreciate security measures. If an ATM does not have, for 
instance, video camera surveillance, the user feels less safe and will assign 
a lower score to this service encounter. 

m.  

High 
availability of 
ATM 
assistance 

This only holds for ATMs which are located in a bank branch. If 
employees are available for assistance, users will appreciate that. 

n.  
personalized 
service 

If an ATM is from a Bank’s customer and this customer uses an ATM, the 
customer would appreciate to see his/her name on the screen. 

o.  
ATM is 
available 

Users are used to, and expect, operational ATMs. The impact of an 
available ATM in itself has only a very limited positive impact on 
customer satisfaction. 

p.  
the user is a 
customer at our 
bank 

Banks add more value to satisfaction of ATM users who also have a bank 
account. The fact that the ATM user is a customer slightly amplifies the 
user satisfaction. 
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(#) SQA Description of impact on user satisfaction 

q.  
ATM is located 
on-premise 

Especially for ATM’s located in a bank branch, users expect the ATM to 
work. This is even more important if there is no other option to obtain 
cash. 

r.  
ATM offers 
additional 
services 

Users appreciate more functionality than only cash dispensing. For 
example the ability to deposit cash, to check their account balance, and to 
choose the denomination(s). Just like other attributes, users perceive these 
additional services to be naturally available after a while and the actual 
positive impact of these additional services are most likely small. 

s.  
usage during a 
holiday or 
event 

The impact of the service encounter on the user satisfaction is larger 
during a holiday and event. For instance, during huge festivals there are 
only a few ATMs which need to fill the cash demand of many people. If 
an ATM manager succeeds in keeping all of its ATMs operational, users 
would be sincerely pleased with the service of the respective bank’s 
ATMs. 

t.  
ATM is the 
only ATM in 
the area 

The impact on the user experience is especially high when an unavailable 
ATM has no other (operational) ATMs within walking distance. 

u.  
all 
denominations 
available 

Although the ATM is available, there are some denominations which 
cannot be withdrawn. This is not considered very annoying, but still, users 
are less satisfied with an ATM which does not dispense all expected 
banknotes. 

v.  

appropriate 
information 
provisioning on 
ATM 
disturbances 

Users would be less annoyed if proper information is provided when the 
ATM is unavailable. For example, the bank could inform users that the 
ATM will be unavailable due to scheduled maintenance or roadwork 
which makes the ATM inaccessible. Next to that, customers would highly 
appreciate being informed about the cause of the unavailability, about the 
expected downtime, and about the location of other operational ATMs in 
the area (if there are any). 

A description of the impact of service quality attributes on ATM user satisfaction is provided in 

Table 2-6. However, it remains unclear how ATM managers should measure ATM performance in 

practice. We present a few example key performance indicators (KPI) in Table 2-7 which could be used 

to measure the attributes that are independent of the service encounter. Please note that index numbers 

correspond with SQAs in Table 2-6. 
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Table 2-7. Example KPIs for SQAs, independent of the service encounter 

# Key performance indicators (examples) 

a Average number of hours per day that an ATM is accessible (opening hours) 

b Number of ATMs per square kilometer area 

c Number of customer complaints regarding the ATM user interface per month 

d Number of customer complaints about the banknote quality per month 

e/f Number of transaction errors and card seizures per month 

g Average availability of the helpdesk in hours per day 

h Number of customer questions and complaints about the helpdesk per month 

In addition to these separate KPI’s we advise the ATM manager to use a single KPI to represent 

user satisfaction which encompasses all SQAs and hence gives a good reference point for comparing 

the quality of services between ATMs and to monitor the service quality over time. In the remainder of 

this section we introduce and develop this KPI.  

Each service encounter is evaluated and is assigned a weighted score, denoted by . The 

summation of all weighted scores for all service encounters during the a certain timeframe is then 

divided by the summation of the weighted scores that potentially could have been obtained in the same 

timeframe, which is denoted by ∗. The resulting ratio represents the customer satisfaction . The 

equations are listed below in Table 2-8. Please note that all SQAs correspond with Table 2-6. 

Table 2-8 Customer satisfaction calculations 

Weighted 
score for a 
service 
encounter  

≔  

											  

											 ∙ ∙  

											 ∙ ∙ ∙  

(1) 

(2) 

(3) 

(4) 

Customer 
Satisfaction  

≔ ∗  (5) 

The function of customer experience during a service encounter  is split into four parts in order 

to explain its calculation. For now, we assume all SQAs are binary variables, meaning that if an SQA 

is true for a service encounter it returns 1 and otherwise it equals 0. This means that if SQAs -  are 

true, this adds up to a score of 8 for Equation (1). The same holds for Equation (2), which adds up to a 

score of 6 if the SQAs -  are all true. The function in Equation (3) is different since we multiply SQAs 

to achieve a moderating effect. If the ATM is available (i.e, ) this function starts with a score of 

10. This value is chosen since it represents an appropriate weight in comparison with the other SQAs 

- , which all have an equal weight of 1 if true. ATM availability is the most important SQA and is 

therefore assigned more weight. A score of 10 is increased to 11, 12, or 13 when the SQAs, respectively 

, , and , are true. These SQAs moderate the weight of ATM availability. Then, the resulting score 
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is multiplied with the outcome of  which ultimately equals 4 if all three variables are true. 

To coincide with the user survey results, we assign a larger moderating impact to SQAs , , and  than 

to , , and  by using this equation. If all variables are true then the total score of Equation (3) would 

be 52. The last part of the entire function is Equation (4), which ensures that, under certain conditions, 

the score is increased when the ATM is unavailable. Only if appropriate information is provided to the 

user during ATM unavailability (i.e., ), then a similar function is used as in Equation (3), except 

for the weight assigned to it, which is 5 instead of 10, and except for the SQA  which is irrelevant if 

an ATM is unavailable. A maximum score of 24 can be obtained in Equation (4) if the respective SQAs 

are true. Summing all four equations equals the weighted score for a service encounter, denoted by . 

If all SQAs would be true, a potential score of 66 would be achieved for a single service encounter. If 

the ATM is unavailable (i.e., ), but all other SQAs are true, then a potential score of 38 could be 

achieved. The difference between these two potential scores is substantial, but it should be noted that 

even if an ATM is unavailable, there is still a ‘fair’ score to be obtained. 

The presented function to calculate the weighted score for a service encounter in Table 2-8 is meant 

to set the calculation method, not the definite weights of all SQAs. The two fixed numbers in the 

equations (i.e., 10 and 5) could be changed by an ATM manger in other numbers to adjust it to his 

business environment, as long as an unavailable ATM cannot score higher than if the same ATM is 

available. The same holds for all other SQAs; if the manager wants to assign a higher weight to specific 

SQAs, he can adjust these by multiplying them with a certain number. Since it is impossible to tailor 

the function to every market, we recommend to apply local knowledge to assign appropriate weights. 

If no further information about the user’s perception is available, the function could be used as-is. 

Also, an ATM manager could decide not to use SQAs that are independent of the service encounter 

(i.e., see Equation (1)), but only use Equations (2-4) to calculate the customer experience . However, 

if the manager would like to identify bad actors, i.e., ATMs which cause most customer dissatisfaction, 

then a comparison between ATMs is required and hence the SQAs in Equation (1) should be included. 

Likewise, if the manager is interested in the comparison of the performance over time of a single ATM, 

then the SQAs in Equation (1) should also be included. 

The concept of weighted scores for ATM service encounters presented in this section is tested in 

case experiments as part of a real-time performance measurement system in Chapter 5. 

 Discussion and conclusions 

Users take ATM service quality seriously. If users are disappointed by an ATM service encounter 

because the delivery was not as expected, a substantial share of users actually consider switching banks. 

Hence, ATM managers must strive for high ATM service quality to ensure business continuity. 
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For the Dutch market, we have shown that ATM managers are insufficiently acquainted with users’ 

preferences regarding most service quality attributes (SQAs). Users find almost every attribute more 

important than the managers thought users would. Hence, disappointed users have further reaching 

consequences, such as filing complaints and switching banks, than previously foreseen. Out of the 

studied attributes, the three most important ones are the option to choose a composition of banknotes 

when withdrawing cash at an ATM, ATM cleanliness, and ATM security. 

We found that cash managers can improve user satisfaction by focusing on two types of service 

quality attributes (SQAs); attributes which are (i) dependent or (ii) independent of the service encounter. 

An overview of SQAs and a qualitative description of its impact on customer satisfaction is provided 

in Table 2-6. The weights and moderating effect of these SQAs during service encounters are diverse. 

For example, in certain situations, users even prefer to encounter unavailable ATMs over available 

ATMs, but this depends on the locations, on the times of ATM usage, and on other aspects of the 

compared ATMs. For example, if the available ATM is not able to dispense the user’s intended amount 

because specific denominations are out of stock, the user prefers to encounter an unavailable ATM 

when another operational ATM is nearby. 

Next to these findings, we show that providing good information during ATM disturbances is 

considered pivotal by users. The importance of this finding is amplified by the fact that ATM services 

can be considered routine services, meaning that ATM users are only aware of the service quality when 

the ATM service is not delivered as expected. Completely preventing ATM unavailability cannot be 

guaranteed due to external factors, so cash managers should focus on mitigating user dissatisfaction in 

the situations of ATM unavailability. Remarkably, users themselves indicated that better information 

(e.g., the location of the nearest operational ATM, the estimated time of repair, and the cause of 

unavailability) is the number one service improvement which eases the frustration when encountering 

an unavailable ATM.  

The last section of this chapter elaborated on ATM performance measurement in practice so as to 

provide ATM managers guidance for improving their measurement system and thereby delivering ATM 

service quality that anticipates the ATM user’s expectations. The suggested KPI’s will be used and 

tested in Chapter 5 to show its added value with respect to cost-efficiency and user satisfaction. 

Two sub-questions are formulated in the introduction: (i) “What are the ATM service quality 

attributes which describe user satisfaction?” and (ii) “Is there a gap between what ATM users expect 

and what ATM users perceive with respect to ATM service quality?” The first sub-question is answered 

by constructing an initial list of ATM service quality attributes, performing a literature review and 

adding to the list, and presenting the initial list to approximately 200 cash experts during the EFMA 

Future of Cash conference (Van Anholt, 2011a). The final list is provided in Table 2-5. 



Chapter 2 Performance Measurement 

56 

The second question is answered by studying two out of five service quality gaps described by the 

GAPS model developed by Parasuraman, Zeithaml, and Berry (1985). The presence of these two gaps, 

the Market Information Gap and the Service Standards Gap, is demonstrated by conducting two cross-

sectional surveys. The overall conclusion is that ATM managers are not sufficiently aware of what 

ATM users prefer and, on top of that, managers do not properly translate their knowledge of important 

ATM service quality attributes into key performance indicators. The presence of these two gaps allows 

us to confirm the second sub-question: There is a service quality gap between what users expect and 

what users perceive. 
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 DEMAND FORECASTING 

"Cash is like a tsunami, both should be forecasted 

to avoid something bad from happening." 

 

This study develops a forecasting model for a multivariate, causal time series. The model is able to cope 

with both hourly and daily demand figures and can forecast multi-step ahead. The model is developed 

particularly for time series that exhibit strong seasonal patterns and where the historical data can be 

highly inaccurate and incomplete. The model can be used as part of an inventory control model, which 

requires reliable demand forecasts to calculate efficient replenishment frequencies and quantities. We 

ran our model with the 111 time series of the NN5 forecasting competition and, according to a literature 

study, we outperform all other studies which utilize either statistical benchmark or computer 

intelligence methods. Our intuitive approach yields highly accurate demand forecasts in a short 

computation time of less than a second. 

 Introduction 

A time series is a sequence of observations which are often collected at equally spaced, discrete time 

intervals. What holds for any time series analyses is that some aspects from the past will reoccur in the 

future. Regular time series assume that future values of a time series are based on past values only. If 

explanatory variables impact the time series as well, we refer to that as a causal time series. In the latter 

case we might be able to reason to some extent why demand fluctuations occur, but the main objective 

is to forecast what will happen instead of why it happens. For time series modeling it is assumed that 

historical data are available. In the present study, the principles of time series modeling are used to 

develop a multi-step ahead model to forecast future demands in a cash supply chain environment. 

When stock locations run low on inventory, replenishments are required to keep satisfying 

(customer) demand. If a lead-time applies between ordering and replenishment and if demand is 

expected to occur during this lead-time, a demand forecast is required. For example, an accurate demand 

forecast is necessary to overcome empty shelves in a retail shop or to make sure enough personnel is 

available to deal with all customer complaints at a telephone helpdesk. Time series forecasting has been 

used for decades in both science and business environments. Although this field of research can be 

considered quite mature, in a wide variety of areas, such as economy, meteorology, 

telecommunications, and finance, time series forecasting is still gaining in interest (Palit, and Popovic, 

2005). Also, in cash supply chains, where banknotes and coins are transported between and stored at 
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multiple stages in the chain, the availability of accurate demand forecasts is considered increasingly 

important (Wagner, 2010b). 

Time series forecasting methods can be divided into two classes: Statistical methods and machine 

learning methods. Statistical methods such as decomposition and exponential smoothing (Brown, 1956) 

were developed, and about a decade later the Box and Jenkins (1970) ARIMA models become really 

popular and many ARIMA variations were proposed. Thereafter, non-linear models gained popularity 

and, most recently, models like TRAMO/SEATS (Gomez, and Maravall, 1997) and the Direct Filter 

Approach (Wildi, 2011) were developed. Machine learning models, also called computer intelligence 

models, is the other class of time series forecasting which has gained popularity since the late nineties 

and are based on, for instance, Artificial Neural Networks and Support Vector Regression approaches. 

An important determinant in selecting a forecasting method is whether a single- or a multi-step 

ahead forecast is required. A multi-step ahead forecast is far more difficult than a single-step ahead 

forecast (Tiao, and Tsay, 1994; Kline, 2003). Although more difficult, it makes sense to develop 

solutions for multi-step ahead forecasting because forecasts are usually required for more than one 

period. A multi-step ahead forecast has to deal with various additional complexities, such as reduced 

accuracy, increased uncertainty, and accumulation of errors (Weigend, and Gershenfeld, 1992; 

Sorjamaa, et al., 2007). 

Although we develop a forecasting model for a broader purpose, we show that it is particularly 

applicable to forecasting cash demands. Cash demands can be categorized as causal time series data. 

Serletis (2007) points out that there has been an ongoing debate in the literature about the nature of cash 

demand. This debate is specifically focused on shifts in demand per month, year, or even per decade. 

Many determinants for these demand shifts are discussed, such as influences of other payment systems, 

interest rate elasticity, and money hoarding. However, until recently, only very little research was 

conducted in the analysis of short term cash demand forecasting (Wagner, 2010b). To solve the cash 

demand forecasting problem, a few papers present computer intelligence approaches (Simutis, et al., 

2007; Simutis, Dilijonas, and Bastina, 2008; Castro, 2009; Ferstl, and Weissensteiner, 2010; Cardona, 

and Moreno, 2012; Toro-Diaz, and Osorio-Muriel, 2012a) and other researchers propose and test 

statistical methods (Brentnall, Crowder, and Hand, 2008; Cabrero, et al., 2009; Brentnall, Crowder, and 

Hand, 2010). The relatively limited number of papers covering this topic rapidly expanded in the 

previous few years driven by the prestigious NN5 forecasting competition (Crone, 2009b) in 2008. 

The Artificial Neural Network & Computer Intelligence (ANN & CI) forecasting community 

initiated the NN5 Forecasting Competition (Crone, 2009b). In order to ensure a serious challenge for 

both academics and practitioners, the competition committee considered a time series dataset of daily 

ATM cash withdrawals. Dozens of contestants submitted point forecasts, which were calculated using 
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a wide variety of statistical and computer intelligence methods. The NN5 dataset, the results, and the 

methods used are publicly available, which allow for easy benchmarking. Researchers (Andrawis, 

Atiya, and El-Shishiny, 2011; Wildi, 2011; Taieb, et al., 2012) have made good use of this benchmark 

to assess how their forecasting methods stack up against many other methods. The NN5 competition 

results (Crone, 2009b) show substantial performance differences between the proposed methods, 

ranging from a Symmetric Mean Absolute Percentage Error (SMAPE) of .199 to .535. The SMAPE is 

a measure of forecasting accuracy which is explained in Section 3.3.3. A statistical method based on 

the Direct Filter Approach developed by Wildi (2011), ranked first in the competition of statistical 

methods. Andrawis, Atiya, and El-Shishiny (2011) ranked first in the competition of computer 

intelligence methods with a forecast combination approach. However, the generated forecasts by 

Andrawis, Atiya, and El-Shishiny (2011) were only slightly less accurate than the forecasts by Wildi 

(2011). From the competition results no conclusive answer can be obtained stating that either the 

statistical or the computer intelligence method is superior for this type of time series.  

During the past decade, researchers have paid specific attention to several elements of forecasting 

models such as model preprocessing, time aggregation, outlier detection, holiday handling, (group) 

depersonalization, forecasts combination, and multi-step ahead forecast strategies (Andrawis, Atiya, 

and El-Shishiny, 2011). Each of these elements is briefly discussed in Section 3.2. 

This chapter presents a statistical forecasting model for a causal time series that allows for multi-

step ahead prediction. The combination and sequence of forecasting elements makes our forecasting 

method unique. We achieve a high predictive accuracy with an intuitive approach, which can be 

characterized by the following elements: 

 Preliminary detrending and deseasonalization steps are performed before extracting holiday 

demands and removing outliers. 

 The demands during holidays and event days get special treatment. The demand during these 

days is extracted before outliers are removed. The extracted demands are used in the final 

forecasting step to determine demand at recurring future holidays and events. 

 Outliers are removed before definite trend and seasonal components are derived. 

 The seasonal yearly component is considered instead of the ordinary week-of-the-year or 

month-of-the-year components. 

 The monthly and yearly components are smoothed out over surrounding days. 

 The median instead of the mean is used as a measure of central tendency for both the week-

day and monthly components. 

 The model is capable of dealing with hourly and daily time series 
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We validate our forecasting method by benchmarking with the NN5 dataset. It should be noted that 

although the NN5 presumes a daily time series, our method is also capable of dealing with an hourly 

series. 

This chapter is structured as follows: The forecasting literature is reviewed in Section 3.2. Section 

3.3 elaborates on the NN5 and its precedent competitions. Our forecasting model is presented in Section 

3.4. The numerical experiments are presented in Section 3.5. The discussion and conclusions close this 

chapter and are outlined in Section 3.6. A case experiment is attached in Appendix A. 

 Literature review 

The main categories of forecasting techniques are discussed in the first two subsections: Section 3.2.1 

addresses statistical forecasting and Section 3.2.2 elaborates on computer intelligence methods. 

Sections 3.2.3 to 3.2.9 present the research advances in specific forecasting elements. 

Preprocessing methods are very common in the forecasting literature to transform the time series 

before single- or multi-step ahead forecasts are produced. Frequently applied preprocessing methods 

are (Taieb, et al., 2012) model selection (in case of a forecast combination approach), deseasonalization, 

detrending, log transformation, holiday extraction, and outlier handling. If the data is preprocessed 

before performing the actual forecast, post-processing is often necessary, which involves reapplying 

components such as seasonality, trends, and holidays. 

3.2.1 Statistical forecasting methods 

Decomposition models and moving average methods are among the oldest approaches to time series 

analysis. Exponential smoothing (Brown, 1956) was proposed some years later to give more weight to 

recent observations. At the time, the distributional assumptions of the error structure embedded in the 

time series was not given any attention. The statistically sound Auto Regressive Integrated Moving 

Average (ARIMA) models brought change. Box and Jenkins (1970) conducted breakthrough research 

in the field of time series analyses and their solution for the univariate (i.e., only one variable) case is 

often referred to as UBJARIMA (i.e., Univariate Box-Jenkins ARIMA). Since the 1970s, many 

variations on the ARIMA framework have been suggested, such as the seasonal ARIMA, vector 

ARIMA for multivariate time series, ARMAX models to account for explanatory variables, and more. 

A decade later, researchers found out that linear models are not capable of providing efficient solutions 

for many real-world problems (De Gooijer, and Kumar, 1992). Following this revelation, other models 

such as the bilinear model, the threshold auto-regressive model, and the auto-regressive conditional 

hetroscedastic (ARCH) model were developed. Shortly thereafter, bootstrapping methods and Monte 

Carlo simulation techniques gained in popularity to forecast non-linear time series (see De Gooijer and 

Hyndman (2006) for a review of non-linear models). The more recently developed statistical methods 
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are the TRAMO/SEATS (Gomez, and Maravall, 1997), Census X-12-ARIMA (Findley, et al., 1998), 

and the Direct Filter Approach (DFA) (Wildi, 2011). 

3.2.2 Computer intelligence forecasting methods 

Apart from statistical methods, an entirely different type of approach emerged, which is referred to as 

machine learning or computer intelligence (Zhang, Patuwo, and Hu, 1998; Palit, and Popovic, 2005; 

Ahmed, et al., 2010). Since the late 1990s, these methods have gained recognition in the field of time 

series forecasting as well. Computer intelligence models are non-parametric, non-linear models that use 

the stochastic dependency between the past and future by using historical data only. Well known 

machine learning models are based on Artificial Neural Networks (ANN), Decision Trees (DT), 

Support Vector Regression (SVR), and Nearest Neighbor Regression (NNR). In some cases these 

computer intelligence approaches easily outperform statistical linear models, such as linear regression 

and Box-Jenkins’ ARIMA (Werbos, 1988). 

3.2.3 Deseasonalization 

There is an ongoing debate on how to cope with seasonality components in time series. The (seasonal) 

ARIMA model assumes that a seasonality component should not be considered separately, but should 

be dealt with by the forecasting model immediately (Gardner, 2006). Earlier, before this class of models 

was developed, researchers ‘decomposed’ the problem by deseasonalizing the time series first, and 

applying forecasting models sequentially (Cleveland, and Tiao, 1976; Beveridge, and Nelson, 1981). 

Both types of forecasting models have their benefits. The main advantage of the decomposition 

approach is that a deseasonalized time series allows for more effective trend analysis, holiday handling, 

and outlier detection. However, the decomposition approach transforms time series values such that the 

characteristics of the time series change unfavorably (Andrawis, Atiya, and El-Shishiny, 2011). In 

addition, a difficult decision needs to be made as to which component should be ‘extracted’ from the 

time series first because components can be overlapping. 

Although the decomposition approach has some downsides, many researchers have observed that 

deseasonalization of the time series prior to applying the forecasting model significantly improves 

predictive accuracy. For both traditional statistical forecasting models (Wheelwright, and Makridakis, 

1985; Hylleberg, 1992) and for neural network approaches (Nelson, et al., 1999; Zhang, and Qi, 2005; 

Zhang, and Kline, 2007), researchers demonstrated the added value of a deseasonalization step. 

An intuitive method to filter out seasonality is to take the average of all observations for which the 

seasonal component’s index equals a particular value. For example, if a weekly pattern is considered, 

the average value is calculated for each weekday. Next, dividing the seasonal averages by the overall 

average returns the normalized seasonal averages. Another way to perform the deseasonalization step 



Chapter 3 Demand Forecasting 

62 

is to calculate a centered moving average and divide the time series by this average. Thereafter, the 

average is calculated per season from the resulting time series. The latter approach is proposed by 

Makridakis, Wheelwright, and Hyndman (1998) and later applied by Andrawis, Atiya, and El-Shishiny 

(2011).  

Yearly, monthly, and weekly patterns have been studied for several decades. However, intra-day 

seasonality is a more recent topic of research (Gould, et al., 2008; Taylor, 2010) study the customer 

demands at a utility company in the United States of America and they conclude the intra-day pattern 

varies per weekday. We can confirm this observation by analyzing the hourly demand data of a single 

ATM (see Figure 3-1). To follow up on recent studies, we develop a forecasting model which deals 

efficiently with the intra-day pattern. 

Figure 3-1. Example of intra-day seasonality; observations represent normalized hourly 
demands from a single ATM in the Netherlands 

 

Simple one-way ANOVA tests can be performed to test whether the seasonality component is 

significant, and hence, whether it should be dealt with in the forecasting model. The presence of 

seasonal components can also be tested independently for multiple, combined time series. This concept 

of group seasonality was first studied by Dalhart (1974). Since then, many researchers have shown that 

considering group seasonality improves the performance of the method under consideration 

(Withycombe, 1989; Bunn, and Vassilopoulos, 1993, 1999; Dekker, Van Donselaar, and Ouwehand, 

2004; Chen, and Boylan, 2006; Ouwehand, Van Donselaar, and De Kok, 2006). However, performing 

group seasonality to forecast a single time series might not always improve performance (Chen, and 

Boylan, 2006, 2008), especially when demand patterns deviate substantially between time series. For 

example, a retail store located near an industrial area would receive only small demands on the weekend, 

while a similar store located in a shopping mall actually receives most demand during the weekend. If 
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the group seasonality component was used to forecast demand for these stores, the group seasonality 

would not increase the predictive accuracy. Therefore, we argue that applying group seasonality 

components only contributes if the time series are very similar. 

Venkatesh, et al. (2014) also applied grouped deseasonalization using the NN5 competition dataset 

of ATM demands. The authors clustered multiple time series in four groups prior to extracting group 

seasonality. By doing so, the time series with similar patterns are clustered first, resulting in four 

forecasting models, one for each group of time series. The authors developed a computer intelligence 

approach called a General Regression Neural Network (GRNN). 

We develop a forecasting procedure which considers individual seasonal components and we do 

not group the time series. Similarly to Venkatesh, et al. (2014), we argue that demand patterns 

differentiate too much between ATMs to group the time series of multiple ATMs. The consequence of 

not grouping seasonality is that seasonality indexes are erratic, meaning that too few observations are 

available for obtaining significant seasonality components. It should be noted that if a non-significant 

seasonal component is applied, the penalty will be small (Nelson, et al., 1999). Even though an incurred 

penalty would be small, we prevent having a penalty at all by introducing a novel concept which 

considers a centered moving average from the seasonal indices. We formalize this concept in Section 

3.4.3. 

3.2.4 Forecast combination 

Sections 3.2.1 and 3.2.2 have demonstrated that a great variety of classes of forecasting approaches 

exist. For different situations and datasets, specific forecasting approaches outperform other 

approaches. Also, the best forecasting model for the in-sample (i.e., training dataset) predictions is not 

always the best model for the out-of-sample (i.e., test dataset). To deal with this problem, researchers 

introduced the concept ‘forecast combination’, which involves the application of multiple forecasting 

models and combines the out-of-sample forecasts of only a few models that scored the highest predictive 

accuracy for the in-sample dataset. The ‘forecast combination’ approach is discussed in further detail 

by Clemen (1989) and Timmermann (2006). 

Andrawis, Atiya, and El-Shishiny (2011) applied forecast combination and ranked first in the 

official scoring of the NN5 forecasting competition. The authors deseasonalize (see Section 3.2.3) the 

training set, calculate ten forecasts, and, lastly, combine only a few out-of-sample forecasts for which 

the in-sample forecasts were most accurate. The combined forecast indeed generates accurate 

predictions, but does not outperform the best individual MULT-REGS3 forecast (see Table 3-1). 

Therefore, it can be questioned whether a forecast combination approach adds value for the NN5 

dataset. It should also be noted that the MOV-AVG model yields an accurate forecast with a mean 
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SMAPE of 19.55. This is remarkable since it is one of the most traditional forecasting techniques 

available. 

Table 3-1. In-sample forecasting accuracy for the NN5 dataset of the individual and combined 
forecasting models by Andrawis, Atiya, and El-Shishiny (2011) 

Model mean SMAPE (std. err) 

GPR-ITER 19.90 (0.60)  

GPR-DIR 21.22 (0.61) 

GPR-LEV 20.19 (0.74) 

NN-ITER 21.11 (0.70) 

NN-LEV 19.83 (0.82) 

MULT-REGR1 19.11 (0.60) 

MULT-REGR2 18.96 (0.60) 

MULT-REGR3 18.94 (0.60) 

MOV-AVG 19.55 (0.61) 

Holt’s Exponential Smoothing 23.77 (1.13) 

Combined 18.95 (0.76) 

In line with the findings of Andrawis, Atiya, and El-Shishiny (2011), we consider a single 

regression model instead of a forecast combination approach. 

3.2.5 Outlier handling 

Outliers, i.e., fluctuations in time series that do not reoccur seasonally or periodically and are not caused 

by a certain event or holiday, are harmful to the performance of the forecasting model (Burman, and 

Otto, 1988; Ledolter, 1989; Hotta, 1993). Outliers must therefore be detected and removed in a 

preprocessing step. Instead of treating outliers specifically, Andrawis, Atiya, and El-Shishiny (2011) 

apply a different measure of central tendency for calculating their model coefficients, namely the 

median instead of the arithmetic mean. It is an easy and effective approach to improve forecasting 

accuracy if the time series exhibits outliers. 

We embrace the median as measure of central tendency applied by Andrawis, Atiya, and El-

Shishiny (2011), but in addition, we also apply an outlier handling procedure which will be formalized 

in Section 3.4.3. 

3.2.6 Missing observations 

Missing observations can have a devastating effect on a model’s forecasting accuracy, similarly to 

outliers. Real-time series often exhibit missing observations (Little, and Rubin, 1987; Horton, and 

Kleinman, 2007; McKnight, et al., 2007), which can be caused by, for example, machine failure or 

human action. Three mechanisms of dealing with missing observations have been developed over the 
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years: deletion, augmentation, and imputation. Deletion is applied most frequently, but is not 

necessarily the best choice. When a time series has multiple variables, deleting cases list-wise could 

omit a substantial amount of information which could bias model coefficients and reduce the forecasting 

accuracy. The other two mechanisms do not delete missing observations/cases. The imputation 

mechanism replaces missing values, whereas augmentation uses underlying probability distributions to 

augment model parameters (McKnight, et al., 2007). Well known augmentation mechanisms are the 

Maximum Likelihood, Expectation-Maximization (Dempster, and Rubin, 1977), and Markov Chain 

Monte Carlo (Tanner, and Wing, 1987) algorithms.  

In our forecasting procedure we choose the data deletion method because ATM data exhibits only 

one variable and the unique combination of components in the forecasting model determine that this 

method does not deteriorate the forecasting accuracy. 

3.2.7 Level shifts 

Level shifts are structural changes in the time series which are either temporary or permanent. A great 

example of a level shift is the increased demand for euro banknotes during the financial crisis at the end 

of 2008 (see Figure 3-2). The increased demand for euro banknotes in October 2008 does not clearly 

decline thereafter, indicating the shift in level is permanent. The year-over-year growth rate however, 

see green line in Figure 3-2, is temporal. Models for detecting level shifts were developed by Tsay 

(1988); Chen and Tiao (1990); Lamoureux and Lastrapes (1990), and a few years later Balke (1993) 

developed and tested an improvement of the model which was introduced by Tsay (1988). 

Figure 3-2. Euro banknotes in circulation; the total value and annual growth rate (ECB, 2012) 

 

When level shifts are substantial and occur randomly, they greatly harm a forecasting model’s 

predictive accuracy. The forecasting model we propose is intended for time series which exhibit no, or 

only minor, level shifts. We therefore do not incorporate a specific mechanism to deal with level shifts. 
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If a data series of ATM demands includes minor shifts in level, they are efficiently dealt with by the 

trend component of the forecasting model. 

3.2.8 Holidays and events  

The seasonal patterns as outlined in Section 3.2.3 recur on a regular basis with fixed time intervals. For 

holidays and events, we refer to causal fluctuations in the time series that recur on a cyclical basis with 

varying time intervals. Public holidays especially have received specific attention in the forecasting 

literature (Srinivasan, Chang, and Liew, 1995; Wang, and Ramsay, 1998; Kim, Youn, and Kang, 2000). 

Dealing efficiently with public holidays involves not only dealing with the demand fluctuation on these 

days, but also on the preceding and succeeding day(s). In addition, the impact of a yearly recurring 

holiday can differ year-by-year because it falls on different weekdays. 

The selection of time periods affected by holidays and events is a rather manual operation. A list of 

holidays and events with respective dates is required for input and a huge training dataset is desired to 

identify significant time series fluctuations during these days. Nevertheless, the effort has the potential 

to greatly improve the forecasting accuracy (Kim, Youn, and Kang, 2000). Our forecasting procedure 

also deals with holidays and events, which is formalized in Section 3.4.3. 

3.2.9 Multi-step ahead forecasting 

Time series forecasting for a single period ahead requires a completely different approach than for 

multiple periods ahead. Weigend and Gershenfeld (1992), Sorjamaa, et al. (2007), and Tran, Yang, and 

Tan (2009) introduced and tested several strategies to forecast time series for multiple periods ahead. 

Roughly three categories of strategies are distinguished: (i) Recursive prediction, (ii) Direct prediction, 

and (iii) DirRec prediction. 

The recursive prediction strategy iteratively forecasts the next single period after the current known 

forecast. The procedure is repeated until the desired forecasting horizon is attained. The downside of 

this strategy is that any error is accumulated with each iteration, decreasing the predictive accuracy. 

The direct prediction strategy uses a different model for each point forecast. Only known historical 

values are used to forecast future values. Compared to the recursive strategy, the direct approach is 

more efficient in terms of calculating complexity and a single or range of future value(s) can be 

additionally forecasted without forecasting intermediate values. The DirRec prediction strategy 

combines principles from both the direct and recursive strategies. A different model is used at each step 

and the approximations from the previous steps are introduced in each new model. The accuracy of 

each approximation is assessed and if deemed not accurate enough is not included as input in the new 

model. 
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To completely avoid accumulation of errors, we apply the direct prediction strategy to solve the 

problem of multi-step ahead forecasting. 

3.2.10 Overview of forecasting model components 

In each subsection of Section 3.2 we state how our forecasting model deals with the various components 

of the forecasting model. We conclude this section with an overview of each of those elements. 

Table 3-2 Overview of forecasting elements 

Forecasting model component Conclusion 

Statistical versus computer 
intelligence 
(Sections 3.2.1 and 3.2.2) 

A statistical forecasting method is chosen because it is generally 
more intuitive and faster than the computer intelligence 
methods. In addition, neither method clearly outperforms the 
other. 

Deseasonalization 
(Section 3.2.3) 

The yearly, monthly, and weekly patterns are considered per 
individual time series; hence, we do not consider group 
seasonality. A centered moving average from the seasonal 
indices solves the problem of having too few observations per 
individual time series. 

Forecast combination 
(Section 3.2.4 
) 

No forecast combination is chosen. Instead of combining 
multiple promising forecasting methods, we choose the linear 
regression analysis method because it yields the best results for 
our data of ATM demands. 

Outlier handling 
(Section 3.2.5) 

Outliers are excluded in the pre-processing step of our model. 
Additionally, to make our model less sensitive to outliers, we 
use the median as a measure of central tendency to calculate the 
weekly and monthly seasonal components. 

Missing observations 
(Section 3.2.6) 

We apply the data deletion strategy to deal with missing 
observations. 

Level shifts 
(Section 3.2.7) 

Level shifts are not specifically treated in our forecasting 
model. The model we develop is intended for time series which 
do not exhibit substantial shifts in level. If a small level shift 
does occur, our trend component will absorb the shift. 

Holidays and events 
(Section 3.2.8) 

We specifically treat holidays and events to improve the 
forecasting accuracy. When dealing with holidays, we make 
sure that the preceding and succeeding days’ effects are 
examined as well. 

Multi-step ahead forecasting 
(Section 3.2.9) 

To avoid accumulation of errors completely, we apply the direct 
prediction strategy to solve the problem of multi-step ahead 
forecasting. 

 Forecasting competitions 

3.3.1 The NN3 forecasting competition and other competitions 

Crone, Nikolopoulos, and Hibon (Crone, Nikolopoulos, and Hibon, 2006; Crone, 2009a; Crone, Hibon, 

and Nikolopoulos, 2011) initiated the Artificial Neural Network & Computational Intelligence 
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Forecasting Competitions to evaluate the advances in Neural Networks research. These scientists had 

the objective to explore the persistent gap between the theoretical capabilities and empirical accuracy 

of Neural Networks. They conducted forecasting competitions in order to: 

 Provide valid and reliable empirical evidence of the accuracy of Neural Networks; 

 Disseminate and evaluate potential progress in modeling Neural Networks; 

 Determine the conditions under which applicable algorithms perform, and; 

 Follow-up on the most renowned empirical investigation conducted to date: M3 competition 

(Makridakis, et al., 1982; Makridakis, and Hibon, 2000). 

Crone (2009a) and Crone, Hibon, and Nikolopoulos (2011) initiated their first competition in 2006, 

which was named the NN3 forecasting competition. This competition was performed to replicate and 

extend the M3 competition. For the NN3, a subset of 111 time series was selected out of the M3’s 3003 

time series in order to attract more experts who use computationally intensive Neural Network methods. 

After a successful competition with 59 submissions, the initiators decided to conduct another 

forecasting competition in 2008 named the NN5. 

In addition to the prestigious M3 competition, many other forecasting competitions have been held. 

Some key competitions are the Santa Fe competition (Weigend, and Gershenfeld, 1992), the EUNITE 

competition on forecasting electricity load (Suykens, and Vandewalle, 1998), and the ANNEXG 

competition on river flood forecasting (Dawson, and Wilby, 2001; Dawson, et al., 2006). For a more 

comprehensive overview of previous competitions, see Table 3-3 Overview of time-series forecasting 

competitions; adapted from Crone, Nikolopoulos, and Hibon (2006). 

Table 3-3 Overview of time-series forecasting competitions; adapted from Crone, Nikolopoulos, and 
Hibon (2006) 

 Time Series Type of data Length 
(forecast horizon) 

# 
Submissions 

1991: SANTA FE 2 univariate 
4 multivariate 

UV: Laser, UV: Artificial, 
Sleep, Exchange rate, 
Astrophysics, Music 

1000, 34000, 
300000, 100000, 
27704, 3808 

30+ 

1998: Black Box  1 univariate Physics 2000 
(1000) 

17 

2001: EUNITE 1 multivariate Electrical Load 35040 
(31) 

56 

2001: ANNEXG 1 multivariate Hydrology 1460 
Hydrology 

12 

2003: BI Cup 1 multivariate Sugar sales 365 days 
(14) 

10+ 

2005: CATS 1 univariate 
in 5 parts 

Artificial 4905 points 
(95 points) 

25 
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2005: ISF 2 univariate Airline, M3-Competition 144, 85 16 

2006: ANNEXG/ ISF 3 multivariate Hydrology 1460 points 
Hydrology 

12 

2006: WCCI 1 univariate 
3 multivariate 

UV: synthetic, precipitation, 
temperature, SO2 

380, 10000,  
10000, 21000 

9 

3.3.2 NN5 characteristics, motive and objective 

For the NN5 Forecasting Competition (Crone, 2009b) a time series dataset was provided consisting of 

daily cash demands of 111 different ATMs over a time period of 735 days: March 18, 1996 until March 

22, 1998. The competition committee indicated that the 111 ATMs were geographically dispersed 

throughout The United Kingdom. 

The objective of the NN5 competition was to predict demands for all 111 ATMs for the next 56 

days with predictive accuracy as the sole performance measure. By organizing the NN5, the organizing 

committee tried to answer the following two general questions: 

1. What is the performance of computational intelligence methods in comparison to established 

causal forecasting methods (e.g., ARIMAX, Exponential Smoothing Intervention Models, 

Dynamic Regression models) and statistical benchmark methods (Autobox, TCA, ForecastPro, 

SAS ForecastServer)? 

2. What are the current best practice methodologies utilized by researchers to model computer 

intelligence for causal time series forecasting? 

ATMs seemed to produce the perfect dataset for studying multivariate, causal time series because 

ATMs exhibit unique demand fluctuations caused by external forces. 

3.3.3 NN5 experimental setup and evaluation procedures 

Crone (2008) describes daily cash demand as a non-stationary, hetroscedastic process. The time series 

show long- and short-term trend components, multiple, overlying seasonal components and irregular 

structural components. In addition, cash demand is affected by causal forces (such as a new shopping 

mall being opened next to the ATM) and data observations are sometimes missing/inconsistent due to 

a lack of proper registration. 

To measure the quality of the submitted forecasts by contestants, a performance metric for 

predictive accuracy is chosen. To account for a different number of observations, because some 

observations are missing, a metric of the mean percentage error is chosen. All submissions have been 

evaluated using the symmetric mean absolute percentage error (SMAPE), which was established as a 

best-practice metric in industry and earlier competitions. The SMAPE is the absolute error in a 

percentage between the actual demand, denoted by , and the forecast, denoted by , across all 
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periods  of the test set with size  (see Table 3-4). The advantage of the SMAPE is that an average of 

the actual and forecast is used as denominator, which yields symmetric percentage errors. For instance, 

the same percentage error is obtained if 1; 2 and if 2; 1. Using the absolute 

percentage error instead of the absolute deviation (e.g., mean absolute deviation; MAD) ensures that 

the deviation of each observation is assigned the same weight regardless of the actual deviation. 

Table 3-4 Symmetric mean absolute percentage error (SMAPE) definition 

 SMAPE≔ 
| |

/
∙  

3.3.4 NN5 Competition outcome 

In total, 430 contestants registered for the NN5 competition and, in the end, 27 forecasts were submitted. 

An overview of the methods applied by contestants is indicated in Table 3-5. 

Table 3-5. Overview of forecasting methods applied by NN5 contestants 

Computer intelligence models Statistical methods 

Feed forward Neural Networks (MLP etc.) Naïve 

Recurrent Neural Networks (TLRNN, ENN, etc.) Single, Linear, Multiple Regression 

Fuzzy Predictors ARIMA 

Decision & Regression Trees ARCH 

Particle Swarm Optimization Monte Carlo simulation / Bootstrapping 

Support Vector Regression (SVR) Exponential smoothing 

Evolutionary & Genetic Algorithms Decomposition 

Composite & Hybrid approaches  

DIRMO / MIMO  

Meta-Learning  

The results of the NN5 forecasting competition are listed in Table 3-6. The contestant(s) who 

submitted the demand forecasts that scored the lowest mean SMAPE won. Only the Computer 

Intelligence based approaches participated in the official ranking. Forecasts based on statistical methods 

were accepted as well, but the contestant could only participate in the unofficial ranking. Andrawis, 

Atiya, and El-Shishiny (2011) were the winners of the official competition with a mean SMAPE of 

.204. However, in the unofficial competition in which all forecasting methods were accepted, Wildi 

(2011) proposed a statistical forecasting method that generated forecasts with a mean SMAPE of .199. 

Very recently Venkatesh, et al. (2014) proposed a neural network algorithm with a preliminary 

clustering step, yielding a much more accurate forecast: a mean SMAPE of .184. However, these 
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authors did not participate in the competition, similarly to Taieb, et al. (2012) and Lemke and Gabrys 

(2010). 

Table 3-6. Out-of-sample predictive accuracy of computer intelligence (CI) and statistical methods 
applied at the NN5 time series dataset (official ranking source: http://www.neural-forecasting-

competition.com/NN5/results.htm, combined with recent studies) 

Rank (unofficial) Author 
mean 
SMAPE 

CI-based 
methods 

Stat-based 
methods 

Did not compete Venkatesh, et al. (2014) .184 X  

    (1) Wildi (2011) .199  X 

Did not compete Taieb, et al. (2012) .2028 X  

1     (2) Andrawis, Atiya, and El-Shishiny (2011) .204 X  

2     (3) Vogel .205 X  

3     (4) D’yakonov .206 X  

    (5) Noncheva .211  X 

4     (6) Rauch .217 X  

5     (7) Luna and Ballini (2011) .218 X  

    (8) Lagoo .219  X 

6     (9) Wichard .221 X  

7     (10) Gao .223 X  

8     (11) Puma-Villanueva .237 X  

Did not compete Lemke and Gabrys (2010) .238 X  

   (12) Autobox (Reilly) .241  X 

    (13) Lewicke .245  X 

    (14) Brentnall .248  X 

9     (15) Dang .253 X  

10     (16) Pasero .253 X  

17-27 Undisclosed .253-.535   

The NN5 benchmark is used to validate our forecasting model. The numerical experiments with the 

NN5 dataset are performed in Section 3.5. 

 Model description 

This section presents our forecasting model. We first provide a definition of datasets and an intuitive 

description of our model in Sections 3.4.1 and 3.4.2. The succeeding Sections (3.4.3 – 3.4.7) elaborate 

on specific model elements. The notations are outlined in Appendix B.1. 

3.4.1 Definition of datasets 

Multiple time series of ATM demands are considered, each representing the aggregates of daily cash 

withdrawals per time interval (i.e., hour or day). We have to forecast ATM demands for multiple future 
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periods using historical data. The historical dataset is divided in to a training and a validation dataset. 

The validation set is used to perform parameter estimation, i.e., in-sample validation, and usually covers 

a small portion of the historical dataset. If definite parameters are derived, forecasts for future, out of 

sample demands can be produced. The relationships between the different datasets are depicted in 

Figure 3-3. 

Figure 3-3. Dataset denotation in a real-world environment 

Training dataset

Historical dataset

Validation dataset

FuturePast

 

If the intention is to numerically test the performance of a particular forecasting model, a test dataset 

is required as well. Hence, the historical dataset can be divided into a training, a validation, and a test 

dataset (see Figure 3-4). 

Figure 3-4. Differentiation between datasets in a test environment 

Training dataset

Historical dataset

Test datasetValidation dataset

FuturePast

 

3.4.2 General description of the model 

The forecasting model has six distinct steps: Step A to Step F. Each step is carefully described in this 

section and a schematic overview of the forecasting model is depicted in Figure 3-5. 

A. Pre-processing – The first step is to get rid of outliers, holidays, and events because these factors 

have an undesired effect on the time series. Outliers (see Section 3.2.5) and missing observations (see 

Section 3.2.6) are eliminated by using the data-deletion strategy and holidays and event days (see 

Section 3.2.8) are extracted from the dataset in order to apply them as an additional layer in a post 

processing step. The training dataset needs to be adjusted for seasonality (see Section 3.2.3) and 

structural trends before holiday and event components can be derived. Taking seasonality out of the 

time series also allows for easier identification of outliers. Thus, we need to (Step A.1) correct the time 

series for a possible trend and (Step A.2) exclude seasonality from the training dataset. Thereafter, (Step 
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A.3) the holidays and events can be filtered out of the dataset and (Step A.4) the outliers and missing 

observations can be omitted using the data deletion strategy. 

The next step is to calculate the definite seasonal components. It is necessary to (Step A.5) repeat 

the detrending and deseasonalization steps to make sure undistorted seasonality is derived from a clean 

dataset without outliers, holidays, and missing observations. To derive seasonal components, the dataset 

needs to be (Step A.6) detrended similarly to Step A.1. The final pre-processing step is to (Step A.7) 

derive definite seasonal components.  

B. Multi-step ahead – We proceed with forecasting demand in the validation dataset horizon. The 

first step is to use the seasonality components derived from Step A.7 to deseasonalize the dataset 

obtained from Step A.5. In other words, the ‘clean’ dataset without outliers, holidays, and events is 

deseasonalized to create a new dataset which only exhibits the trend and measurement error. 

Subsequently, a regression analysis is performed (see Section 3.2.4) to obtain an intercept and slope, 

which are used to forecast demands in the validation dataset by using the direct prediction strategy. 

C. Post-processing – Before the forecasts are ready to be compared with actual values, the 

seasonality, holidays, and events need to be reapplied. Firstly, the forecasts from Step B are corrected 

for the seasonality from Step A.7. Secondly, the obtained dataset is corrected with the holiday and event 

components extracted from the historical data in Step A.3. 

D. Parameter estimation – This fourth step estimates an efficient set of parameters. The goal is to 

estimate adequate input parameters which generate a high predictive accuracy for the validation dataset, 

and therefore also for the test dataset. Multiple input parameter configurations are tested and if no better 

solution is found, we register the input parameters and we proceed to Step E. 

E. Performance check – The input parameters providing the best performance in Step D are used 

to produce a multi-step ahead forecast for the test dataset. The final step is to compare the actual demand 

from the test dataset with the multi-step ahead forecast from the model. 
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Figure 3-5. Schematic overview of the forecasting model 
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3.4.3 Step A.1-A.7 Preprocessing 

Step A.1 Detrending 

Any possible trends need to be extracted from the time series of ATM demands  to ensure these trends 

do not affect the identification of seasonal components. In order to do this, a simple linear regression is 

performed. To calculate the demand estimation with trend , the slope , and the intercept  for each 

time period , the regression equations in Lines 2-4 of Procedure 3-1 are used. The dot accents above 

the characters indicate that these variables are preliminary. The definite slope and intercept, indicated 

without dots, are calculated in Step A.5 when holidays, outliers, and missing values are removed from 

the time-series. The remainder of this section introduces more preliminary variables, each denoted with 

a dot. 

To obtain the normalized trend component  per period , the demand estimation  is divided 

by the arithmetic mean demand , which is calculated over all time periods  in the training dataset. 

A new dataset  is defined by Line 6 in Procedure 3-1 in which the original time series  are corrected 

for the linear trend. 

Procedure 3-1. Detrending 

1: set ≔ ∙ ∑ ∙ ∑ ∙ ∑ ∙ ∑ ∑  

2: set ≔ ∙ ∑ ∙ ∑  

3: for all ∈  do 

4:  set ≔	  

5:  set ≔ ⁄  

6:  set ≔ ⁄  

7: end for all 

Step A.2 Deseasonalization 

The detrended series, denoted by , is used for deriving preliminary seasonal components. A 

distinction is made between weekdays, month-days, and year-days. The weekly seasonal component is 

addressed first because weekdays show the strongest seasonal pattern. The weekly component  is 

computed for each weekday  by taking the median from all observations  when the time period  

modulo 7 (i.e., for 7 weekdays) is congruent to the respective weekday . Procedure 3-2 presents the 

equation in Line 3. 

In order to deseasonalize the time series for the weekly pattern, we normalize the weekly component 

 by dividing it by the weekly component average . The resulting normalized component  is 

calculated in Line 4 in Procedure 3-2, and the resulting time series is denoted by , see Line 8. We 

also calculate the weekly pattern’s standard deviation component in variables  and  , see Lines 
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5 and 6. The latter components are required for indicating a degree of variance alongside the point 

forecasts in the Post-Processing Step (see Section 3.4.5). 

The  time series still exhibits the monthly and yearly demand patterns. The method to calculate 

and extract these seasonal components is similar to the procedure for the weekly component. However, 

we introduce a novel additional step in calculating the monthly and yearly patterns, respectively per 

month-day  and year-day . The normalized monthly component  is smoothed, which means that 

we calculate a centered moving average for the monthly component to reduce noise resulting from 

individual observations. The monthly series are smoothed over a number of surrounding days, denoted 

by . Using this smoothed component in conjunction with the  time series, we are able to compute a 

new time series  without the monthly pattern. This procedure is formalized in Lines 10-14. 

The yearly pattern is the last seasonal component removed from the time series. Similarly to the 

monthly component, the yearly component  is smoothed as well. A larger range of surrounding days 

is used to calculate the centered moving average to account for even fewer observations: only 1 out of 

365 days instead of 1 out of 31 days. This is why we chose to not take the median for this component 

but rather the arithmetic mean. The number of smoothing days is denoted by  and the procedure is 

formalized in Lines 16-20. 

Procedure 3-2. Deseasonalization 

1: for all  do 

2:  for ≡ 	  (for daily data) or ≡  (for hourly data) 

3:   set ≔  

4:   set ≔  

5:   set ≔ .  

6:   set ≔  

7:  end for 

8:  set ≔ ⁄  

9:  for ≡ 	  do 

10:   set ≔  

11:   set ≔  

12:   set ≔ ⋯ ⋯ ⁄  

13:  end for 

14:  set ≔  

15:  for ≡ 	  do 

16:   set ≔ ∑ | | 

17:   set ≔ ,  

18:   set ≔ ⋯ ⋯ ⁄  
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19:  end for 

20:  set ≔  

21: end for all 

Step A.3 Holiday handling 

After Steps A.1 and A.2, the holiday and events component is computed. Holidays and events cause a 

fluctuation in demand and reoccur over time. The difference with seasonal components is that the 

number of periods between holidays and events differentiates per cycle. The demand fluctuation during 

holidays and events are evaluated by comparing the estimated time series without trend and seasonal 

components with the series’ average . The series’ estimation  is multiplied in Lines 1-8 in Procedure 

3-3. In Line 9 the normalized difference  between the actual demand  and the estimated demand 

 is calculated. Lines 10-13 ensure these differences are stored in a holiday component  if the 

respective period  is an element of the holiday set, denoted by . If the time period  is not a holiday, 

then its real demand  is stored in a new time series, variable . 

Procedure 3-3. Holiday handling 

1: for all  do   where ≡ 	  (for daily data) or ≡  (for hourly data) 
     where ≡ 	  
     where ≡ 	  

2:  set ≔ ∙ ∙ ∙ ∙  

3:  set ⁄  

4:  if ∈  then 

5:   set ≔  

6:  else set ≔  

7:  end if 

8: end for all 

Step A.4 Outlier handling 

Outliers can have a devastating effect on a forecast. An outlier is a sudden (extreme) fluctuation of a 

single observation which is unlikely to reoccur on a seasonal or cyclical basis. Outliers may be caused 

by, for instance, single-time events, temporary inaccessibility of a stock location, inaccurate data 

registration, and system failures. Similarly to excluding holidays, we exclude outliers from dataset  

and the remaining observations comprise a new dataset, denoted by . We propose two conditions of 

outlier detection. If the normalized difference  between the actual observation and the estimated 

observation is larger than the number of standard deviations , the observation is flagged as an outlier. 

Outliers often occur sequentially. For instance, if an ATM breaks down, it will be unavailable for several 

hours or days. Hence, an ATM is more likely to show zero demand in the time period just after another 
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outlier. Therefore, we also flag an observation as an outlier when the demand is zero, the expected 

demand is larger than zero, and the preceding observation has yet to be identified as outlier. 

Step A.5-A.7 Calculating definite trend and seasonal components 

Preliminary trend and seasonal components are calculated in Steps A.1 and A.2. Definite components 

(denoted with no dot accents) are calculated here with the same equations, but by using the corrected 

time series  instead of the uncorrected time series . By using the same equations, we detrend the 

corrected time series , derive the definite trend component , and compute a new time series . 

The definite weekly component  calculation is slightly different from the preliminary component. 

Exponential smoothing is applied to assign recent observations more weight in order to anticipate 

changing weekly patterns. A weekly pattern might fluctuate over time due to a changing environment. 

Since weekdays show the strongest seasonal pattern, we treat them uniquely. Procedure 3-4 shows how 

a new dataset, denoted by , is obtained by using the smoothing parameter . 

Procedure 3-4. Definite weekly component computation 

1: for all  do 

2:  (for hourly series) set ≔ ∙ ∙   

3:  (for daily series) set ≔ ∙ ∙  

4: end for all 

Subsequently, the 168 (for hourly time series) or 7 (for daily time series) most recent observations 

of vector  are copied into the weekly component	 . Finally, the normalized weekly component 

, the monthly component , and yearly components  are calculated by using the equations 

presented in Steps A.1 and A.2. 

3.4.4 Step B.1-B.3 Multi-step ahead forecasting method 

A multi-step ahead forecast is required for the validation dataset	  containing the time periods  which 

succeed the time periods  in the training set	 . The slope and level are estimated using a linear 

regression. A new time series, denoted by , is computed (see Procedure 3-5) to represent the time 

series demands per time , which are corrected for holidays, outliers, and seasonality. 

Procedure 3-5. Normalized time series calculation  

1: for all  do   where ≡ 	  (for daily data) or ≡  (for hourly data) 
     where ≡ 	  
     where ≡ 	  

2:  set ≔ ⁄ / /  

3: end for all 
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The slope	  and the intercept	  are calculated by fitting a linear regression line on the last number 

of time periods  of the training set	 . The regression line is not fitted on the entire training dataset 

because the trend is often predicted best by using the last 5 to 10 percent of the training dataset 

(Hyndman, et al., 2002). We have used the same equations for the calculation in Section 3.4.3 as we 

did as in Step A.1. 

3.4.5 Step C.1-C.2 Post-Processing 

The slope  and the intercept  resulting from the previous step, are used to forecast demands for 

all periods  in the validation set. The resulting forecast still needs to be post-processed because the 

forecasts do not exhibit seasonality yet. The normalized seasonality components and the holidays and 

events component, calculated in Step A, are reapplied. Line 2 of Procedure 3-6 is used to calculate the 

demand forecasts	  for the time periods  in the validation set. In Line 3 we calculate the standard 

deviation  for each period  by multiplying the demand forecast 	  with the average standard 

deviation	  per weekday (-hour) . The standard deviation is required as a measure of forecasting 

accuracy and as input for an inventory control policy, see Chapter 4. 

Procedure 3-6. Normalized time series calculation  

1: for all , , ,  do  where ≡ 	mod 7 (for daily data) or ≡  (for hourly data) 
      where ≡ 	  
      where ≡ 	  

2:  set ≔ ∙ ⁄ / /  

3:  set ≔ ∙  

4: end for all 

3.4.6 Step D.1-D.4 Parameter Estimation 

The parameter estimation step is rather tricky because an efficient input parameter configuration is 

essential; choosing the wrong parameter values could seriously harm the forecasting model’s 

performance. Among input parameters, we distinguish between smoothing parameters  and  

respectively for the monthly and yearly patterns, an exponential smoothing parameter  for the weekly 

component, two thresholds,  and , for outlier detection, a parameter  for multi-step ahead 

forecasting, and lastly, a set of holidays and events as . 

We suggest setting initial parameters to coincide with common sense. If available, information of 

the application or type of time series should be used in setting the initial configuration. When the initial 

parameter settings are chosen, a sensitivity analysis per parameter and per combination of parameter 

settings is necessary to ensure an efficient configuration is used for model validation in Step E (see 

Section 3.4.7). If the initial parameter settings are inefficient, more calculation time is required to find 
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the efficient set of parameters in the parameter estimation step. The remainder of this section describes 

in more detail how initial parameters can be set to forecast ATM demands. 

3.4.7 Step E.1-E.2 Validation 

Validation of the forecasting model is the final step. The training and validation datasets are 

concatenated and the resulting dataset is used together with the chosen input parameters from Step D to 

generate the forecasts for the test dataset. The produced forecasts need to be compared with the actual 

test dataset values in order to measure the performance, i.e., the forecasting accuracy. 

 Numerical experiments 

This section presents the numerical experiments by using the statistical forecasting model, which is 

proposed in Section 3.4, and data provided by the NN5 forecasting competition, which is discussed in 

Section 3.3.2. This section is structured as follows. The parameter estimation is described in Section 

3.5.1 and the performance of our model is presented in Section 3.5.2. The forecasting model’s 

calculation steps are validated in Section 3.5.3 and Section 3.5.4 closes this section with a sensitivity 

analysis on the input parameters so as to demonstrate the robustness of our model. 

3.5.1 Parameter estimation 

A method to choose initial input parameters is presented in Section 3.4.6. In the current section the 

initial parameters are set for the numerical experiments and we describe the procedure to derive efficient 

parameters. 

Table 3-7 Initial parameter setting 

Input 
parameter 

Reasoning for initial parameter setting 

 
monthly 

smoothing 

Since the monthly pattern is not explained by individual days, we analyze multiple 
sequential days simultaneously. By considering a centered moving average of, for 
instance, 3 or 5 days, the pattern is smoothed which reduces the impact of demand 
fluctuations on individual days. If the chosen radius is too large, the actual monthly 
pattern would be blurred, so we choose a radius of 2 days. 

 
yearly 

smoothing 

Similarly to the monthly pattern, we smooth the yearly pattern. Even fewer 
observations are available for year-days so we have to smooth this pattern over 
even more days. We choose an initial yearly smoothing radius of 7 days. 

 
weekly 

exponential 
smoothing 

The weight of recent observations can be increased with this parameter. In other 
words, we need to indicate the pace to which the forecast should adapt to new 
information. If ATM demand is unstable, meaning that the structural trend in the 
demand changes frequently, we would like to adjust faster to new information. 
Assuming that ATM demand is rather stable, we set the initial parameter to 10 
percent, meaning that a new weekday’s demand is weighted 10 percent in 
calculating the new average. 
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threshold for 

outlier 
detection 

This parameter checks whether the actual daily demand exceeds the estimated 
demand with more or less than  standard deviations. No outliers will be detected 
if the chosen value of  too large and a too small a value would unjustly detect 
outliers. We choose =2 standard deviations, such that approximately 5 percent of 
the observations are identified as outliers. 

 
multi-step 

ahead 
forecast 

This parameter denotes the number of most recent observations from the training 
dataset used for performing the linear regression to forecast future demands. As 
stated earlier, researchers usually choose 5 to 10 percent of the time series. 
However, we argue this depends on the dataset. For ATM daily demands we 
choose 	=	100 days as the initial setting. 

 
holidays and 

events 

This parameter contains a list of all time periods which may show extraordinary 
demands because of holidays and events. As initial values we suggest constructing 
a list of national holidays and flagging one or two surrounding days, depending on 
the expected impact of the respective holiday. If a data source is available listing 
events which cause the ATM demand to increase or decrease, the event days should 
be flagged as well. 

Andrawis, Atiya, and El-Shishiny (2011) and Taieb, et al. (2012) apply similar strategies to perform 

parameter estimation. The authors of both papers divided the historical dataset provided by the NN5 

competition in a training dataset and a validation set. Because the goal was to forecast demands 56 days 

ahead, the authors decided to choose a validation set size of 56 days as well. Hence, the historical dataset 

of 735 observations per series has been divided in training and validation sets of 679 and 56 observations 

respectively. Andrawis, Atiya, and El-Shishiny (2011) and Taieb, et al. (2012) have performed the 

multiple time origin test introduced by Tashman (2000). This test entails assessing the impact of various 

validation set sizes on the parameter estimation. This test demonstrated 56 observations was appropriate 

for this dataset. 

To estimate input parameters, we use the initial parameters suggested above in Table 3-7. 

Exhaustive experiments are performed to estimate more efficient input parameters. We search for more 

efficient parameter values by assessing parameters one by one. If a better performance is found with a 

slightly adjusted parameter value, we update this parameter. If no further improvement seems possible, 

the next parameter is assessed. Parameters are checked 5 times to avoid ending up in a local optimum. 

In Table 3-8 we denote all initial and improved (i.e., baseline) estimated parameter settings. 

Table 3-8. Initial and baseline parameter settings 

Parameter Description Initial setting Baseline 
setting 

Set of time series in the training dataset 679 (days) 679 (days) 

Set of time series in the test dataset 56 (days) 56 (days) 

Historical demands in the training dataset at time  NN5 dataset NN5 dataset 

Historical demands in the test dataset at time  NN5 dataset NN5 dataset 

 Smoothing parameter for monthly component 2 1 

 Smoothing parameter for yearly component 7 7 
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Parameter Description Initial setting Baseline 
setting 

 Threshold for outlier detection 2 1.5 

 Exp. smoothing parameter for the weekly pattern 0.1 0.05 

 Number of periods used for regression analysis 100 150 

Vector of time series flagged as holidays or events See Table 3-9 See Table 3-9 

Alongside the NN5 dataset, additional information was provided stating that the demands were 

gathered from ATMs scattered across the United Kingdom. This information has been used by looking 

up all national holidays in the UK. The holidays (and a few succeeding and preceding days) are listed 

in Table 3-9. To show that the demand during holidays clearly deviates from regular days, we calculated 

the normalized holiday component  for the grouped time series (i.e., aggregates of daily demands 

over 111 time series). The table clearly demonstrates that certain holidays cause much more or less 

demand. For instance, Christmas Day shows about 80 percent less demand. 

Table 3-9. UK holidays and normalized holiday component  

Holiday description Normalized holiday component  

New Year's Day 0.856 
2nd January (SCT) 0.815 
St Patricks Day (NIR) 0.500 
Good Friday – 2 days 1.513 
Good Friday – 1 day 0.815 
Good Friday 1.116 
Good Friday + 1 day 0.894 
Easter Sunday 0.787 
Easter Monday (ENG, NIR, WAL) 1.330 
Easter Monday + 1 day 1.055 
Early May Bank Holiday 1.235 
Spring Bank Holiday 1.255 
Orangemen's Day (NIR) 0.940 
'Orangemen's Day' observed (NIR) 0.989 
Summer Bank Holiday (SCT) 1.017 
Summer Bank Holiday (ENG, NIR, WAL) 1.246 
Halloween 1.008 
Guy Fawkes Day 0.983 
Christmas Day 0.195 
Boxing Day 0.593 

 

3.5.2 Predictive quality of our forecasting method 

Forecasts are generated for 56 days in the future using the historical dataset (i.e., the combined training 

and validation dataset). The estimated baseline parameters from Section 3.5.1 are used to produce 

forecasts for the test period. Compared to actual demands during the test period, we achieve an 
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impressive mean SMAPE of .183 with a standard error of 0.0052. If we would have submitted our 

forecasts to the NN5 forecasting competition we would have outperformed all other contestants. 

Additionally, we also outperform the forecasts which are proposed later. Our literature review shows 

that the best forecasting approach has been proposed by Venkatesh, et al. (2014) who achieve a mean 

SMAPE of 0.1844. Our approach yields a mean SMAPE of 0.1831, which is 0.7 percent more accurate. 

Because we do not possess the individual forecasts per time series from Venkatesh, et al. (2014), we 

cannot determine the significance of this difference. For future research we do indicate the mean 

SMAPEs of each of the 111 time series of our approach in Table 3-10. 

Table 3-10. SMAPE per individual Time Series (TS) with baseline parameter settings 

TS # SMAPE TS # SMAPE TS # SMAPE TS # SMAPE 

1 0.091  29 0.237  57 0.146  85 0.232  

2 0.112  30 0.243  58 0.162  86 0.194  

3 0.139  31 0.130  59 0.295  87 0.129  

4 0.233  32 0.199  60 0.346  88 0.295  

5 0.254  33 0.261  61 0.164  89 0.258  

6 0.260  34 0.153  62 0.203  90 0.219  

7 0.121  35 0.189  63 0.138  91 0.189  

8 0.214  36 0.240  64 0.195  92 0.149  

9 0.192  37 0.248  65 0.151  93 0.129  

10 0.146  38 0.134  66 0.207  94 0.180  

11 0.251  39 0.131  67 0.188  95 0.166  

12 0.168  40 0.157  68 0.243  96 0.154  

13 0.140  41 0.259  69 0.193  97 0.179  

14 0.129  42 0.121  70 0.192  98 0.223  

15 0.128  43 0.183  71 0.268  99 0.140  

16 0.114  44 0.155  72 0.208  100 0.156  

17 0.226  45 0.189  73 0.258  101 0.139  

18 0.157  46 0.115  74 0.138  102 0.152  

19 0.138  47 0.091  75 0.225  103 0.239  

20 0.143  48 0.313  76 0.121  104 0.138  

21 0.138  49 0.183  77 0.150  105 0.231  

22 0.088  50 0.251  78 0.139  106 0.121  

23 0.171  51 0.219  79 0.181  107 0.229  

24 0.243  52 0.145  80 0.194  108 0.157  

25 0.181  53 0.135  81 0.194  109 0.077  

26 0.169  54 0.248  82 0.151  110 0.328  

27 0.158  55 0.125  83 0.181  111 0.181  

28 0.162  56 0.239  84 0.151    
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3.5.3 Validation of model calculation steps 

The forecasting model we propose consists of a considerable number of calculation steps. To make sure 

that each calculation step contributes to the predictive accuracy, we perform various experiments in 

which calculation steps are skipped or adjusted. The performed experiments are listed in Table 3-11. 

Table 3-11. Experiments to validate model calculation steps 

# abbreviation experiment description 

1 baseline Model with baseline parameter settings. 

2 no holidays Holidays (and events) are not extracted from the training dataset and also 
no holiday information is used to calculate demand forecasts for the test 
period. 

3 no smoothing Month-day and yearly components are not smoothed (see Section 3.4.3). 

4 no seasonality No seasonal components (i.e., weekly, monthly, and yearly) are 
considered. 

5 no month & year No monthly or yearly components considered. 

6 no year-day No yearly component considered. 

7 no month-day No monthly component considered. 

8 no preprocessing No preprocessing step (i.e., the entire Section 3.4.3 is skipped). 

9 use mean Use the mean instead of the median for calculating the weekly and 
monthly averages. 

10 use grouped Apply grouped monthly and yearly components instead of the individual 
series’ components. 

The results of the nine experiments are depicted in Figure 3-6. In line with Andrawis, Atiya, and 

El-Shishiny (2011), we provided additional performance measures. Next to the mean SMAPE, the 

standard error and the median SMAPE are indicated. The median SMAPEs are smaller than the mean 

SMAPE in all cases indicating that the SMAPEs are skewed a little. 

Figure 3-6. Validation of forecasting model elements 
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Experiment 4, in which no seasonality components are considered, shows by far the worst results. 

Clearly, the weekly pattern is the most important to take into account. All other components contribute 

less than 10 percent to the predictive accuracy. The Baseline (i.e., Experiment 1) significantly 

outperforms (p-val. = .000) the other experiments, except for Experiment 6 (see Table 3-12). 

Experiment 6 does not differ significantly (p-val. = .236 > .05) from the Baseline experiment, meaning 

that the yearly seasonal component does not necessarily contribute to the predictive accuracy. Applying 

the yearly seasonal component is tricky because its mean standard deviation is large compared to the 

mean deviation. The latter causes the yearly component to contribute to the forecast for some time-

series, but deteriorates the forecast for other time-series. Although not significant, it fortunately 

contributed to a slightly higher predictive accuracy for this dataset. 

Table 3-12. Paired-samples T-test for Experiment pairs 1-10 

experi-
ment pair 

paired differences 

t df 
sig. (2-
tailed) mean 

std. 
deviation 

std. error 
mean 

99% confidence 
interval of the 

difference 

lower upper 

1-2 -.0088 .0121 .0011 -.0118 -.0058 -7.67 110 .000 

1-3 -.0039 .0057 .0005 -.0053 -.0024 -7.12 110 .000 

1-4 -.1796 .0680 .0064 -.1965 -.1626 -27.81 110 .000 

1-5 -.0141 .0242 .0023 -.0202 -.0081 -6.15 110 .000 

1-6 -.0022 .0195 .0018 -.0070 .0026 -1.19 110 .236 

1-7 -.0126 .0125 .0011 -.0157 -.0095 -10.60 110 .000 

1-8 -.0101 .0175 .0016 -.0145 -.0058 -6.11 110 .000 

1-9 -.0010 .0034 .0003 -.0019 -.0001 -3.17 110 .002 

1-10 -.0091 .0327 .0031 -.0173 -.0010 -2.95 110 .004 

As expected, the holiday component contributes to the predictive accuracy. Whether an ATM’s 

demand is affected by holidays varies greatly between ATMs. On average, the mean SMAPE decreases 

by only 4.8 percent when dealing with holidays specifically. When looking at the individual time series, 

we conclude that this performance increment is incurred by a relatively small number of ATMs. Certain 

ATMs are greatly affected by specific holidays and dealing with these specifically significantly 

improves the predictive accuracy. 

The effect of using individual versus grouped month- and yearly components is checked in 

Experiment 10. Andrawis, Atiya, and El-Shishiny (2011) show that applying the group day of the month 

component instead of the individual day of the month component improves the performance for their 

model. We actually observe the opposite with our model; the individual components perform better 

than the grouped components. The obvious explanation for this observation is that we are able to distill 
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monthly and yearly patterns more effectively thanks to the efficient smoothing of these components 

(see Section 3.4.3). Although some overlap exists between time series, ATMs exhibit unique demand 

fluctuations which should not be confused with the demand fluctuations of other ATMs. 

3.5.4 Sensitivity analysis on the input parameter settings 

The robustness of our forecasting method is tested in this section. The input parameter values are 

alternated to assess their impact on the predictive accuracy of the model. 

We first analyze the number of last days  of the training set. The results of the sensitivity analysis 

are depicted in Figure 3-7. The lowest mean SMAPE is found somewhere between 25 and 300 days. 

Among the experiments conducted, the best predictive accuracy is obtained with 	=	125 days, which 

is a small difference from the baseline setting of 150 days. A substantial adjustment of the number of 

days  only causes a minor change in the mean SMAPE. Therefore, we conclude that the predictive 

accuracy of the model is rather insensitive to the chosen number of days. 

Figure 3-7. Number of days  from the training dataset used for multi-step ahead forecasts 
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Figure 3-8. Exponential smoothing parameter  for the weekly component 

 

The number of smoothing days  for the monthly component is analyzed as well. In Figure 3-9 the 

predictive accuracy of our forecasting model is depicted with various values of . Not smoothing the 
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than 1 surrounding day reduces the predictive accuracy of the model. Apparently, the monthly pattern 

is smoothed too much with 	>	1. This parameter has only a small impact on the predictive accuracy. 

Figure 3-9. Number of smoothing days  for the monthly component 
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would result in a lower mean SMAPE as well. Hence, a larger number of days  reduces the impact of 

the yearly component, which leads to a less accurate forecast. 

Figure 3-10. Number of smoothing days  for the yearly component 
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Figure 3-11. The threshold number of standard deviations  for outlier detection 
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holds for the week-day parameter, monthly parameter, and the number of days for the regression 

analysis. However, the number of standard deviations for outlier detection and the yearly smoothing 

parameter should be handled with slightly more care because they can moderately deteriorate the 

forecasting model performance if set inaccurately. 

 Discussion and conclusions 

This chapter presents a statistical forecasting model for the multi-step ahead prediction of causal hourly 

and daily time series. The model is validated by comparing performances between our model and a vast 

number of other statistical and computer intelligence approaches. We assessed the performances by 

using a dataset of daily ATM demands which has been made publicly available as part of the scientific 

NN5 forecasting competition held in 2009. The objective was to forecast 56 future daily demands for 

111 individual ATMs by using a real-world dataset of 735 historical demands per ATM. Numerical 

experiments show that our model outperforms all other forecasting models using this dataset. Our 

forecast shows a higher predictive accuracy than the forecasts provided by both the competition’s 

contestants and by researchers who also validated their forecasting models by using the same dataset. 

In comparison to other models (see Table 3-13) our procedure has (i) short computation times (< 1 

second), (ii) an intuitive approach which allows practitioners to easily gain trust, and (iii) is easy to 

implement due to its modular structure. 

Table 3-13. Predictive accuracy of our forecasting procedure in comparison with contestants of the 
NN5 forecasting competition and studies which did not officially compete. Authors without a 

reference did not publish their forecasting model. 

Rank (unofficial) Author 
mean 

SMAPE 
CI-based  

Stat-
based  

Did not compete Our forecasting procedure .1831  X 

Did not compete Venkatesh, et al. (2014) .1844 X  

    (1) Wildi (2011) .199  X 

Did not compete Taieb, et al. (2012) .2028 X  

1     (2) Andrawis, Atiya, and El-Shishiny (2011) .204 X  

2     (3) Vogel .205 X  

3     (4) D’yakonov .206 X  

    (5) Noncheva .211  X 

4     (6) Rauch .217 X  

5     (7) Luna and Ballini (2011) .218 X  

    (8) Lagoo .219  X 

6     (9) Wichard .221 X  

7     (10) Gao .223 X  

8     (11) Puma-Villanueva .237 X  
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Rank (unofficial) Author 
mean 

SMAPE 
CI-based  

Stat-
based  

Did not compete Lemke and Gabrys (2010) .238 X  

   (12) Autobox (Reilly) .241  X 

    (13) Lewicke .245  X 

    (14) Brentnall .248  X 

9     (15) Dang .253 X  

10     (16) Pasero .253 X  

17-27 Undisclosed .253-.535   

The robustness of our model is demonstrated in a sensitivity analysis. Even when parameters are 

not estimated accurately, we still obtain a high quality forecast. If the yearly seasonal component is 

smoothed carefully and if the parameter for outlier detection is chosen according to the principles 

provided in this Chapter, the resulting forecast will be highly accurate. 

The forecasting model we develop and test is different from other statistical models because of (i) 

the smoothing of seasonal components, (ii) the specific sequence and combination of several forecasting 

elements, (iii) the preliminary detrending and deseasonalization steps before handling outliers and 

holidays, (iv) the exponential smoothing of weekly (-hour) parameters, and (v) the incorporation of a 

yearly pattern measured per day instead of per month. In addition, our statistical forecasting approach 

with modular structure is, by comparison to computer intelligence methods, easy to implement, 

intuitive, and not computationally complex. The computational ease is shown in a case experiment (see 

Appendix A) in which we perform all steps to forecast ATM demands by using real-world data from a 

Dutch ATM. 

Unlike forecasting approaches which consider group seasonality, we forecast based on an individual 

time series. Group seasonality is applied because researchers, e.g., Chen and Boylan (2006, 2008); 

Venkatesh, et al. (2014), were unable to efficiently extract monthly and yearly patterns from a single 

time series. However, group seasonality uses daily, weekly and yearly patterns explained by multiple 

time series to produce forecasts for single time series. We argue that this method is only justified when 

the time series are very similar or identical. But, as Venkatesh, et al. (2014) noticed as well, ATM 

demands are not similar enough. Therefore Venkatesh et al. (2014) introduced a clustering approach to 

identify group seasonality for ATMs with similar patterns. Although the forecasting accuracy is greatly 

improved, another problem arises in choosing the correct number of clusters. When choosing more 

clusters, the group seasonality becomes more applicable to a single time series, but also reduces the 

predictive power of monthly and yearly patterns because of the lack of data points. We introduce a 

smoothing approach that copes with this problem. By doing so, we avoid grouping and thus provide a 

solution for single time series. 
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 DYNAMIC INVENTORY CONTROL POLICY 

"ATM replenishments are like the Monty Hall problem, recently 

obtained information should be used for present’s decision making." 

 

The goal of this chapter is to develop and validate a novel and dynamic policy for managing cash 

inventories at automated teller machines by using insights, data, and observations collected at the three 

major Dutch commercial banks: ABN AMRO Bank, ING Bank, and the Rabobank. Our policy can be 

categorized as a policy that is single-item, single-location, state-dependent, and lotsizing, capable of 

dealing with stochastic dynamic demands and stochastic dynamic lead-times under periodic reviews, a 

finite planning horizon and a target fill-rate fulfilment criterion. To the best of our knowledge, no such 

policy has been introduced and tested before. We first perform a benchmark analysis using an existing 

approximation algorithm in a less complex problem assuming stationary demands. Subsequently, we 

analyse the performance penalty of our policy when dealing with non-stationary demands. Both 

analyses show gaps smaller than 1 percent, indicating a near-optimal performance. Next, a sensitivity 

analysis demonstrates that our policy is robust for a great variety of input parameters. Lastly, the case 

simulation experiments show that the major Dutch credit instructions could cut logistics cost by 34.8 to 

41.1 percent, which corresponds to an astonishing 30.9 to 36.4 million euro per annum for all of their 

cash-out ATMs while decreasing the unavailability caused by stock-outs from 1.7 to 0.6 percent. 

 Introduction 

The declining cash usage in the Netherlands in the past recent years (see Appendix A) caused the major 

Dutch banks, i.e., ING Bank, ABN AMRO Bank, and the Rabobank, to redesign their cash supply 

chains. The necessity for a rigorous change was reinforced by the financial crisis, which hit the Dutch 

banking sector hard. A major part of the total cost of cash operations is incurred by keeping 

computerized self-service devices, such as automated teller machines (ATMs), operational. This 

involves costs for preparing cash replenishments, transportation, performing replenishments, and cash 

inventories. A research project was initiated and funded by the three aforementioned Dutch commercial 

banks in 2009 to study potential cost savings in the Dutch cash supply chain. This research involved, 

among other things, a benchmark analysis to compare the performance of the banks’ cash management 

operations in 2009 with the performance of a scientific model which had to be built from scratch. 

Promising preliminary results were obtained at the end of 2009 which were later presented at the 

professional cash seminar ICCOS EMEA by Van Anholt (2011b), indicating a potential 30 percent 

reduction in replenishment and inventory costs. After further improving several aspects of this inventory 
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control model, we have been able to make a contribution to the literature and identify an even larger 

potential cost saving for the Dutch commercial banks. This chapter presents and validates this improved 

model, which we denote as the dynamic inventory control policy (DICP). 

The objective of our DICP is similar to that of logistics managers at commercial banks: to achieve 

a target fill-rate while incurring low overall cost by choosing efficient replenishment timings and 

quantities. We categorize our DICP as a single-item, single-location, state-dependent, lotsizing policy 

considering stochastic, dynamic demands and stochastic, dynamic lead-times under periodic reviews, 

with a finite planning horizon and a target fill-rate fulfilment criterion. We briefly elaborate on these 

problem and model characteristics below: 

 Model objective The objective of our model is to achieve a low overall cost , which is 

composed of replenishment cost and holding cost. The cost per replenishment comprises the 

order preparation cost at the cash center, the transportation cost and the labor cost required to 

replenish the ATM. It is fair to combine these three components into a single cost per 

replenishment because a fixed fee is generally contracted with the cash-in-transit (CIT) 

company. The holding cost represents the lost interest income for the amount of cash held in 

stock. As schematically depicted in the research introduction (see Figure 1-3), the scope is 

limited to the information and cash flows among commercial banks, ATMs, and end-users. The 

replenishment cost is constant and fixed a priori. The holding cost is the loss of potential interest 

income and represents a fixed constant unit cost per hour. No other costs are incurred for, e.g., 

lost-sales, carrying cost, or overfill inventory. 

 Target fill-rate The objective is realized while satisfying a target fill-rate criteria, also called 

the  service metric, indicating the fraction of demand filled from on hand inventory. 

 Fixed finite planning horizon with discrete time periods A finite planning horizon based on 

calendar time is considered with equally sized discrete time periods of exactly one hour each. 

The DICP is capable of dealing with other time measures as well, e.g., daily periods, but with 

respect to forecasting accuracy, we suggest using hourly data. 

 Forecast-based dynamic stochastic hourly demands We consider probabilistic, non-

stationary, discrete point forecasts in euro that represent the aggregate of demands per hour. In 

addition, we assume future demands to be unobserved as in real-life, meaning that demand 

forecasts exhibit forecasting errors. 

 Single capacitated inventory A finite ATM holding capacity is considered. 

 Single location, single item and single echelon The ordered, transported, and stocked unit 

item in consideration is currency, i.e., the aggregate euro value of banknotes. We do not 

consider individual denominations because we anticipate that the key objective is to ensure the 
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availability of cash, not the availability of specific denominations. In addition, the availability 

of denominations can be ensured by using intelligent banknote dispense strategies to realize a 

uniform decrease in banknotes over time (Janssen, 2010). We consider the inventory of a single 

ATM and a single echelon. 

 Stochastic dynamic order lead-times Non-delivery weekdays and holidays, i.e., certain 

weekdays and holidays may extend the lead-time, which makes the lead-time dynamic. The 

delivery day can be determined beforehand, but the actual delivery time remains unknown due 

to strict security measures. This characteristic causes the lead-time to be stochastic as well.  

 Non-stationary periodic review periods Batch processing of multiple orders (e.g., for 

preparation, packing, and shipment) requires a single order review cut-off time per day. If this 

time is not met, an order will be processed in the subsequent batch, meaning that the delivery 

date will be extended by a day. Orders can only be placed on review periods on (non-holiday) 

workdays, which are known in advance. When classified according to the Bookbinder and Tan 

(1988) categorization, our problem is best described by ‘dynamic-dynamic uncertainty’, 

indicating that both review periods and demands are dynamic. 

 Non-stationary order quantity Due to non-stationary stochastic hourly demands and order 

lead-times, the order quantity is non-stationary as well. 

 Lost sales In the case of insufficient inventory to fulfill demand, the missed demand is lost. 

 Two-stage order policy At each review period, the DICP calculates the order quantities for the 

current and next possible review periods in the first stage, and makes the reorder decision only 

for the current review period in the second stage. Orders are not necessarily placed at every 

possible review period, but only at times that can realize long term fill-rate and cost objectives. 

 State-dependent policy The policy memorizes the amount of lost sales to date and uses this 

information for reordering in subsequent review periods, similarly to a policy using Markov 

decision making. 

 Global chance-constraint The allowed stock-out probability, which is a global chance-

constraint similar to the study by Rossi, et al. (2010) is a parameter to the model which allows 

the user to influence the probability of achieving the target fill-rate. 

It should be noticed that although we purposely develop a policy to solve an ATM inventory control 

problem, our DICP can be applied for managing other inventories (e.g., for petrol stations and public 

bike systems) and that the DICP is also capable of dealing with less complex problems which are 

uncapacitated, assume constant and deterministic demands and lead-times, and/or assume fixed order 

quantities. 
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Our contribution is three-fold. Firstly, we introduce a new inventory control problem which arises 

in the replenishment of cash-out ATMs, which is highly dynamic and stochastic. Secondly, our dynamic 

inventory control policy applies state-dependent decision making and uses a global-chance constraint 

to deal efficiently with forecast errors and unexpected changes, shifts, and peaks in demands. Thirdly, 

we demonstrate our model’s contribution to practice by comparing its performance with the cash 

management operations of three major Dutch commercial banks in extensive case simulation 

experiments by using empirical data. The following sub-questions are answered in this chapter: 

 What is an efficient inventory control policy for cash-out ATMs that outperforms other relevant 

inventory control policies? 

 What is the savings potential for the cash supply chain in the Netherlands if this policy was 

implemented? 

This chapter is structured as follows. The relevant literature is reviewed in Section 4.2 to highlight 

our scientific contribution. The DICP is described in Section 4.3. Thereafter, in Section 4.4.1, we 

numerically validate the DICP by comparing it in a stationary demand case with the approximation 

algorithm for the , ,  inventory system developed by Tijms and Groenevelt (1984). In Section 

4.4.2 we test the performance of our DICP while comparing a stationary versus non-stationary demand. 

We perform an extensive sensitivity analysis in Section 4.4.3 to demonstrate the robustness of our 

policy. The comparison with practice is made in Section 4.5. The discussion and conclusion close this 

Chapter in Section 4.6. 

 Literature review 

More than a century ago Harris (1913) introduced the economic order quantity (EOQ) model to solve 

the single-item uncapacitated inventory problem with stationary deterministic demands. Since then, 

several categories of inventory systems have been developed to address the probabilistic inventory 

control problem. These systems either assume that orders are placed at every review period  and/or 

when the inventory level is equal to or lower than level . If an order is placed, the quantity is either a 

fixed value  or the inventory is increased to level . Combinations of the timing and quantity factors 

result in several mainstream inventory systems, e.g., , , , , , , , , , , ,  and 

, . The , ,  system, which reorders up to level  at periods  when the level is lower , is 

frequently studied in combination with a shortage cost for unsatisfied demand (Roberts, 1962; Wagner, 

O'Hagan, and Lundh, 1965; Naddor, 1975; Ehrhardt, 1979; Freeland, and Porteus, 1980). Fewer studies, 

such as Schneider (1978, 1981) and Tijms and Groenevelt (1984), take into account the service level 

fulfillment criterion. Tijms and Groenevelt (1984) present a flexible approximation algorithm 

considering stochastic and deterministic lead-times, the backlogging of excess demand, and several 



Chapter 4 Dynamic Inventory Control Policy 

95 

service level fulfillment criteria. The proposed formulation shares many characteristics with our DICP, 

but we consider dynamic demands while the latter authors consider stationary demands. 

Wagner and Whitin (1958) introduced the so-called dynamic lotsizing model, which generalizes 

the economic order-quantity model by considering time-varying demands. The dynamic lotsizing 

problem determines production or order quantities to satisfy non-stationary demands in order to 

minimize the overall ordering and holding costs over a finite, discrete planning horizon. Wagner and 

Whitin (1958) solved the uncapacitated single-item dynamic lotsizing problem with a dynamic 

programming algorithm. Their paper has led to extensive research efforts, mostly studying the 

deterministic version (Zangwill, 1969; De Bodt, Gelders, and Van Wassenhove, 1984; Evans, 1985; 

Federgruen, and Tzur, 1991; Wagelmans, Van Hoesel, and Kolen, 1992; Kuik, Salomon, and Van 

Wassenhove, 1994; Drexl, and Kimms, 1997). Literature reviews for the deterministic problem are 

provided by Brahimi, et al. (2006) and Jans and Degraeve (2008). However, we consider the stochastic 

demand case. 

The stochastic version of the single-item, dynamic, lotsizing problem was introduced by Silver 

(1978). The author presented a heuristic procedure and considered the service level fulfilment criterion. 

This criterion can be either a cycle service level, which refers to the fraction of replenishment cycles 

with no stock-outs, or a fill-rate, which is the fraction of the total demand filled from on-hand inventory. 

Silver (1978) suggests three sequential steps: (i) calculate the reorder point, (ii) compute the number of 

future periods that should be covered by the order quantity, and (iii) calculate the order quantity. Askin 

(1981) proposes a similar heuristic in which the second step is adjusted to account for cost effects of 

having probabilistic demands. Instead of making decisions for only one replenishment cycle, several 

approaches have been developed and tested that consider multiple cycles, by e.g., Bookbinder and Tan 

(1988) and Sox and Muckstadt (1997). Bookbinder and Tan (1988) subject the stochastic lotsizing 

problem to a cycle service level criterion and propose a two-stage “static-dynamic uncertainty” strategy 

indicating a periodic review system and dynamic demands. Sox and Muckstadt (1997) also develop 

heuristics for this problem but present single stage approaches. 

In accordance with Bookbinder and Tan (1988); Tarim and Kingsman (2004, 2006) also consider 

the cycle service level. Tarim and Kingsman (2004, 2006) propose a MILP formulation which correctly 

addresses the relationship between the length of the risk periods and the order-up-to levels. 

Tempelmeier (2007) proposes a similar MILP model which considers the on hand inventory in the cost 

expression instead of the net inventory, and in addition, their solution also deals with target fill-rate 

instead of only a cycle service level. Both MILP models are capable of solving small instance sizes only 

due to the complexity of the problem. Özen, Doğru, and Tarim (2012) adopt a dynamic programming 

based approach to find an optimal solution for the stochastic lotsizing problem under penalty costs or 
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service level criteria. All aforementioned studies considering stochastic dynamic demands do not 

provide a solution for our problem because they assume a zero or deterministic lead-time. We consider 

a stochastic dynamic demand problem with stochastic dynamic lead-times. 

Inventory control with stochastic lead-times has been studied by Kaplan (1970), Ehrhardt (1984), 

and Tang and Grubbström (2005), but these consider deterministic demands. Studies that consider both 

stochastic demands and stochastic lead-times are conducted by Johnson and Montgomery (1974) and 

Zipkin (2000), but these authors study stationary demands. More recently, Rossi, et al. (2010) proposed 

a constraint programming formulation for the stochastic dynamic demand case assuming stochastic 

lead-times. A dedicated global chance-constraint is enforced in their study to achieve the target cycle 

service level. The authors show that lead-time stochasticity considerably affects the overall cost when 

compared with a stationary deterministic lead-time. Although the authors study a problem very similar 

to ours, they consider a cyclical service level instead of a target fill-rate and the authors consider missed 

demand as backordered instead of lost. 

All aforementioned studies in this section, including the study by Rossi, et al. (2010), do not 

consider forecast errors, meaning that the demand parameters (irrespective of dynamic/stationary and 

stochastic/deterministic) are assumed to be known beforehand. If demand is uncertain, which is often 

the case in practice, the timing and quantities of replenishments can be determined by using demand 

forecasts. Due to unknown factors, demand forecasts are naturally imperfect. Demand uncertainty is 

dealt with in the literature by, for example, adding a buffer to the safety stock (New, 1975; Whybark, 

and Williams, 1976; Silver, 1978). Several studies suggest that demand uncertainty increases overall 

cost (Whybark, and Williams, 1976; Speh, and Wagenheim, 1978; Nevison, and Burstein, 1984), which 

is demonstrated by De Bodt and Wassenhove (1983) in a dynamic rolling-schedule environment. 

Demand uncertainty may also lead to system nervousness. Kazan, Nagi, and Rump (2000) developed 

several programming formulations to avoid this aspect. Several studies consider forecast-based lotsizing 

strategies without referring to demand uncertainty explicitly, e.g., see Heath and Jackson (1994), Lee, 

Padmanabhan, and Whang (1997), Graves (1999), and Chen, et al. (2000). These papers require the use 

of particular statistical forecasting methods. A recent study (Babai, et al., 2009) proposes a generic 

forecast-based stochastic lotsizing policy which allows a broader range of forecasting methods and 

patterns. Their policy assumes a single-stage single-item problem with uncertain lead-times, a cycle 

service level criterion, and a backlog of missed demand. A simulation study with empirical data is used 

to validate the inventory policy. A forecasting horizon of, at most, 21 periods is used to perform 

inventory control for 135 SKUs. The study results show that a cycle service level is achieved only for 

the lower target service levels. Similarly to Babai, et al. (2009), we consider a single-item forecast-

based inventory control problem which considers stochastic and dynamic demands, stochastic lead-
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times, and forecast errors, and we also test the model empirically. In particular, the forecast error 

attribute is exceptional in this context. In contrast to Babai, et al. (2009) we consider a fill-rate service 

level instead of a cycle service level, lost-sales instead of backordering, and dynamic instead of 

stationary periodic review periods and order quantities. It should be noted that the studies similar to 

ours often consider backordering instead of lost sales. For a literature overview of inventory control 

policies which do consider lost sales we refer to Bijvank and Vis (2010). 

Lastly, we discuss the state-dependent property in the context of inventory control. Several 

researchers have assumed Markovian aspects in inventory control policies (Johansen, and Thorstenson, 

1993, 1996; Cheng, and Sethi, 1999; Sapna Isotupa, 2006; Tomlin, 2006; Sebnem Ahiska, et al., 2013). 

Either Markovian demand or supply lead-times are assumed, but none of the studies consider state-

dependent decision making for inventory control with a target fill-rate fulfilment criteria like we do. 

This literature review discussed several classes of inventory control problems and showed the 

scientific contribution of our DICP; according to our review, none of the studies in the literature 

consider the same dynamic problem, nor do these studies present a policy with the same characteristics 

as ours. 

 Model description 

Our dynamic inventory control policy (DICP) involves three distinct phases. The first phase is 

concerned with setting the initial input parameter settings, which is done prior to beginning the planning 

horizon. This phase is discussed in detail in Sections 4.4 and 4.5 in which experiments are performed. 

The second phase involves an iterative process: at every period  in the planning horizon, eight 

procedures are performed sequentially to reevaluate control parameters such that a decision can 

eventually be made to place an order or to postpone ordering. In the third phase, at the end of the 

planning horizon, we register the key performance indicators: the incurred overall cost, denoted by ,  

and the realized fill-rate, represented by ∗ . Figure 4-1 depicts these three phases schematically.  

Notations throughout this section coincide as much as possible with the notations used by Silver, 

Pyke, and Peterson (1998). All input parameters are denoted by  in conjunction with a unique 

uppercase suffix to allow for easy identification. For input parameters, an uppercase suffix indicates a 

unique notation, while a lowercase suffix is the index of the parameter. For instance,  denotes the 

ATM capacity and  the real demand per period . Appendix B.2 lists all notations. 
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Figure 4-1. Schematic depiction of our dynamic inventory control policy 
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The DICP aims at realizing ∗  which is equal to or higher than the target fill-rate, denoted by , 

while incurring low overall inventory holding and replenishment costs . Because a finite planning 

horizon and stochastic demands are considered, we cannot be sure to always achieve the target fill-rate. 

Throughout this chapter we aim at achieving the fill-rate with a probability  of at least 50 percent, 

meaning that this metric shall be achieved in at least 50 percent of all measurement periods. It must be 

noted that our policy is able to deal with any percentage in order to suit different objectives. For instance, 

if the performance is measured per month, the target fill-rate may not be achieved in some months, as 

long as the target is achieved for more than 50 percent of all months. This is particularly useful for a 

logistics manager who maintains a network of ATMs since this manger is particularly interested in the 

overall availability of its ATM network and to a lesser extent in the availability of a single ATM. If the 

inventories of a small subset of ATMs, or of a single ATM, is managed, then the probability of not 

achieving the fill-rate for each measurement periods is statistically larger due to the ‘law of large 

numbers’ theorem and hence a higher probability of  is advisable. 

We depict the calculations of the key performance indicators in Procedure 4-1. The total cost  is 

obtained by summing the inventory holding cost , multiplied by the inventory  held at each period 

 in the planning horizon, and adding the cost per replenishment  multiplied by the number of 

performed replenishments . The realized fill-rate ∗  is computed by dividing the cumulative fulfilled 

demand by the cumulative total demand ∑  during the planning horizon . The cumulative 

fulfilled demand is obtained by subtracting the lost-sales to date  from the total cumulative demand 

∑ . 
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Procedure 4-1. Key performance indicators 

1: set ∶ ∙ ∙  

2: set ∗ ∶  

The following subsections in Section 4.3 describe all procedures of the DICP. These procedures are 

addressed in chronological order, except for the key decision to reorder or postpone ordering, which is 

described up front in Section 4.3.1. When applying the DICP, this key decision is made at the end of 

the second phase, but we discuss it first to substantiate the necessity of the preceding procedures. 

Section 4.3.2 updates the demand parameters and Section 4.3.3 computes the inventory parameters. 

Next, the lead-times are calculated in Section 4.3.4 and the estimated residual inventory and the order 

quantities are calculated in Sections 4.3.5 and 4.3.6, respectively. The estimated missed demand is 

computed in Section 4.3.7, and lastly, the fill-rate buffer and the efficiency parameter are calculated in 

the concluding Section 4.3.8. 

4.3.1 Procedure: Reorder or not? 

Orders need to be placed timely to avoid having too much lost-sales at the end of the planning horizon 

, but also not too early in order to remain cost-efficient. Achieving a higher fill-rate than the fill-rate 

of  is not problematic, although this will not be awarded in any way. As argued earlier, our problem 

setting implies that we cannot be completely sure to achieve the target fill-rate for every individual 

ATM, so therefore, we aim for achieving the fill-rate with a probability of  larger than 50 percent. A 

global chance-constraint representing the input parameter  is available to allow the manager to decide 

on the probability of the allowed stock-out. This parameter ensures that only a fraction of the fill-rate 

buffer  may be lost per replenishment. 

The fact that a fraction of the demand in the planning horizon may be missed creates an interesting 

trade-off. Demand that is lost in the beginning of the planning horizon cannot be missed at the remainder 

of the horizon, and vice versa; if all demand is satisfied in the beginning of the horizon, relatively more 

demand may be lost later on. The DICP does not waste the entire lost-sales margin in a single 

replenishment cycle, but instead balances the incurred lost-sales equally over the planning horizon. This 

is achieved by storing and recalling the amount of lost-sales throughout the planning horizon. We refer 

to this characteristic as state-dependent decision making. 

The decision to reorder can be rephrased into the following: can ordering be postponed until the 

next possible review period to reduce overall cost without missing ‘too much’ demand? To answer this 

question, the expected cost and expected lost-sales need to be computed for when ordering is postponed 
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until the first possible review period. The expected lost-sales when postponing, denoted by , is a 

crucial control parameter in the DICP and is calculated in Section 4.3.7. Postponement in this context 

does not necessarily indicate that an order must be placed at the next review period because the DICP 

reassesses the decision again in future periods. 

Procedure 4-1 displays the pseudo-code of the key decision by asking, should an order be placed or 

not? We check whether the current period ∗ is an element of the set of review periods . If true, a 

decision is made to either order or postpone in Line 3. If an order is placed, the inventory position  is 

increased with the order quantity . We refer to the procedure for the order quantity calculation in 

Section 4.3.6.  

The condition in Line 3 in Procedure 4-1 consists of two criteria, both of which must be satisfied to 

reorder. The first condition examines whether order postponement is expected to result in more lost-

sales  than ‘acceptable’, while the second condition ensures postponement can still be an option 

when much demand has already been missed in preceding periods of the planning horizon. 

Regarding the first criterion, we denote , the fill-rate buffer, as the expected amount of demand 

which may be missed until the end of the planning horizon while still achieving the fill-rate. In addition, 

we denote  as the relative efficiency improvement. This parameter  is derived from the expected 

residual inventory before ordering and the expected order quantity for two scenarios: when ordering at 

the current time ∗ or when postponing. If , then order postponement is more likely and if , 

then it is less likely. The computation of  is provided in Section 4.3.8. To satisfy the first criterion of 

Line 3, the multiplication of the fill-rate buffer , the parameter , and the allowed stock-out 

probability  must be smaller than the estimated lost-sales . 

The second criterion of the function in Line 3 in Procedure 4-1 checks whether the estimated lost-

sales  is larger than the ATM capacity  multiplied by the target fill-rate . This second criterion 

ensures an efficient decision is made even if the buffer is very small or negative. 

Procedure 4-1 Reorder or not? 

1: update control parameters (see Sections 4.3.2 until 4.3.8) 

2: if ∗ ∈  then 

3:  if ∙ ∙  and ∙  then 

4:   set ∶  

5:   for ∗ and for ,  do 

6:    set ∶ ∙ ~  

7:   end for 

8:  end if 

9: end if 
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When placing an order in practice, the lead-time is only known with limited accuracy; the delivery 

day is known, but the exact time of delivery is not. To test the DICP numerically, we have to assign a 

lead-time in hours. This is done in Line 6, where the true lead-time  in hours is computed by adding 

the number of hours until midnight (i.e., 23 hours minus the current hour is equal to ), the regular 

number of days  to process the order and the number of hours until the replenishment is due on the 

day of delivery is denoted by a discrete probability distribution in parameter . In Section 4.3.3 we 

adjust  such that the quantity of hours until the delivery period reduces when time progresses. 

We conclude this subsection with an example decision problem that can be encountered in practice. 

In Figure 4-4, we schematically illustrate a problem at a review period on a given Friday afternoon 

when the DICP needs to make a reorder decision. Placing an order on Friday in this example would 

result in delivery on Saturday, while postponement would lead to a delivery earliest on Monday because 

Sunday is a non-delivery day. Note that the figure does not depict the demand and lead-time variability 

and that the order quantity decision is not visualized. The question in this example is whether the 

expected lost sales  in the case of postponing is acceptable given the long-term fill-rate buffer  

and whether it offsets the efficiency improvement compared to ordering at the current time ∗. This 

question can be answered if all procedures are performed to calculate the required control parameters 

by using the subsections that follow. 

4.3.2 Procedure: Demand tracking and forecasting 

We consider the real demands  per period  to become available when they occur in a current period 

∗. Hence, real demands are available for preceding periods ∈ ,… , ∗ , but not for future periods 

∈ ∗ , … , . At the beginning of each period, the demand vector  is updated with the real 

demand for period ∗ and with forecasts for ∈ ∗ , … , . The standard deviation vector  

is also updated with forecasts for periods ∈ ∗ , … , . The forecasts are computed with the 

forecasting model presented in Chapter 3. 

4.3.3 Procedure: Inventory updating 

This subsection updates the inventory control parameters. If the real demand  at the current time ∗ 

can be satisfied from on-hand inventory, this demand is deducted from both the inventory level  and 

the inventory position . In the event of insufficient inventory, then the amount of lost-sales is 

registered in , the inventory position  is reduced by the fraction of the demand that can still be 

filled, and the inventory level  is set to zero. 
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Figure 4-2. Schematic depiction of a reorder decision at a review period (green line indicates 
postponement scenario) 
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If an order is outstanding at time ∗, i.e., when , we deduct an hour from the true lead-time 

 to make sure another hour of the lead-time is covered. When the delivery is due, i.e., when	 , we 

set ∶ . However, if the inventory position  exceeds the ATM holding capacity , then the 

overflow inventory is registered in the control parameter  and the inventory level is set equal to the 

holding capacity. We do not incur an additional cost for the overflow inventory, because the order 

quantity  is chosen in Section 4.3.6 so that the overflow inventory is kept low. We discuss the 

obtained overflow inventory in the results of the performed experiments in Section 4.4.1. 

4.3.4 Procedure: Lead-time determination 

The order-lead time is comprised of three components: (i) The number of hours from the reorder period 

until midnight, (ii) a standard number of days  to process the order increased by intervening non-

delivery days, and (iii) the number of hours it takes from midnight until an order is actually delivered. 

Only the first and second components are combined into the control parameters  and . The number 

of periods of  represents the lead-time if ordered at the current period ∗, whereas the other lead-time 

of  represents the number of periods from the current period ∗ until midnight before the delivery 

day, if ordered at the next possible review period ( ∗ ). The length of the third lead-time 

component is stochastic and is addressed in Section 4.3.5. 

Non-delivery days, such as Sundays, cause the lead-times  and  to be non-stationary, because 

they sometimes intervene and extend the standard lead-time . We distinguish between two input 

parameters,  and , to represent non-delivery holidays and non-delivery weekdays, respectively. In 

addition, three dummy parameters , , and  are used in the procedure to easily set the lead-times. 

The pseudo-code in Procedure 4-2 provides the exact computations for lead-time parameters  and . 

Procedure 4-2. Lead-time determination 

1: set , , ∶  

2: for ∗  do 

3:  if ∈  or  then set ≔  and go to Line 2 

4:  else set ≔  

5:  end if 

6: end for 

7: if  then go to Line 10 

8: else go to Line 13 

9: end if 

10: if  then set ≔  and set ≔  and go to Line 2 

11: else set :  and go to Line 2 

12: end if 

13: if ⁄  then set ≔  and end procedure 
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14: else set :  and go to Line 2 

15: end if 

4.3.5 Procedure: Estimated residual inventory 

The residual cash in an ATM at the moment of replenishment is referred to as the residual inventory. 

As with the lead-time, the residual inventory is estimated for both scenarios; if ordered at ∗ and if 

ordered at the next possible review period ( ∗ ). These estimations are registered in the control 

parameters of  and , and fulfill two purposes; firstly to determine the efficiency parameter  (see 

Section 4.3.8), and secondly to calculate the order quantity (see Section 4.3.6). 

The lead-time until the midnight before the delivery is calculated in the previous Section 4.3.4, but 

the last lead-time component related to the time of delivery is still missing. Hence, the delivery day is 

known, but the actual delivery hour is not. In practice, a user usually has more information at hand than 

‘somewhere between 00:00AM and 23:59PM’, because the cash-in-transit (CIT) company performing 

the replenishment has a shift duration, e.g., between 8:00AM and 18:00PM. To cater to a realistic 

operation and leave the user plenty of flexibility, we use a separate parameter, denoted by , which is 

a vector of 24 percentages, each representing the probability of the delivery occurring at a specific hour 

 in the day. This allows the user to insert any past knowledge regarding the timing of previous 

deliveries. 

Lines 1 and 2 in Procedure 4-3 show the calculations for the estimated residual inventories (  and 

). For each hour of the day, the probability of a potential stock-out is multiplied by the expected 

residual inventory. In this equation, the expected residual inventory is calculated by subtracting the 

cumulative demand  during the lead-time, i.e., for ∈ ∗, … , ∗ , from the inventory  at 

the current time ∗. The only difference between the calculations of  and  is that for  the lead-

time  is used instead of . 

Procedure 4-3. Estimated residual inventory 

1: set ≔ ∗

∗

∗

 

2: set ≔ ∗

∗

∗
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4.3.6 Procedure: Order quantity computation 

Similarly to the lead-time parameters  and  and the residual inventory parameters  and , we 

calculate the reorder quantity for both scenarios, denoted by  and . To calculate these quantities, 

we adopt principles of the Silver-Meal heuristic (Silver, and Meal, 1973) and extend these principles in 

our unique computation to fit our problem. Principles of the Silver-Meal heuristic are used because 

firstly, this heuristic outperforms other heuristics, (for example the Economic Order Quantity (EOQ) 

expressed as a Time Supply introduced by Brown (1977), the Part-Period Balancing (PPB) policy 

(DeMatteis, 1968), and the Least Unit Cost (LUC) (Baker, 1989)). Secondly, the Silver-Meal heuristic 

yields only slightly higher cost, i.e., a gap of at most 0.943 percent (Baker, 1989), compared to the exact 

algorithm proposed by Wagner and Whitin (1958) in a multi-replenishment cycle planning horizon. The 

Wagner-Within algorithm and other policies developed more recently focus on making replenishment 

decisions for multiple future cycles, but we believe, especially for a real-world ATM replenishment 

problem, that planning decisions for more than two cycles ahead is useless because of stochasticity and 

forecast errors. It should be noted that the procedure we describe in this subsection does not decide 

when to order, but only how much to order if an order is placed at a certain time. In contrast to the 

Silver-Meal heuristic, we do look further ahead than only a single replenishment cycle to ensure 

efficient just-in-time future replenishments. 

The Silver-Meal heuristic calculates the order quantity as follows: starting with a temporal order 

quantity equal to the forecasted demand of only one subsequent period, this quantity is iteratively 

increased with the subsequent period’s demand  in the range of future periods ∈ ∗ , … ,  

until an order quantity is found that results in the lowest average holding cost and replenishment cost 

per period. In the remainder of this subsection, we address several extensions of this calculation in order 

to cope with stochastic demands and in order to ensure that the resulting order quantity is efficient long 

term. 

Procedure 4-4 shows the order quantity calculation for the first quantity . The second quantity 

 is obtained through similar computations, for which only the control parameters of ,  and  are 

replaced with , , and . The procedure introduces five dummy parameters:	 , , , , . The 

purpose of each dummy is explained in the remainder of this subsection. 

Procedure 4-4. Order quantity 

1: set ; ; ; :  and set ≔ ∑ ∙ .  

2: set ≔  

3: for ∗  do 

4:  set :  and set ≔  and set ≔ ⁄  

5:  if ∉  and ∉  and and  and  then 
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6:   set ≔  and set :  

7:   go to Line 2 

8:  else if  then 

9:   go to Line 13 

10:   end if 

11:  else go to Line 2 

12:  end if 

13: end for 

Line 1 in Procedure 4-4 ensures that all dummies, except for dummy , are set to zero. Dummy 

 represents the expected number of periods between midnight (i.e., 0) and the expected delivery 

hour. Line 2 keeps track of the iteration number in dummy . Since the order quantity is destined to 

satisfy demand incurred in periods after the replenishment has been performed, we only look at periods 

that succeed the current period ∗  plus lead-time , dummy , and dummy  (see Line 3). The 

cumulative holding cost parameter , the iteration’s order quantity , and the iteration’s overall cost 

per hour  are computed in Line 4. In Line 5, we check whether five conditions are satisfied: that the 

respective period is not a holiday, i.e., ∉ , not a weekend day, i.e., ∉ , is a delivery period, 

i.e., , that the iteration’s average cost per period is lower than the lowest order quantity 

registered yet, i.e., , and that the order quantity is equal to or smaller than the ATM holding 

capacity, i.e., . The first three checks avoid having costly situations in which deliveries are 

scheduled at times when no deliveries can be performed (e.g., Holidays, Sundays, or at night). In other 

words, these three checks account for just-in-time deliveries and small residual inventories just before 

delivery. 

If all five conditions are met, the new lowest hourly cost  is registered in control parameter  

and the new order quantity is registered in the decision variable  in Line 6. The order quantity  is 

calculated by subtracting the estimated residual inventory  (see Section 4.3.5) from the iteration’s 

order quantity . The residual inventory is subtracted to ensure that the ordered quantity is added to 

the residual inventory upon delivery. If one or more conditions of Line 5 are not met, we proceed to 

Line 8, which checks whether the order quantity exceeds the holding capacity. If satisfied, we end the 

procedure. Note that we evaluate all feasible order quantities and we do not stop when a (local) 

minimum average cost  is found. If the procedure is stopped and a decision is made to reorder (see 

Section 4.3.1), then the quantity  will be ordered. A long-term efficient solution is obtained since we 

calculate both quantities  and . This allows us to compare the efficiency of both quantities and use 

this information in the control parameter  which affects the ultimate decision to place an order or to 

postpone an order. See Section 4.3.8 for the calculation of control parameter . 
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4.3.7 Procedure: Estimated lost-sales 

This subsection calculates the estimated lost-sales , which is a key control parameter in the decision 

to reorder (see Section 4.3.1). The amount of lost-sales  is calculated for the scenario in which 

ordering is postponed until the next review period. Procedure 4-5 shows the necessary computations for 

, which are briefly discussed thereafter. 	  is used in the procedure as abbreviation for 

the cumulative distribution function of the normal distribution. 

Procedure 4-5. Estimated lost-sales 

1: let  be a dummy value indicating the time index for several control parameters 

2: for all ∈ ,… ,  

3: 
 set ≔ ∑

∗

∗  and set ≔ ∑
∗

∗  

4:  set ≔ ~ X ; ;  

5:  set ≔ ∑ ∗  

6: end for all 

7: set ∑  

We calculate the cumulative mean demand forecasts  and its cumulative standard deviation  

in Line 3. Line 6 computes the lost-sales parameter  by multiplying two components for a number 

of periods ( ∈ ,… , ). The first component denotes the out-of-stock probabilities  for all 

periods  and is computed in Line 4 by drawing from the normal cumulative distribution function. It 

can be expected that the cumulative probability of having a stock-out  increases with larger time 

durations , which makes sense because the cumulative customer demand  that must be filled from 

the inventory increases as well. The second component (see Line 5) calculates the estimated missed 

demands  for each case in which the ATM is replenished at period ∗ . This calculation is 

elaborate since the delivery probability for each hour on the day of delivery must be accounted for. The 

delivery probabilities are given in input parameter . For each value of  the cumulative demand up 

to period ∗  is subtracted from the cumulative demand up to period ∗ . 

4.3.8 Procedure: Fill-rate buffer and the efficiency parameter 

We denote the fill-rate buffer  as the expected demand which may be missed until the end of the 

planning horizon , such that the fill-rate  can still be achieved. Line 1 of Procedure 4-6 computes 

the fill-rate buffer. We sum all  for the entire planning horizon to obtain the expected total demand 

during the planning horizon. This amount becomes more accurate over time, because it gets filled with 

real demands, instead of forecasts, up to the current period ∗. The expected total demand is multiplied 
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with the target fill-rate, subtracted by one, in order to estimate the total amount allowed to be missed. 

Lastly, we subtract the amount of lost-sales  already missed since the start of the planning horizon. 

Procedure 4-6. Fill-rate buffer and the efficiency parameter 

1: set ≔ ∑  

2: set : / / ⁄  

In Line 2 of Procedure 4-6 we calculate the efficiency parameter  which allows us to look further 

than simply the current replenishment cycle. While determining order quantities (see Section 4.3.6), we 

also stored the average cost per period in control parameters and . These are used together with 

the estimated residual inventories of  and  to compute the efficiency parameter . A value of 

 implies postponing is less expensive than ordering at the current time ∗ , because postponing is 

expected to result in less residual inventory and/or an order quantity yielding a lower average cost. 

 Numerical experiments 

Simulation experiments are performed in this section to numerically validate the dynamic inventory 

control policy which is developed in the previous Section 4.3. Simulation as an approach to performance 

testing is often used for testing heuristics (e.g., control policies and decisions rules) and, as such, is 

particularly suitable here. A three-stage validation approach is chosen, which is depicted schematically 

in Figure 4-3. Section 4.4.1 presents the performance comparison between our DICP on the one hand 

and the approximation algorithm for the , ,  inventory system by Tijms and Groenevelt (1984) on 

the other hand, while assuming stationary demand. We thereafter compare the obtained DICP 

performance for the stationary demand case with the DICP performance for the non-stationary demand 

case in Section 4.4.2. We state that non-stationary demands involve more uncertainty than stationary 

demands and can therefore yield only the same or higher costs. This statement is substantiated by the 

following reasoning: In real life, deliveries are performed during the daytime when ATMs are used 

more frequently. This means that if an ATM delivery is too late to overcome a stock-out, more demand 

will be missed (with realistic non-stationary demands) than if the ATM had been used with the same 

regularity (i.e., stationary demands) for each hour, regardless of the time of day. Section 4.4.3 indicates 

the DICP’s ability to cope with non-stationary demands. Section 4.4.4 concludes this section with a 

sensitivity analysis. 
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Figure 4-3 Three-stage approach to numerical validation of DICP 

DICP performance

stationary demand

TG performance

stationary demand

DICP performance

non-stationary demand

step 3

step 1

step 2

comparison feasible

comparison only via 
step 1 and 2

 

4.4.1 Step 1: DICP (stationary demand) versus , ,  system (stationary demand) 

The approximation algorithm for the , ,  system proposed by Tijms and Groenevelt (1984), 

considers a target fill-rate, stationary stochastic demands, and assumes the inventory level is reviewed 

every  period and is reordered up-to-level  if the inventory level is lower than level . In this 

benchmark analysis we compare the Tijms and Groenevelt (1984) algorithm (henceforth abbreviated as 

TG) with the DICP by assuming stationary demands. Table 4-1 presents the DICP parameter settings 

used in the benchmark analysis. In order to comply with TG assumptions, the parameter settings 

coincide as much as possible with a real-world ATM replenishment operation encountered in the 

Netherlands, except for the following two parameters: 

1) In real life deliveries are performed during a specific time window. However the TG is unable 

to cope with a discrete distribution for deliveries, and so we assume deliveries are scheduled 

daily at 12:00AM. In addition, we assume there are no non-delivery days, meaning that 

deliveries can be performed during weekends as well. 

2) In real life demands are non-stationary, but the TG is unable to cope with non-stationary 

demands and therefore we assume normally distributed demands in this comparison. 

Table 4-1. Benchmark analysis input parameter settings 

Parameter settings Description 

	≔	1 
	≔	1 for 	=	12 

	≔	0 for all 	≠	12 

	≔	 8,32,56,…,  

The inventory is reviewed daily at 8:00AM 
and if an order is placed, it is delivered the 
next day at 12:00AM. 

	≔	NORMAL~
	∈ 500,…,1000
∈	 250,…,500

 for all  
The demand per period is stochastic and 
stationary with a mean of €500 to €1,000 
and a standard deviation of €250 to €500. 

	≔	0.99  The target fill-rate is 99 percent for each 
ATM 

	≔	365∙24  The planning horizon is 1 year 
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Parameter settings Description 

	≔	0.9  The allowed stock-out probability is set to 
0.9 

, 	≔	∅  There are no non-delivery days 

	≔	 0.01,0.03,0.05 / 365∙24   The annual interest rate of 1%, 3% or 5% 

	≔	120  Each replenishment costs €120  

	≔	260,000  The ATM holding capacity is €260,0001 

The TG was implemented by De Kok (2014) in a MS Excel spreadsheet, which we have used for 

this analysis. Since the TG generates output for an infinite planning horizon, a single replication is 

sufficient. The DICP has been implemented in the Rockwell Software Arena 14.0 simulation 

environment. The planning horizon for the DICP is set to 1 year to resemble a real-world setting. For 

the DICP experiments, we ran 200 replications of each instance to satisfy the minimum number of 

replications derived by using the formula suggested by Law and Kelton (2000) and a .95 confidence 

interval. Each replication took approximately 3.5 seconds using an Intel quad-core i7-3537 CPU @ 2.5 

GHz system running on a 64-bit Windows 8 operating system with 4.00 GB of RAM. The results are 

presented in Table 4-2 and Instances 1-6 demonstrate that the DICP performs particularly well when 

the ATM capacity limits the order quantity. If the capacity is not constraining the problem, the DICP 

performs slightly lower, which can be attributed to the smaller order quantities. The lower performance 

might also have to do with the fact that we applied aspects of the Silver-Meal heuristic which is not 

originally intended for stochastic demand problems. The impact of these aspects are limited, though, 

since the obtained gaps are smaller than 0.01. The same gap was observed by Baker (1989) who also 

applied the Silver-Meal heuristic for a stochastic demand problem. 

Table 4-3. 

Table 4-2 shows that the annual overall cost  for both the TG and the DICP. The overall cost per 

ATM deviates between approximately €3,000 and €11,000 per year. The last column presents the gap 

between both approaches as a 95 percent confidence interval. All instances show small gaps of -1.33 to 

0.97 percent, indicating the DICP sometimes performs almost as well as the TG and outperforms the 

TG in other instances. We attribute these negative gaps to the state-dependent property of the DICP. 

The state-dependent property ensures that the DICP considers the remaining ‘room for error’, meaning 

that it efficiently anticipates new information in real-time with respect to the remaining amount of 

demand that may be lost while still satisfying the target fill-rate. We depict several additional indicators 

for the same 18 instances in Instances 1-6 demonstrate that the DICP performs particularly well when 

the ATM capacity limits the order quantity. If the capacity is not constraining the problem, the DICP 

performs slightly lower, which can be attributed to the smaller order quantities. The lower performance 

                                                      
1 This is usual to regular ATMs, see e.g., Wincor Nixdorf (2014) 
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might also have to do with the fact that we applied aspects of the Silver-Meal heuristic which is not 

originally intended for stochastic demand problems. The impact of these aspects are limited, though, 

since the obtained gaps are smaller than 0.01. The same gap was observed by Baker (1989) who also 

applied the Silver-Meal heuristic for a stochastic demand problem. 

Table 4-3 to substantiate this reasoning. The table presents the average inventory level before and 

after delivery denoted respectively by  and , the achieved fill-rate, denoted by ∗ , the probability 

of achieving the target fill-rate, denoted by , and the number of replenishments, denoted by . The 

results indicate that the average inventory level before delivery  is clearly smaller for the DICP, which 

implies that less safety stock is required to satisfy the target fill-rate and hence that the state-dependent 

property is indeed paying off. Our DICP shows a realized fill-rate ∗ , which is amply above the target 

of 99 percent for all instances. The probability  of achieving the target fill-rate varies between 75 and 

95 percent, which clearly satisfies the 50 percent objective. It should be noted that outperforming the 

intended availability also involves higher costs. Hence, to meet more customer demand, an ATM has 

to be replenished more frequently. Therefore, it is not surprising that the DICP, which slightly over-

performs with the current parameter settings, results in slightly higher costs. As indicated before, the 

allowed stock-out probability parameter  can be decreased to reduce over-performing, but this 

increases the probability of not achieving the target fill-rate. 

Table 4-2. Results of the numerical experiments – DICP versus TG (part 1 out of 2) 

instance 
annual interest rate 

( 	∙	24	∙ 365) 

hourly 
demand 

,  

annual overall cost  % gap 
(95% confidence 

interval) TG DICP 

Inst-01 0.01 ( 500 , 250 )  €   3,318   €   3,348 ( 0.80 , 0.97 ) 

Inst-02 0.01 ( 600 , 300 )  €   3,742   €   3,761 ( 0.41 , 0.60 ) 

Inst-03 0.01 ( 700 , 350 )  €   4,174   €   4,178 ( -0.01 , 0.18 ) 

Inst-04 0.01 ( 800 , 400 )  €   4,616   €   4,593 ( -0.60 , -0.41 ) 

Inst-05 0.01 ( 900 , 450 )  €   5,069   €   5,028 ( -0.92 , -0.70 ) 

Inst-06 0.01 ( 1000 , 500 )  €   5,533   €   5,466 ( -1.33 , -1.07 ) 

Inst-07 0.03 ( 500 , 250 )  €   5,654   €   5,691 ( 0.56 , 0.76 ) 

Inst-08 0.03 ( 600 , 300 )  €   6,211   €   6,245 ( 0.44 , 0.64 ) 

Inst-09 0.03 ( 700 , 350 )  €   6,727   €   6,762 ( 0.41 , 0.63 ) 

Inst-10 0.03 ( 800 , 400 )  €   7,210   €   7,235 ( 0.24 , 0.45 ) 

Inst-11 0.03 ( 900 , 450 )  €   7,669   €   7,694 ( 0.22 , 0.45 ) 

Inst-12 0.03 ( 1000 , 500 )  €   8,133   €   8,129 ( -0.17 , 0.08 ) 

Inst-13 0.05 ( 500 , 250 )  €   7,365   €   7,396 ( 0.31 , 0.53 ) 

Inst-14 0.05 ( 600 , 300 )  €   8,100   €   8,131 ( 0.25 , 0.52 ) 

Inst-15 0.05 ( 700 , 350 )  €   8,782   €   8,798 ( 0.06 , 0.32 ) 

Inst-16 0.05 ( 800 , 400 )  €   9,421   €   9,432 ( -0.03 , 0.24 ) 
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instance 
annual interest rate 

( 	∙	24	∙ 365) 

hourly 
demand 

,  

annual overall cost  % gap 
(95% confidence 

interval) TG DICP 

Inst-17 0.05 ( 900 , 450 )  € 10,027   € 10,043 ( 0.02 , 0.31 ) 

Inst-18 0.05 ( 1000 , 500 )  € 10,604   € 10,619 ( 0.01 , 0.29 ) 

Instances 1-6 demonstrate that the DICP performs particularly well when the ATM capacity limits 

the order quantity. If the capacity is not constraining the problem, the DICP performs slightly lower, 

which can be attributed to the smaller order quantities. The lower performance might also have to do 

with the fact that we applied aspects of the Silver-Meal heuristic which is not originally intended for 

stochastic demand problems. The impact of these aspects are limited, though, since the obtained gaps 

are smaller than 0.01. The same gap was observed by Baker (1989) who also applied the Silver-Meal 

heuristic for a stochastic demand problem. 

Table 4-3. Results of the numerical experiments – DICP versus TG (part 2 out of 2) 

instance 

inventory 
before 

delivery  
(*1,000) 

inventory 
after delivery 

 (*1,000) 
achieved fill-

rate ∗  

probability of 
achieving the 
target fill-rate 

 

# 
replenishments 

per year  

TG DICP TG DICP TG DICP TG DICP TG DICP 

Inst-01 2.2 2.9 260.0 260.0 0.9900 0.9946 0.50 0.95 17.0 17.0 

Inst-02 4.3 3.4 260.0 260.0 0.9900 0.9943 0.50 0.94 20.6 20.5 

Inst-03 6.5 4.1 260.0 260.0 0.9900 0.9936 0.50 0.92 24.2 24.0 

Inst-04 8.9 4.5 260.0 260.0 0.9900 0.9933 0.50 0.90 27.9 27.4 

Inst-05 11.5 5.9 260.0 260.0 0.9900 0.9930 0.50 0.91 31.7 31.0 

Inst-06 14.1 7.0 260.0 260.0 0.9900 0.9925 0.50 0.88 35.6 34.6 

Inst-07 4.4 3.1 194.0 184.9 0.9900 0.9927 0.50 0.82 23.1 24.1 

Inst-08 5.9 3.7 213.8 205.0 0.9900 0.9928 0.50 0.86 25.3 26.1 

Inst-09 7.6 4.6 232.4 220.1 0.9900 0.9929 0.50 0.89 27.3 28.4 

Inst-10 9.4 4.8 250.2 227.1 0.9900 0.9928 0.50 0.89 29.1 31.5 

Inst-11 11.5 5.9 260.0 243.5 0.9900 0.9925 0.50 0.87 31.7 33.2 

Inst-12 14.1 6.8 260.0 256.6 0.9900 0.9928 0.50 0.91 35.6 35.1 

Inst-13 6.0 3.4 153.3 144.2 0.9900 0.9922 0.50 0.78 29.7 31.1 

Inst-14 7.8 4.3 169.5 158.3 0.9900 0.9918 0.50 0.75 32.5 34.1 

Inst-15 9.8 5.0 184.6 171.1 0.9900 0.9919 0.50 0.78 35.1 36.9 

Inst-16 11.8 5.5 198.8 176.0 0.9900 0.9920 0.50 0.80 37.5 41.1 

Inst-17 13.8 6.8 212.5 190.5 0.9900 0.9919 0.50 0.79 39.7 42.9 

Inst-18 15.9 7.9 225.5 203.4 0.9900 0.9918 0.50 0.80 41.8 44.8 

As noted in the model description in Section 4.3, the stochastic time-varying demands and lead-

times may cause an overflow inventory at replenishments, meaning that the order quantity plus the 

residual inventory exceeds the holding capacity. All 18 instances show an average overflow inventory 
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 smaller than 2 percent of the ordered quantities, while 89 percent of the instances even show an 

average overflow lower than 0.5 percent. We consider these overflow percentages to be small enough 

to not incur any additional cost for sorting and counting overflow banknotes at the depot. 

This section demonstrated that our DICP performs very well in a stationary demand setting 

compared to the TG: gaps smaller than 0.97 percent are obtained, and in some cases the DICP even 

outperforms the TG algorithm. The TG approximation algorithm is unable to cope with non-stationary 

demands, and so we have to investigate the performance of our DICP for a non-stationary demand case. 

4.4.2 Step 2: DICP (stationary demand) versus DICP (non-stationary demand) 

In addition to the stationary demand comparison between the DICP and the TG, we assess the 

performance of the DICP under stationary (denoted by DICP1) versus non-stationary (denoted by 

DICP2) demand while assuming a 3 percent annual interest rate. The applied input parameter settings 

are identical to the settings used in the previous Section 4.4.1. The non-stationary demand case exhibits 

the same demand rate on average, but follows a real-world demand pattern (e.g., more demand during 

daytime, holidays, payday, etc.), which is identical to the case ATM patterns used in Section 3.4.3. We 

present the results of the comparison in Table 4-4 and Table 4-5. Table 4-4 demonstrates that DICP2 

yields equal or slightly higher costs than DICP1 because gaps of 0.00 to 1.09 are observed. As expected, 

due to increased uncertainty with non-stationary demands, the inventory level before and after delivery 

is slightly higher under non-stationary demand, causing a slightly higher average inventory level and 

hence more holding cost. The obtained gaps are very small and demonstrate that the DICP is very 

capable of dealing with non-stationary demands. 

Table 4-4. Results of the numerical experiments: stationary versus non-stationary demand while 
assuming a 3 percent annual interest rate (part 1 out of 2) 

instance 

hourly 
demand 

( , ) 

annual overall cost  

% gap 
DICP1 – DICP2 

(95 percent confidence interval) 

DICP1 
(stationary 
demands) 

DICP2 
(non-stationary 

demands) 

Inst-19 ( 500 , 250 ) € 5,691 € 5,708 ( 0.20 , 0.41 ) 

Inst-20 ( 600 , 300 ) € 6,245 € 6,254 ( 0.04 , 0.26 ) 

Inst-21 ( 700 , 350 ) € 6,762 € 6,769 ( 0.00 , 0.20 ) 

Inst-22 ( 800 , 400 ) € 7,235 € 7,251 ( 0.11 , 0.34 ) 

Inst-23 ( 900 , 450 ) € 7,694 € 7,749 ( 0.57 , 0.85 ) 

Inst-24 ( 1000 , 500 ) € 8,129 € 8,205 ( 0.78 , 1.09 ) 
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Table 4-5. Results of the numerical experiments – DICP: stationary versus non-stationary demand 
while assuming a 3 percent annual interest rate (part 2 out of 2) 

instance 

inventory before 
delivery  

(*1,000) 

inventory after 
delivery  

(*1,000) 
achieved fill-

rate ∗  

probability of 
achieving the 

target fill-rate  

# 
replenishments 

per year  

DICP1 DICP2 DICP1 DICP2 DICP1 DICP2 DICP1 DICP2 DICP1 DICP2
Inst-19 3.1 3.7 184.9 185.8 0.9927 0.9929 0.82 0.82 24.1 24.0 
Inst-20 3.7 4.1 205.0 206.8 0.9928 0.9926 0.86 0.81 26.1 25.9 
Inst-21 4.6 4.8 220.1 232.7 0.9929 0.9931 0.89 0.85 28.4 26.9 
Inst-22 4.8 5.7 227.1 245.7 0.9928 0.9924 0.89 0.82 31.5 29.2 
Inst-23 5.9 7.5 243.5 240.9 0.9925 0.9921 0.87 0.82 33.2 33.8 
Inst-24 6.8 8.5 256.6 248.2 0.9928 0.9923 0.91 0.86 35.1 36.6 

4.4.3 Step 3: DICP (non-stationary demand) versus TG (stationary demand) 

In general, it is impossible to make a fair comparison between two different solutions to two different 

problems. However, if we make the plausible assumption that a non-stationary demand case involves 

more variability than the stationary demand case (see the reasoning in the introduction of Section 4.4), 

and hence can only result in a lesser performance, then we can draw tentative conclusions from 

aggregating the gaps we observed in Step 1 (see Section 4.4.1) and Step 2 (see Section 4.4.2). By 

combining the gaps from instances 7-12 from Table 4-2 and instances 19-24 from Table 4-4, the 

resulting aggregated gap is at most 0.79 to 1.30 percent. We conclude that our DICP is hardly effected 

by the increased variability of non-stationary demands compared to stationary demands. The 

combination of all DICP components seem to elicit outstanding results. 

4.4.4 Sensitivity analysis 

This subsection tests the robustness of our DICP by performing a sensitivity analysis on the input 

parameters. As in the previous two sections, parameter settings are used that coincide with a real-world 

ATM replenishment operation encountered in the Netherlands:	 	≔	0.99, 	≔	365∙24, 	≔	0.9, 

	≔	0.03/365/24, 	≔	120, 	≔	260,000. Only two parameters are different from the settings in 

Sections 4.4.1 and 4.4.2 because we were unable to test these parameter settings earlier due to 

assumptions of the TG. Here, we state that deliveries cannot be performed on Sunday (i.e., 	≔	 7 ) 

and that deliveries are only performed between 9.00AM and 17.00PM with equal probabilities (i.e., 

	≔	0.125 for all hours 	∈	 9,	…,	16 ). 

The sensitivity analysis is performed for an indoor ATM and three outdoor ATMs, all showing 

different demand rates and patterns from real-world Dutch ATMs. Note that the indoor ATM only 

receives demand during opening hours. Each demand pattern is assessed in 39 instances with varying 

parameter settings. Using Rockwell Arena version 14.0 software, we were able to animate inventory 
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levels over time (see for Figure 4-4 for two examples). From these plots, we can visually validate several 

aspects of the DICP, namely: (i) intervening non-delivery days (i.e., Sundays) are observed since the 

lead-time is dynamic and non-stationary, (ii) time-varying dynamic demands are observed since the 

inventory level does not decrease steadily, (iii) low inventory level before delivery is observed showing 

that just-in-time deliveries are realized and only a few stock-outs of short durations occur, and (iv) non-

stationary inventory levels after deliveries are observed showing that the DICP occasionally reorders 

less inventory to achieve just-in-time deliveries at future replenishments. 

Figure 4-4. Screenshot of the Rockwell Arena simulation animation: Inventory level over 
approximately 5 months of the indoor ATM (above) and the outdoor ATM #2 (below) 

 

 

The results of the sensitivity analysis are presented in Table 4-6 and Table 4-7. The first table 

depicts the results for two outdoor ATMs, and the second table shows the results for the third outdoor 

ATM and the indoor ATM. The tables present the annual overall cost  for the baseline instance and its 

gap with the other instances. The other columns show the percentage  of replications which achieved 

the fill-rate and the average inventory levels just before delivery  and just after delivery . The 

headers of the tables include the average demand  in euro per hour. The tables demonstrate that the 

DICP is robust to a changing environment. As expected, a lower target fill-rate results in a lower overall 

cost (see instances 2-7), higher interest rates and lower replenishment costs result in choosing smaller 

order quantities (see respectively instances 10-18 and 19-22), and larger holding capacities only reduce 

the overall cost when this capacity is utilized (see instances 23-26). 

We highlight the notable results: 

 Choosing larger lead-times (see instances 8-9), increases uncertainty, but does not deteriorate the 

performance substantially. The DICP deals particularly well with demand variability during lead-

time. Two days (instead of one day) increases overall cost with at most 0.9 percent while three days 

(indoor ATM)

(outdoor ATM)
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increases cost with at most 1.3 percent. This is especially noteworthy since other studies, e.g., Rossi, 

et al. (2010), point out that costs skyrocket with increased lead-time uncertainty. 

 Reducing the probability of a stock-out by setting lower values of  (see instances 27-35) greatly 

increases the probability  of achieving the fill-rate. If a value lower than 0.6 is chosen, all 

instances return an achieved fill-rate that approaches 100 percent. Although the impact on  is 

substantial, the cost impact is relatively small. 

 Allowing deliveries to be performed on Sundays (see instance 36) while assuming deliveries are 

equally expensive on Sundays, does not necessarily decrease the overall cost. The cost impact for 

the three outdoor ATMs is rather small, respectively 0, -0.8, and -1.4 percent. Allowing for 

deliveries to be performed on Sundays especially impacts ATMs with huge demands because these 

require frequent replenishment. 

 If more non-delivery days are set in addition to Sundays (see instances 37-39), the DICP shows 

higher costs because it has less flexibility in planning deliveries. Although costs are higher, the 

impact is limited. If we prevent deliveries to be performed on Mondays, Wednesdays, Fridays, and 

Sundays, the total cost is increased by only 2-6 percent. We consider this cost increase to be very 

small since the number of delivery opportunities is halved. Hence, our DICP clearly anticipates 

intervening non-delivery days and efficiently adjusts its decisions accordingly. 

In short, the sensitivity analysis showed that all input parameters have the expected impact on 

performance and that the DICP is robust to a great variety of parameter settings. Therefore, we may 

conclude that the total cost increases only slightly with growing uncertainty and quantity of restrictions. 

For instance, when delivery is only possible during a few weekdays instead of all weekdays and when 

the lead-time is increased to several days instead of one, we observe only a minor cost increase. Next 

to that, the input parameters enable managers to be practically certain that the target fill-rate is achieved 

without greatly increasing expenses, e.g., for less than 1 percent additional cost, the probability of 

achieving the fill-rate already approaches 100 percent. 

 Case experiments 

This section tests the performance of our dynamic inventory control policy (DICP) by means of 

empirical data originating from three major Dutch commercial banks; ABN AMRO Bank, ING Bank, 

and the Rabobank. For a period of nineteen months, from January 1, 2008 until July 31, 2009, data was 

collected regarding the location, time, and euro amount of each single customer transaction performed 

at a sample of 135 ATMs from an asset base of approximately 6,500 cash-out ATMs. Covering an area 

of 41,543 km2 with a density of 16.8 million people, the Netherlands has a population density of 405 

people per km2 and has on average one cash-out ATM per 2,585 people. Within the same timeframe, 

we also gathered information regarding the realized inventory levels, the performed replenishments per 
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day, and the achieved fill-rates from these sample ATMs. The sample ATMs are chosen randomly, 

constitute a good representation of the population, and exhibit a great variety in demand rates, i.e., 

deviating from €200 to €3750 per hour. The demand patterns deviate considerably as well due to their 

geographical location, for example indoor or outdoor, urban or rural. 

Throughout 2008 and 2009, the Dutch commercial banks used several methods to manage the 

inventories of their ATMs. One bank applied decentralised decision making, meaning that local bank 

branch managers are in charge of cash logistics resulting in ad-hoc forecasting and ordering. The other 

two banks used computerized decision support systems (DSSs) named OptiCash (developed by Transoft 

International Inc., which was taken over by NCR Corporation in 2012) and ProCash Analyzer 

(developed by Wincor Nixdorf) for managing ATM’s inventories. Just like Castro (2009), we 

experienced that these vendors were reluctant to share any details regarding the algorithms they use in 

their software solutions. This leaves us with having to compare the realized overall cost and the achieved 

fill-rate with the performance of our DICP, while considering the exact same data. It should be noted 

that suggested order quantities and timings by an implemented DSS were regularly manually overruled, 

hence we do not benchmark our policy against only this DSS, but also against the bank’s overall cash 

management operations. 

We have pre-processed the empirical data to obtain demand aggregates per hour, which resulted in 

24 hours multiplied by 578 days, which equals 13,872 hourly demand figures per sample ATM. The 

demand figures are divided by a training dataset of 15 months and a test dataset of the subsequent 4 

months. The training period is merely used to train demand forecasts and the test period represents the 

planning horizon in which the performance is measured. A longer training period than the test period is 

chosen to ensure accurate demand forecasts are obtained by using the forecasting procedure developed 

in Chapter 3. Increasing the size of the training set contributes to the forecasting accuracy, but we 

figured a minimum test period of four months was required to obtain at least several replenishments per 

replication at ATMs with small demand rates. At least several replenishments are required to show the 

DICP benefits from looking ahead and from its state dependent decision making. 
  



Chapter 4 Dynamic Inventory Control Policy 

118 

Table 4-6. Results of the sensitivity analysis for outdoor ATMs #1 and #2 

  outdoor ATM #1 .  outdoor ATM #2 .  

  
 and 

% gap with 
Baseline  

  
 and 

% gap with 
Baseline  

 

  

 Scenario ∗ ,  ∗ ,  

1 Baseline € 6,155 0.94 4.6 195.7 € 8,584 0.77 12.3 240.3 

2 	≔	0.999 2.9 0.98 9.6 196.6 4.7 0.98 21.0 234.7 

3 	≔	0.995 1.2 0.98 6.5 196.1 1.6 0.92 15.3 238.7 

4 	≔	0.98 -1.2 0.85 3.0 195.8 -1.9 0.67 9.2 241.7 

5 	≔	0.97 -2.0 0.77 2.4 195.0 -3.3 0.64 7.3 243.1 

6 	≔	0.96 -2.6 0.72 2.1 193.3 -4.3 0.61 6.1 243.6 

7 	≔	0.95 -3.2 0.69 1.7 191.1 -4.9 0.58 5.9 244.3 

8 	≔ 2 0.2 0.84 5.0 196.1 0.2 0.76 12.9 240.3 

9 	≔ 3 0.4 0.76 5.6 196.5 0.6 0.73 13.7 239.9 

10 	≔ 0.01/365/24 -39.8 0.99 5.7 258.1 -32.0 0.81 12.5 255.3 

11 	≔ 0.02/365/24 -18.8 0.93 4.3 241.1 -16.3 0.79 12.5 255.1 

12 	≔ 0.04/365/24 15.7 0.89 4.1 188.8 15.9 0.73 11.9 211.0 

13 	≔ 0.05/365/24 29.8 0.76 4.1 172.8 29.8 0.73 12.5 199.9 

14 	≔ 0.06/365/24 42.4 0.64 4.5 150.4 41.8 0.67 11.7 191.3 

15 	≔ 0.07/365/24 54.7 0.58 4.8 129.0 52.9 0.64 10.8 182.9 

16 	≔ 0.08/365/24 66.8 0.66 5.1 116.2 63.7 0.62 10.4 181.2 

17 	≔ 0.09/365/24 79.1 0.69 5.5 104.0 74.7 0.60 10.4 179.3 

18 	≔ 0.10/365/24 88.5 0.64 5.6 102.6 85.7 0.62 10.5 177.8 

19 	≔ 40 -40.3 0.69 5.5 104.0 -41.8 0.60 10.4 179.3 

20 	≔ 80 -18.1 0.84 4.0 181.8 -18.3 0.73 11.9 208.5 

21 	≔ 160 14.9 0.93 4.2 230.3 16.9 0.80 12.5 254.4 

22 	≔ 200 28.7 0.96 4.7 246.9 34.2 0.80 12.5 255.4 

23 	≔ 180,000 1.5 0.79 5.3 175.2 10.5 0.66 12.3 176.6 

24 	≔ 220,000 0.1 0.97 4.5 192.8 3.9 0.85 14.2 211.8 

25 	≔ 300,000 -0.1 0.94 4.3 195.1 -1.8 0.79 10.5 265.1 

26 	≔ 340,000 0.0 0.96 4.5 193.7 -2.3 0.77 9.6 288.5 

27 	≔ 0.1 2.2 1.00 8.3 195.9 4.1 1.00 19.7 234.8 

28 	≔ 0.2 1.8 1.00 7.6 196.0 2.7 1.00 17.2 237.1 

29 	≔ 0.3 1.3 1.00 6.8 195.7 1.8 1.00 15.5 238.6 

30 	≔ 0.4 1.0 1.00 6.2 195.7 1.0 1.00 14.0 239.1 

31 	≔ 0.5 0.8 1.00 5.7 195.4 0.6 1.00 13.2 239.9 

32 	≔ 0.6 0.5 1.00 5.3 195.3 0.2 0.99 12.6 240.2 

33 	≔ 0.7 0.3 0.99 5.0 195.2 0.1 0.95 12.3 240.4 

34 	≔ 0.8 0.2 0.99 4.8 195.3 0.0 0.88 12.3 240.1 

35 	≔ 1.0 0.0 0.88 4.6 196.1 -0.1 0.72 12.1 240.0 

36 	≔	 ∅  0.0 0.94 4.6 195.7 -0.8 0.74 10.4 240.2 

37 	≔	 6,7  0.7 0.95 6.0 195.7 4.2 0.99 19.1 228.8 

38 	≔	 5,6,7  3.3 1.00 11.0 201.7 10.6 1.00 21.4 199.0 

39 	≔	 1,3,5,7  3.1 1.00 10.6 198.6 5.6 1.00 19.5 220.2 
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Table 4-7. Results of the sensitivity analysis for the outdoor ATM #3 and the indoor ATM 

  outdoor ATM #3 .  indoor ATM .  

  
 and 

% gap with 
Baseline  

 

  
 and 

% gap with 
Baseline  

  

 Scenario ∗ , ∗ ,  

1 Baseline € 10,169 0.84 18.8 254.8 €8,103 0.88 13.7 233.6 

2 	≔	0.999 2.6 1.00 23.6 253.3 8.4 1.00 28.6 222.5 

3 	≔	0.995 1.1 0.97 21.0 254.9 2.3 0.99 17.8 230.1 

4 	≔	0.98 -2.3 0.72 14.4 254.8 -2.5 0.76 9.4 236.4 

5 	≔	0.97 -3.7 0.63 12.3 255.0 -4.0 0.69 7.0 237.6 

6 	≔	0.96 -4.8 0.61 11.0 255.4 -5.1 0.67 5.6 238.2 

7 	≔	0.95 -5.4 0.58 10.9 255.1 -5.9 0.64 4.7 237.6 

8 	≔ 2 0.2 0.88 19.2 254.9 0.9 0.90 15.3 231.1 

9 	≔ 3 0.6 0.80 20.4 255.0 1.3 0.94 16.1 230.0 

10 	≔ 0.01/365/24 -26.9 0.88 18.7 254.8 -34.3 0.95 12.7 255.0 

11 	≔ 0.02/365/24 -13.5 0.87 18.7 254.8 -16.6 0.88 13.6 245.9 

12 	≔ 0.04/365/24 12.4 0.74 15.3 245.4 16.2 0.74 13.1 201.9 

13 	≔ 0.05/365/24 25.1 0.73 14.9 244.0 31.1 0.76 14.0 183.8 

14 	≔ 0.06/365/24 36.4 0.69 12.7 238.1 46.2 0.79 14.5 161.3 

15 	≔ 0.07/365/24 49.1 0.70 13.5 235.5 57.7 0.80 14.1 154.9 

16 	≔ 0.08/365/24 61.2 0.67 13.5 235.2 68.1 0.81 14.1 155.1 

17 	≔ 0.09/365/24 73.2 0.64 14.5 228.0 78.4 0.81 14.0 154.1 

18 	≔ 0.10/365/24 83.3 0.56 17.2 194.5 88.7 0.81 14.0 153.6 

19 	≔ 40 -42.3 0.64 14.5 228.0 -40.5 0.81 14.0 154.1 

20 	≔ 80 -20.8 0.76 15.2 245.1 -17.2 0.69 13.8 189.6 

21 	≔ 160 199 0.87 18.7 254.8 16.7 0.88 13.6 244.1 

22 	≔ 200 39.7 0.87 18.7 254.8 33.2 0.89 13.6 247.9 

23 	≔ 180,000 19.7 0.66 18.9 172.5 10.8 0.87 16.1 173.7 

24 	≔ 220,000 5.5 0.67 17.2 214.5 3.3 0.88 15.1 206.7 

25 	≔ 300,000 -1.1 0.83 19.5 270.0 -1.6 0.89 12.1 261.7 

26 	≔ 340,000 -3.4 0.74 16.0 287.4 -1.4 0.94 12.1 278.0 

27 	≔ 0.1 2.0 1.00 22.3 253.7 7.4 1.00 26.8 223.1 

28 	≔ 0.2 1.3 1.00 21.1 254.4 4.3 1.00 21.7 228.5 

29 	≔ 0.3 1.2 1.00 20.9 254.8 2.5 1.00 18.1 230.3 

30 	≔ 0.4 0.8 1.00 20.2 254.9 1.5 1.00 16.3 231.6 

31 	≔ 0.5 0.6 1.00 19.8 255.0 0.7 1.00 14.7 232.1 

32 	≔ 0.6 0.4 1.00 19.4 254.8 0.3 1.00 14.1 233.2 

33 	≔ 0.7 0.1 0.97 18.8 254.7 0.1 0.98 13.7 233.6 

34 	≔ 0.8 0.0 0.91 18.7 254.8 0.0 0.93 13.7 233.5 

35 	≔ 1.0 0.1 0.77 19.2 254.7 0.0 0.81 13.8 233.2 

36 	≔	 ∅  -1.4 0.72 15.6 255.3 1.8 0.70 15.1 218.1 

37 	≔	 6,7  1.6 1.00 22.5 255.5 1.2 0.90 15.7 228.7 

38 	≔	 5,6,7  1.5 1.00 21.5 253.5 2.5 0.97 18.7 230.4 

39 	≔	 1,3,5,7  1.8 1.00 22.1 252.8 3.2 0.99 19.6 227.3 
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The input parameter settings for the case experiments are identical to the sensitivity analysis, except 

for the non-delivery days and the inventory holding capacity, which now deviate per ATM. None of the 

sample ATMs are replenished on Sundays and some cannot be replenished on Saturdays. The ATM 

capacity, varying between 127.000 and 260.000 euro, is determined by its static denomination 

configuration and ATM type. In addition, we have used the forecasting settings from Chapter 3 which 

result in the highest forecasting accuracy. It should be noted that we were unable to collect the actual 

replenishment times (in hours) of deliveries due to safety regulations. Instead, we had to simulate 

replenishments to be performed between 9.00AM and 17.00PM similarly to the approach in the 

sensitivity analysis in Section 4.4.4. If the replenishment times had been available as well, one 

replication per sample ATM would have been sufficient, because each replication would have resulted 

in an identical performance. Instead, we were obliged to perform 200 replications per sample ATM to 

satisfy the minimum number of replications. This minimum is calculated by using the formula proposed 

by Law and Kelton (2000) with a .95 confidence interval. 

Table 4-8. Results of the numerical experiments on a sample size of 135 ATMs (99 percent target fill-
rate and a 3 percent annual interest rate) 

  fraction of 
sample 

ATMs that 
achieve the 
target fill-

rate  

annual 
overall 

cost 	
(  

*€1000) 

gap with 
cost  in 
practice 

(as % gap; 
avg. is a 

95% conf. 
int.) 

fraction 
of 

demand 
fulfilled 

∗  

inventory 
level 

before 
delivery 

(  
*€1,000) 

inventory 
level after 
delivery 

(  
*€1,000) 

Number 
of 

deliveries 
per 

annum 

Practice avg. 0.409 13.63  0.983 70.8 170.3 83.4 

min  5.01  0.828 0 74.4 20.3 

max  32.79  1.000 150.4 258.6 234.6 

DICP 
( 	≔	0.1) 

avg. 0.334 8.23  (36.5 , 42.5) 0.987 13.6 218.3 39.7 

min  4.15  -21.7 0.949 1.0 127.6 13.0 

max  21.20  64.0 1.000 54.2 256.9 145.7 

DICP 
( 	≔	0.9) 

avg. 0.785 8.46 (34.8 , 41.1) 0.994 18.4 217.0 41.1 

min  4.38 -32.6 0.970 3.0 127.9 13.7 

max  21.70 63.8 1.000 59.0 256.6 149.0 

Because we deal with empirical data, demand forecasts are subject to forecast errors. Forecast errors 

increase uncertainty and thus reduce the probability of achieving the target fill-rate. We introduced the 

allowed stock-out probability parameter  to influence the fraction of ATMs  for which the target 

fill-rate  will be achieved. 

The results of the case experiments are presented in Table 4-8. We extrapolated the results from the 

planning horizon of 4 months to a period of 12 months to facilitate an easy comparison with the 

numerical results presented in Section 4.4. The fraction of sample ATMs  for which the target fill-
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rate of 99 percent was achieved is depicted in the first column. Thereafter, we present the average, the 

minimum, and the maximum values of several control parameters across the 135 ATMs. In addition to 

the realized performance in practice, which is depicted in the first row, the performances of our DICP 

with two different stock-out probabilities (i.e., 	≔	 0.1,	0.9 ) are presented. 

The sensitivity analysis in the previous section demonstrates that an allowed stock-out probability 

of  ≔ 0.9 was appropriate to easily achieve the fill-rate objective in a problem without forecast errors. 

Now, when dealing with realistic demand forecasts, a stock-out probability of  ≔ 0.9 results in an 

insufficient fill-rate of ∗ 	=	0.987, which indicates that the target of 99 percent is achieved at only 

	=	33.4 percent of the sample ATMs. The fill-rate is easily achieved by choosing a smaller allowed 

stock-out probability of, for instance, 	≔	0.1, which results in an average achieved fill-rate of 

∗ 	=	0.994 meaning that the fill-rate is realized at most ATMs (i.e., 	=	78.5). Thus, in summary, 

changing the input parameter from  ≔ 0.9 to 	≔	0.1 increases the realized fill-rate substantially at 

an additional cost of 2.7 percent, corresponding to 230 euro per ATM per year. 

Compared with the cash management operation at Dutch commercial banks in which an average 

fill-rate of ∗ 	=	0.983 was obtained, our policy realizes a substantial 34.8 to 41.1 percent lower cost 

level while achieving a higher fill-rate of ∗ 	=	0.994. In practice, the holding cost is 2.4 percent lower, 

indicating that our DICP yields a slightly lower average inventory level. However, the lower cost is 

primarily attributed to 51 percent fewer replenishments. This reduction is realized by choosing larger 

order quantities and ensuring that deliveries are performed only when the inventory level is very low 

(i.e., just-in-time deliveries). The reason banks replenish ATMs ‘too early’ and fail to determine 

efficient order quantities is probably multi-fold, including the inability to accurately forecast future 

demands, the inability to deal with non-delivery days, the human intervention that interrupts automated 

order generation, inconsistent input data, and fixed order quantities and frequency. 

It should be noted that significant performance differences were observed among the three banks, 

but that all three banks could improve performance by implementing our DICP. One of the banks that 

uses the computerized commercial DSS OptiCash clearly outperforms the operations of the other two 

banks in terms of cost, but not in terms of fill-rate. Apparently, this bank was able to run a very cost-

efficient operation at some ATMs because negative gaps of -21.7 and -32.6 percent are observed (see 

Table 4-8). A root cause analysis showed that this cost-efficiency was achieved by compromising the 

fill-rate. Many stock-outs occurred at a small subset of ATMs because these ATMs were not replenished 

frequent enough; lost sales were incurred at almost each replenishment cycle. Due to confidentiality, 

we are unable to provide further details about bank and ATM specific performances. 

Table 4-8 shows that the DICP potentially saves (13.63 - 8.46) / 12 = 431 euro per ATM per month 

while achieving a higher fill-rate, i.e., ∗ 	=	0.994 instead of ∗ 	=	0.983. The 135 case ATMs were 
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randomly chosen such that an equal fraction of each commercial bank’s ATM estate is considered. In 

addition, the average demand volume for the sample ATMs (i.e., 22,500 euro per day) corresponds with 

the average demand of the entire ATM estate of the three banks. The increased demand in December is 

balanced out by the reduced demand in January and February. Generalizing the cost saving for a full 

calendar year and over the entire ATM estate results in an astonishing potential cost-saving of 6,500 * 

431 * 12 = 33.6 million euro per year on average. We conclude with 95 percent certainty that the 

potential cost saving is in the range of 30.9 to 36.4 million euro. 

 Discussion and conclusions 

This chapter answered both sub-questions formulated in the introduction. A dynamic inventory control 

policy (DICP) is developed for the replenishment of cash-out ATMs, and we have shown its savings 

potential by means of case simulation experiments. In contrast to similar solution approaches which 

solve highly dynamic and stochastic inventory control problems, our DICP applies state-dependent 

decision making and uses a global-chance constraint to efficiently deal with forecast errors, unexpected 

changes, and shifts and peaks in demands. Next to the state-dependent characteristic, we consider a 

finite planning horizon which is bound by a calendar time. This is exceptional in the formulation of 

theoretical logistics decision problems. However, from a managerial viewpoint, the performance is 

always measured per week, month, quarter or year. The combination of a finite planning horizon, a 

stochastic problem and a target fill-rate is inextricably linked to practice, but is not a popular 

combination by researchers since this target cannot be achieved with complete certainty. The global-

chance constraint allows us to exert influence on the certainty of achieving the fill-rate. 

The DICP is numerically validated by performing simulation experiments and a sensitivity analysis. 

We first test our policy in a stationary demand problem and compare its performance with the 

performance of the approximation algorithm developed by Tijms and Groenevelt (1984). In addition, 

the DICP’s performance for stationary demands is compared with its performance for non-stationary 

demands. Both numerical tests show outstanding results with gaps smaller than 1 percent. Although a 

non-stationary demand case involves more uncertainty and is likely to yield higher costs, we show that 

our DICP is hardly penalized by this increased uncertainty. The sensitivity analysis shows the 

robustness of our DICP to a great variety of parameter settings. Even if substantial restrictions are 

raised, such as non-delivery days and increased delivery lead-times, low cost solutions are obtained. 

Case simulation experiments are performed to show the performance of the DICP in a real-world 

environment. The demand forecasting procedure developed in Chapter 3 is used in combination with 

the DICP to simulate inventory control decisions for 135 individual ATMs during a test period of 4 

months (April – July, 2009). The forecasting model is trained by using the historical demands from the 

preceding 15 months. We demonstrate with 95 percent certainty that utilizing our forecasting procedure 
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and DICP to manage the cash inventories of all 6,500 ATMs of the three largest Dutch banks potentially 

reduces the logistics cost by 30.9 to 36.4 million euro per annum, while a achieving a higher fill-rate of 

∗ 	=	0.994 instead of ∗ 	=	0.983. The magnitude of this result is primarily attributed to achieving just 

in time deliveries and choosing order quantities which anticipate estimated future replenishments. As a 

result, a 51 percent reduction in the quantity of deliveries is achieved. This not only reduces transport 

cost significantly, but greatly reduces the security risk as well. 

This chapter assumed that each ATM stock-out of the same duration has an equal impact on user 

satisfaction. However, we have learned from the findings of Chapter 2 that the impact on customer 

satisfaction is greatly affected by timing and location aspects. The following Chapter elaborates on 

these aspects by integrating our DICP in a real-time performance measurement system. 
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 REAL-TIME PERFORMANCE MEASUREMENT SYSTEM 

"ATM transactions are like carats, they represent a fixed 

value, but their significance comes from their weights.” 

 

Performance measurement systems have proven to facilitate process improvement over the past decades 

and in various markets and environments. The objective of this chapter is to design a performance 

measurement system (PMS) to actively control, monitor, and improve performance of ATMs. In our 

real-time PMS we apply different weights for different types of potentially lost sales. The dynamic 

inventory control policy (DICP) which is developed in Chapter 4 is integrated with the newly designed 

measurement system. Discrete event simulation experiments are conducted to demonstrate the 

measurement system’s added value in terms of cost and service. We use data from Dutch commercial 

banks in our performance and sensitivity analyses. Exhaustive numerical validation demonstrates that 

– compared to sole DICP performance – the integration of our PMS leads to a higher fill-rate of 99 

percent instead of 98 percent with equal expenses, or a 3.7 percent additional cost reduction, 

corresponding with 1.2 million euro on average while maintaining an equal fill-rate. 

 Introduction 

For centuries, paper money (i.e., cash) has been the foremost payment instrument worldwide. Only in 

the past century has cash received competition, mainly from checks, credit, and debit cards. 

Nonetheless, in the United States of America and the Eurozone, 80 percent of all 895 billion transactions 

were still made using cash in 2011. Because a further reduction in the use of cash is expected 

(Capgemini, RBS, and EFMA, 2011; G4S Cash Solutions, 2011), banks try to improve the processes 

of cash supply chains to reduce the cost per processed banknote. Significant supply chain cost is 

incurred by ATM related activities. These ATM activities are therefore common key issues for process 

improvement. In this chapter, we perform exhaustive numerical experiments by means of a discrete 

event simulation model to show that improvements in ATM performance measurement reduce the ATM 

manager’s cost and/or increase the ATM user’s perceived service quality. 

Striving for economies of scale is one solution to reduce the supply chain cost. In the Netherlands, 

for example, the three largest banks have recently decided to transfer the cash processing, distribution, 

and ATM maintenance gradually to a single company to obtain economies of scale. Efficiency and 

quality improvements can be achieved by implementing a PMS as well. A PMS consists of multiple 

interrelated performance metrics which can be used to monitor, measure, and control ATM service 

quality. Most research in PMSs focuses on integrating performance metrics into manufacturing systems. 
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The main thought is that a dynamic set of metrics that are relevant to each managerial level have to be 

defined instead of using individual performance measures (Ghalayini, Noble, and Crowe, 1997). 

Recently, the added value of deploying multiple PMSs within a supply chain has been studied 

(Cagnazzo, Taticchi, and Brun, 2010). The authors demonstrate that having multiple PMSs within the 

supply chain is a critical success factor for the entire supply chain. 

To our knowledge, no PMS for managing ATM replenishments and maintenance is available in the 

literature. Practical studies, however, demonstrate the need. In collecting empirical data at commercial 

banks in the Netherlands, we noted that banks struggle with the exact definition of performance (Van 

Anholt, and Vis, 2010b). Consensus exists among commercial banks on the importance of two key 

service quality dimensions: cost and service. However, the actual meaning and usage of cost and service 

varies substantially between commercial banks. Every bank aims for low operational cost and high 

perceived customer service quality, but each bank measures performance dimensions in a slightly 

different way. The lack of a PMS that covers all best practices was the motivation for conducting the 

research presented in this chapter. 

Generally, ATM cash managers have to comply with service level agreements (SLAs) involving 

target fill-rates that need to be fulfilled within a predetermined time interval for a network of ATMs. A 

fill-rate is often referred to as the fraction of the demand filled from on hand inventory (Kleijnen, and 

Smits, 2003). Demand uncertainty, lead-time uncertainty, and ATM breakdowns keep the fill-rate from 

reaching 100 percent. We critique whether this definition of a fill-rate is the appropriate metric to 

measure service quality. For example, users would mind an unavailable ATM more if this ATM is the 

only one within walking distance than if the unavailable ATM has another (operational) one located 

next to it. We argue that the impact on customer satisfaction of not fulfilling customer demand depends 

on ATM characteristics and the circumstances of unavailability. Customer satisfaction is the extent to 

which the results produced for the customer and the process he or she went through to secure the results 

meet with his or her expectations (Harvey, 1998). By conducting a survey with 2,950 Dutch ATM users, 

we demonstrate that the degree of customer (dis)satisfaction highly depends upon external factors as 

indicated in Chapter 2 and in Van Anholt and Vis (2012b). 

To our knowledge, PMSs in both literature and practice do not weight missed transactions, i.e., each 

missed transaction is considered to impact customer satisfaction equally. The real-time PMS we develop 

weights missed demand based upon customer feedback and can be utilized for managing all activities 

concerned with delivering quality ATM service. The real-time aspect is important because the weight 

of missed demand is, among other things, a function of time. In addition to designing the PMS in this 

chapter, we also contribute by demonstrating in a simulation study that implementing the PMS in the 

inventory management of ATMs improves fill-rates and/or efficiency. Simulation allows us to easily 
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model the real-world stochastic variables and complex decisions in a dynamic setting. This chapter 

answers the following subquestion: 

 How can the policy developed in Chapter 4 be extended to differentiate between the 

importances of ATM availability with respect to the timing and location of ATM usage? 

Section 5.2 presents our real-time PMS. Section 5.3 elaborates on the key decisions in ATM 

inventory management and how the real-time PMS interacts with these decisions. A description of our 

discrete event simulation study is presented in Section 5.4. Results are outlined in Section 5.5 followed 

by the sensitivity analysis in Section 5.6. Section 5.7 presents the discussion and conclusions. 

 Real-time performance measurement system 

ATM unavailability has several key causes: the ATM is either out of service (i) because of a 

malfunction, (ii) because it ran out of stock, or (iii) because it is being replenished. ATM users do not 

leave a trace of visiting an ATM when it is unavailable, so the exact amount of missed demand during 

ATM unavailability is unknown. Consequently, only the downtime can be measured. 

Figure 5-1. A single ATM’s real hourly demand in euro during a single week 

 

ATM downtime as the sole performance metric is insufficient because it ignores the huge variation 

in demand volume (see Figure 5-1 for an example). Different demand volumes can be expected over 

time. For example, more demand can be expected during daytime than at night and more demand can 

be expected on Saturday than on Sunday. 

We conclude that an estimate of the amount of missed demand for each coming day and hour is 

required to calculate the regular fill-rate, see Equation 5-1. An estimate of the amount of missed demand 

can be derived from this demand forecast. When ATM inventory management is performed properly, a 

reliable demand forecast is readily available. If it is not available, the demand forecast needs to be 

calculated first. 
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Table 5-1. Fill-rate definitions 

fill-rate type definition eq. 

regular fill rate ≔ 1
estimated missed demand

total demand fulfilled + estimated missed demand
 5-1 

adj. fill rate ≔ 1
weighted estimated missed demand

weighted total demand fulfilled + weighted est. missed demand
 5-2 

 

The ATM characteristics and the amount and particular time of ATM unavailability jointly 

determine the degree of customer dissatisfaction. For instance, during a holiday or event an ATM user 

would be more disappointed when encountering an unavailable ATM than during a regular day. The 

regular fill-rate (see Equation 5-1) is inadequate because it presumes that the impact of every missed 

transaction on user satisfaction is equal. To allow different weights to be assigned to missed demand at 

distinct times and locations, we suggest adopting the adjusted fill-rate as a new performance metric. 

To determine the adequate weight for each missed transaction, we refer to a list of service quality 

attributes (see Section 2.5.4). According to commercial banks, individual ATM operators and ATM 

users, these attributes have a moderating effect on the weight of missed demand. For instance, users are 

more disappointed when an ATM that offers a choice of denominations is unavailable, than when this 

unavailable ATM does not offer this service. In addition to assigning a higher weight because of user 

satisfaction related arguments, a higher weight might also be assigned to transactions that are profitable. 

ATMs can be profitable when users have to pay a surcharge for withdrawing cash. If surcharge fees 

apply to user transactions, missed demand can be translated directly into lost income. The moderating 

effect of each attribute in Table 5-2 varies per ATM and depends highly on the ATM location and its 

environment. Therefore, we cannot provide a moderating effect of each attribute that applies to all 

ATMs in a country or other geographical areas. For now, we assume that the weight of missed demand 

for a certain ATM at a certain time can be calculated by an ATM manager using the key attributes listed 

in Table 5-2. For instance, the weight of a missed transaction during a holiday and at an ATM with a 

deposit function is assigned a higher weight than during a regular day at a regular cash-out ATM. The 

table does not comprise the complete list of attributes which is identified in Section 2.5.4, but lists the 

attributes which, on average, have the highest impact on customer satisfaction (see Appendix E.2). As 

noted earlier, different weights may be assigned by ATM managers in various markets, countries, or 

regions because these metrics are valued differently by ATM users.  
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Table 5-2. Key ATM service quality attributes affecting the weight of missed demand 

factors attributes 

1. Time of ATM usage during holidays 
during (local) events 

2. ATM characteristics if the ATM has a deposit function 
if the denomination mix can be chosen 
if the user can check his/her account balance 

3. Location if not located next to other ATMs in walking distance 
if the ATM is located in a bank branch 
if the ATM generally has a long queue 

4. Profitability when the ATM is profitable due to surcharge fees 

The adjusted fill-rate will not pay off if no changes are carried out in the inventory control of ATMs. 

Potential missed demand with a high weight should be prevented at high cost, while missed demand 

with a low weight should be assigned much less effort. In general, ATM managers need to comply with 

a certain target fill-rate. The fill-rate and other metrics are monitored during a fixed period of time; for 

example, a month, a quarter, or a year. At the end of each time interval, performance metrics are 

registered and reset to zero. Hence, when this measurement period runs to an end, the performance 

objectives should be met. For example, a target fill-rate of 98 percent means that the realized fill-rate 

should be equal to or higher than 98 percent at the end of the time interval. Real-time monitoring of the 

realized fill-rate is crucial because the amount of already missed demand determines how much demand 

can be missed until the end of the measurement period to still achieve the target. 

An example performance dashboard is depicted in Figure 5-2 to show how the adjusted fill-rate 

could be monitored in real-time. The performance dashboard can be constructed by keeping track of the 

amount, the cause, and the weight of the estimated missed demand. The bar chart depicts the estimated 

missed demand in percentages, which coincides with the regular fill-rate. We distinguish between a 

diversity of weights of 0.1 and 1.9 and we colored missed demand with a higher weight red and missed 

demand with a lower weight green. The adjusted fill-rates have slightly different values than the regular 

fill-rate because they are obtained by multiplying the missed demand with their respective weights, 

meaning that the weight may differ due to the circumstances. In the example in Figure 5-2 we observe 

that most demand has been lost because of ATM failures. We can also conclude that each type of 

unavailability led to missing demand with both higher (colored red) and lower (colored green) weights. 
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Figure 5-2. Performance dashboard of the regular and adjusted fill-rates with example data 

 
regular fill-

rate 
adjusted 
fill-rate 

98.8% 98.3% 

99.2% 99.5% 

99.6% 99.2% 

97.5% 97.0% 

  

 Real-time PMS and the dynamic inventory control policy 

This section outlines the integration of the real-time PMS in the dynamic inventory control policy 

(DICP). The DICP is explained in Chapter 4 and is a single-item, single-location, state-dependent, 

lotsizing policy considering stochastic dynamic demands and stochastic dynamic lead-times under 

periodic reviews with a finite planning horizon and a target fill-rate fulfilment criterion. The state-

dependent property encompasses tracking the amount of lost-sales during the planning horizon. In the 

DICP, each lost ATM transaction is assigned an equal weight. The integration of the DICP and the real-

time PMS ensures that a differentiated weight is assigned to missed transactions. Similarly to the 

adjusted target fill-rate, the fill-rate buffer will decrease with weighted missed demand. The available 

buffer will be consumed at a faster pace if the weight is high and at a slower pace if the weight is low. 

As a result, the integrated model should make reorder decisions (timings and quantities) in such a way 

that the probability of missing high weight user transactions is lower than the probability of missing 

low weight transactions. Depending on the diversity of weights, a situation could be expected in which 

many low weight transactions are missed while most high weight transactions are fulfilled. In the latter 

example users will – in comparison with a situation in which no distinction is made between weights – 

be equally satisfied on average even though more transactions are lost in total. We hypothesize that the 

integrated model is able to further reduce the overall logistics cost and/or improve the customer 

satisfaction. The following two hypotheses are formulated: 

Hypothesis 1   Integrating our real-time PMS in the DICP reduces replenishment cost (comprising 

order preparation, transportation and labor cost), and holding cost while the same 

fill-rate is achieved compared to the performance of DICP without PMS. 

Hypothesis 2  Integrating our real-time PMS in the DICP increases the realized fill-rate while the 

same cost level is maintained compared to the performance of the DICP without 

PMS. 

0.0% 0.5% 1.0% 1.5% 2.0% 2.5% 3.0%

Total missed transations

Due to replenishments

Due to out-of-stock

Due to (technical) failures

Estimated missed demand
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1.1 1
0.9 0.8
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0.3 0.2
0.1

Weight of 
missed demand 
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 Numerical experiments 

Similarly to the numerical validation of the DICP in Section 4.4, we use Rockwell Arena Software 

version 14.0 to perform discrete event simulation experiments. The simulation model for the regular 

DICP has been modified to incorporate the logic outlined in the previous Section 5.3. To simulate 

different weights for different types of missed demand, we vary between randomly assigned two 

weights on a given day. Multiple experiments are performed in which the assigned weight of potentially 

missed demand is altered more or less frequently to account for the fact that a larger or smaller diversity 

of weights may be desired in practice. In this simulation study however, the emphasis is on 

demonstrating that assigning different weights contributes to a lower cost and/or higher customer 

satisfaction. We introduce the parameter of  which denotes a real value between zero and one. Instead 

of a standard weight of one, a high weight is assigned of one plus the ‘diversity of weights’ and a low 

weight is assigned of one minus the ‘diversity of weights’. 

Table 5-3 indicates the initial input parameter settings used in the baseline scenario. The diversity 

of weights  is set to 0.8 which means missed demand with high impact weighs 1 + 0.8 = 1.8 and 

missed demand with a low impact weighs 1 - 0.8 = 0.2. In practice, an ATM manager should use the 

key ATM service quality attributes (see Table 5-2) to determine adequate weights for missed demand 

in its ATM network. We argue that 	≔	0.8 is a reasonable value for the baseline scenario given the 

fact that a great differentiation exists in how ATM users perceive service quality depending on the 

characteristics of the ATM, its location, and the time of usage. 

Table 5-3. Input parameter values for the baseline scenario 

Parameter settings Description 

	≔	1 

	≔	 8,32,56,…,bN  

for 	∈	 9,…,16  set ≔	0.125 

The inventory is reviewed daily at 8:00AM and if an 
order is placed, it is delivered the next day between 
9hrs and 17hrs (uniformly distributed) 

≔ Real demands or numerical demands The demand per period is stochastic and stationary 

	≔	 0.90;0.91;…;0.99;0.995   The target fill-rate is 90-99.5 percent 

 ≔ 365∙24  The planning horizon is 1 year 

	≔	0.9  The allowed stock-out probability is set to 0.9 

	≔	∅  There are no non-delivery holidays 

	≔	 7   Sunday is a non-delivery day 

	≔	 0.05 / 365∙24   An interest rate of 5% 

	≔	120  Each replenishment costs €120  

	≔	260,000  The ATM holding capacity is €260,000 

	≔	0.5  The probability of a stock-out is set to 50 percent 

	≔	0.8  Diversity of weights is set to 0.8 
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 Results 

This section presents the results of the simulation experiments. We conclude with 95 percent certainty 

that 200 replications per simulation experiment is sufficient (Law, and Kelton, 2000) for all 

experiments. 

We animated the inventory and inventory position over time in a line chart for validation purposes. 

A screenshot of this chart during one replication of the baseline scenario is depicted in Figure 5-3 to 

visualize the outcome of the model. The horizontal axis depicts the time in hours and the vertical axis 

depicts the inventory in euro. The initial inventory level is set to € 260,000. Figure 5-3 clearly shows 

(i) that the inventory level decreases over time due to customer demand, (ii) that the delivery lead-time 

varies in length, (iii) that the time between replenishments varies, (iv) and that the order quantity is 

dynamic as well. 

Figure 5-3. Screenshot of the line chart in the simulation model indicating inventory (red line) and 
inventory-position (green line) over time 
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The main goal of the simulation experiments is to test whether implementing the real-time 

performance measurement system reduces total replenishment and holding costs while the perceived 

service by customers remains unchanged. We performed forty-four experiments in total, 11 similar 

experiments in 4 different settings. The four settings are combinations of either real or numerical 

demand with or without the real-time PMS. For each setting, we performed eleven experiments 

indicating various input target fill-rates. The results are shown in Figure 5-4. 

The results show that the target fill-rate was achieved for each of the experiments, both for the real, 

as well as for the numerical demand. Even for the highest target fill-rate (99.5), the experiments show 

a significant difference between the target and the realized fill-rate (99.60, 99.65, 99.71, and 99.68). 

All graphs of Figure 5-4 show that the total cost increases exponentially with higher target fill-rates. 

This makes perfect sense because the stochastic nature of the system (e.g., variability in demand and 

lead-times) makes it difficult to reduce stock-outs to a minimum. 

While differentiating between the weights of missed transactions (i.e., with real-time PMS), we also 

keep track of the regular realized fill-rate (see Graph b and d in Figure 5-4; line with diamonds). It turns 

out that the ATM is unavailable more often when the real-time PMS is integrated (see the regular fill-

rate in Graph b and d in Figure 5-4). However, ATM users are equally satisfied because the adjusted 
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fill-rate has been reached (see Graph b and d in Figure 5-4). The reasoning behind this observation is 

as follows: with the real-time PMS, the majority of missed demand takes place when that demand has 

a low weight. 

In Section 5.3 we hypothesized that the integration of our real-time PMS either reduces cost or 

increases the fill-rate. If we compare the incurred cost of both settings (i.e., with or without real-time 

PMS; see Graph c and d in Figure 5-4), we are unable to reject Hypothesis 1; an independent two-

samples t-test shows a significant cost reduction of 3.7 percent on average when the real-time PMS is 

integrated in the inventory management system. A difference of 3.7 percent is observed when we 

compare the obtained cost levels in both settings for each input target fill-rate and take an average. We 

are also unable to reject Hypothesis 2; a significant increase in realized fill-rate is achieved with equal 

expenses. For example, when aiming for an adjusted fill-rate of 99 percent (see Graph d), equal costs 

are incurred as in the scenario of aiming for 98 percent of regular fill-rate (see Graph c). 

Figure 5-4. Simulation results depicted in four graphs: a) real demand without real-time PMS, b) real 
demand with real-time PMS, c) numerical demand without real-time PMS, and d) numerical demand 

with real-time PMS 
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 Sensitivity analysis 

A simulation model needs to be validated with a sensitivity analysis on input parameters (Kleijnen, and 

Smits, 2003). This section provides a sensitivity analysis on the key input parameters by conducting 

four types of experiments: 

 When considering real demand in Section 5.5, the demand of a single ATM is considered. 

Simulation experiments are performed for an additional nine ATMs while considering real 

demand and baseline parameters. Real demand from the additional nine ATMs are also 

obtained from Dutch commercial banks. 

 The stock-out probability  is set to 0.5 in the baseline scenario. To test the effect of different 

values on the performance, we performed various experiments while assuming numerical 

demand. 

 We varied the cost per order and the interest rate to assess their impact on overall cost. 

 The input parameter ‘diversity of weights’ is introduced in Section 4. This parameter 

determines the diversity between the assigned weights of potentially missed demand. We are 

interested in understanding the impact on ATM performance when differentiating between a 

large and small diversity of weights. 

A graph for each type of experiment is shown in Figure 5-5. From Graph a we conclude that the 

target fill-rate of 98 percent is achieved for almost every ATM while focusing on the regular fill-rate 

and on the adjusted fill-rate. The only exception is ATM 8 for which the target fill-rate is not achieved. 

When identifying the cause of this exception, it seemed that ATM 8 suddenly received much more 

demand. Apparently the demand forecast did not foresee this sudden increase in demand and this caused 

too much ATM unavailability in the end. Irregularities and uncertainties in real life make it impossible 

to ensure the target fill-rate is achieved for every individual ATM for every moment in time. 

Additionally, we strive for a solution that is affordable as well. In reality, ATM cash managers are 

appointed to achieve a certain fill-rate for their entire ATM network and not for each individual ATM. 

If we average the realized fill-rates of all ten ATMs, then the realized fill-rate is well above the targeted 

98 percent. In practice, this sudden increase in demand could have been noticed earlier and the demand 

forecast could have been adjusted accordingly. Also, this example illustrates the necessity of a real-time 

approach. 

The stock-out probability  is tested in Graph b in Figure 5-5. We stated in Section 5.3 that a low 

stock-out probability is costly because orders would be placed too early. Contrarily, choosing a too high 

stock-out probability leads to blowing the entire buffer in the beginning of the measurement period. 

When this occurs, the system has to account for more safety stock at future orders, which is expensive 

as well. These expectations are proven valid by the experiments depicted in Graph b. Risk aversion – 

i.e., choosing a low stock-out probability – leads to a higher fill-rate and is indeed expensive (€ 4,445 



Chapter 5 Real-time Performance Measurement System 

135 

€ 3,900

€ 4,100

€ 4,300

€ 4,500

€ 4,700

0.93
0.94
0.95
0.96
0.97
0.98
0.99
1.00

0.
1

0.
2

0.
3

0.
4

0.
5

0.
6

0.
7

0.
8

0.
9 1

to
ta

l c
os

t

fi
ll

-r
at

e

Stock-out probability

b. Varying between stock-out probabilities 

€ -

€ 1,000 

€ 2,000 

€ 3,000 

€ 4,000 

baseline cost per
order +

50%

cost per
order -
50%

interest
rate - 3%

interest
rate + 5%

co
st

c. Varying replenishment cost and interest rates

ordering cost holding cost

0.970

0.975

0.980

0.985

0.990

0.995

A
T

M
 1

A
T

M
 2

A
T

M
 3

A
T

M
 4

A
T

M
 5

A
T

M
 6

A
T

M
 7

A
T

M
 8

A
T

M
 9

A
T

M
 1

0

fi
ll

-r
at

e

a. Real demand at 10 different ATMs

realized fill rate realized adj. fill rate

with a value of 0.1). The higher realized fill-rate (99.6 percent with a value of 0.1) is valued by users 

but incurs an additional costs for the manager. When choosing an average stock-out probability of 0.5, 

a total cost of € 4,181 is incurred. The cost increases when choosing a higher stock-out probability (€ 

4,218 with a value of 0.9), because a large share of the buffer is blown in the beginning of the 

measurement period. 

Figure 5-5. Sensitivity analysis: Four types of experiments 

  

 

The third graph (see Graph c of Figure 5-5) checks the sensitivity of two parameters, the cost per 

order and the interest rate. The first experiment is the baseline scenario and we compare the performance 

of the other four experiments with the baseline performance. A 50 percent higher cost per order leads 

to a higher replenishment cost and equal holding cost. Someone might expect to see a higher holding 

cost as well because it makes sense to keep more cash in stock to reduce the order frequency, but in this 

case, the ATM capacity constraints the order quantity. In the third experiment we check the consequence 

of 50 percent lower cost per order. As expected, both the replenishment cost and the holding cost drop. 

In the fourth and fifth experiment we vary with the interest rate. An interest rate of 2 percent instead of 

5 percent reduces the cost of cash and therefore larger order quantities can be expected. However, due 

to the ATM capacity, the replenishment cost remains unchanged. The last experiment in Graph 5 shows 

that an interest rate of 10 percent instead of 5 percent increases both holding and replenishment cost. 

Apparently, more orders are being placed with smaller order quantities. All experiments depicted in 

Graph c of Figure 5-5 represent expected outcomes. 
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The final set of experiments concerns the input parameter ‘diversity of weights’ (results are shown 

in Graph d in Figure 5-5). The total cost is lower when the diversity of weights is larger. For example, 

a ‘diversity of weights’ value of 0.9 incurs a total cost of € 4,075 and a ‘diversity of weights’ value of 

0.0 incurs a total cost of € 4,343. As expected, the system allows customer demand to be missed more 

easily when this missed demand does not have much impact on customer satisfaction. Important to 

notice is that a ‘diversity of weights’ of 0.0 equals the scenario of assuming equal weights for missed 

transactions. Hence, the adjusted and regular realized fill-rates are equal as well. 

This sensitivity analysis demonstrates that our expectations and assumptions were correct. We also 

demonstrate the importance of a real-time approach and we show that the real-time PMS is capable of 

dealing with a great variety of data. 

 Discussion and conclusions 

This chapter answered the sub-question which was formulated in the introduction. A real-time 

performance measurement system (PMS) is developed which differentiates between the importances of 

ATM availability with respect to the timing and location of ATM usage. We demonstrate, by means of 

discrete event simulation experiments, that the integration of our real-time PMS and the dynamic 

inventory control policy (DICP), which is developed in Chapter 4, improves performance substantially. 

Compared to the performance of DICP, the real-time PMS leads to a higher fill-rate, 99 percent instead 

of 98 percent, with equal expenses or an additional 3.7 percent cost reduction while maintaining a 98 

percent fill-rate. The potential cost saving for the three Dutch commercial banks by only making use of 

the DICP was estimated to be 30.9 to 36.4 million euro per annum. By integrating the DICP and the 

real-time PMS, this total potential cost saving is increases to 32.0 to 37.7 million euro. 

Assigning different weights to missed demand at various times and ATMs is the key element of our 

real-time PMS. This property results in a high service level when there is a demand for a high service 

level. As a result, ATM users experience fewer unavailable ATMs when it really matters, for example, 

during a festival. When ATM unavailability does not have much impact, for example with many other 

ATMs nearby, the ATM will be out of stock more often. 

An elaborate sensitivity analysis shows the real-time PMS is robust and is capable of dealing with 

a great variety of input parameters and data. In our PMS, the parameter of ‘diversity of weights’ 

indicates the extent to which the weight of missed demand varies. We show that a larger diversity 

between weights enhances fill-rates and efficiency even further. However, in practice the actual 

diversity of weights of missed transactions depends on the characteristics of the ATM network. Our 

measurement system performs particularly well in dynamic environments where the demand for ATM 

services depends highly on external factors. 
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 INVENTORY-ROUTING WITH PICKUPS AND DELIVERIES 

"Recirculation ATMs are like the material graphene, they are both recently invented and 

their potential seems infinite, but the complexity to exploit this potential is immense.” 

 

The purpose of this chapter is to introduce, model, and solve a rich multi-period inventory-routing 

problem with simultaneous pickups and deliveries. Commodities can be brought from and to the depot, 

as well as being exchanged among customers to efficiently manage their inventory shortages and 

surpluses. A single customer can both provide and receive commodities at different periods, since its 

demand changes dynamically throughout the planning horizon and can be either positive or negative. 

This problem arises, for instance, in the replenishment operations of automated teller machines (ATMs). 

New technology provides these machines with the additional functionality of receiving deposits and 

reissuing these to subsequent customers. Motivated by a real case in the Netherlands, we formulate the 

problem as a mixed-integer linear programming model and propose an exact branch-and-cut algorithm 

for its resolution. Given the complexity of the problem, we also propose a flexible clustering heuristic. 

Through extensive computational experiments using real data, we assess the performance of the solution 

algorithm and of the clustering procedure. The results show that we are able to obtain good lower and 

upper bounds for this new and challenging practical problem. From a business perspective, we estimate 

a 12 percent decrease in the cost of operating an ATM and we expect savings of more than 10 million 

euro per year only in the Netherlands when applying our solutions, besides offering higher cash 

availability and enhanced security. 

 Introduction 

The purpose of this chapter is to introduce, model, and solve an inventory-routing problem with pickups 

and deliveries (IRPPD) arising in the replenishment of ATMs. Our study is motivated by the problem 

faced by a transporter responsible for such operations in the Netherlands. As in other cash-intensive 

economies, the Dutch commercial banks are gradually replacing regular ATMs by recirculation ATMs 

(RATMs), which are capable of accepting and dispensing banknotes, as well as checking their quality 

and authenticity. RATMs therefore provide customers the capability of both depositing and 

withdrawing cash. These machines provide tangible benefits to banks and customers, and are becoming 

the new standard in many markets. Compared with the situation that prevailed two years earlier, the 

number of RATM installations worldwide has globally increased by 45 percent, to reach 670,000 in 

2011, and this number is expected to double by 2017 (Retail Banking Research, 2012). Compared to 

the total number of RATMs the fraction grows from 27 percent in 2011 to approximately 38 percent in 
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2017 (Burelli, Gorelikov, and Labianca, 2014). RATMs allow retailers to make deposits and enable 

customers to later withdraw the same cash. In this sense, RATMs are considerably more self-sufficient 

than the regular machines which can only dispense cash. RATMs only require a visit to prevent the 

inventory level from reaching zero or from attaining the holding capacity of the machines when the 

supply and demand are out of sync. When the RATM is empty, a customer can only use it to deposit 

cash, and when the RATM is full only withdrawals can be performed. 

In the problem considered here, the RATMs are replenished or partly emptied by using a fleet of 

rented armored trucks based at a single depot. These trucks deliver cash from the depot to some 

machines, collect cash from some others to bring it back to the depot, or transfer cash between machines. 

The last operation reduces the routing cost and sometimes allows smaller or fewer trucks to be used. 

An important feature of the problem is the presence of inventory holding costs. Indeed, cash lying in a 

machine generates an implicit holding cost to cover the robbery risk and lost interest income. 

To keep RATMs fully operational, that is when customers can use the RATM to both deposit and 

withdraw cash, one must solve an inventory-routing problem with pickups and deliveries (IRPPD). The 

IRPPD combines the features of two well-known classes of the vehicle routing problem: the inventory-

routing problem (IRP) and the pickup and delivery problem (PDP) which we now briefly review. 

The IRP belongs to the broader field of vendor-managed inventory systems in which a supplier 

coordinates the inventory management of a number of locations (Coelho, Cordeau, and Laporte, 2014). 

In IRPs, the supplier must simultaneously decide when to visit its inventory locations, how much to 

deliver to each of them, and how to combine the deliveries into vehicle routes. There exists numerous 

variants of this problem (Andersson, et al., 2010; Coelho, Cordeau, and Laporte, 2014) and the related 

literature is quickly expanding. The first exact algorithm for the single-vehicle IRP was based on 

branch-and-cut (Archetti, et al., 2007). Archetti, et al. (2012) later presented a hybrid tabu search 

matheuristic algorithm capable of dealing with larger instances, and yielding solutions with very low 

optimality gaps. Coelho, Cordeau, and Laporte (2012) presented an adaptive large neighborhood search 

heuristic for the multi-vehicle IRP, and Coelho and Laporte (2013b) were the first to solve the multi-

vehicle IRP exactly. Recently, multi-vehicle and multi-commodity IRPs were also solved to optimality 

by Coelho and Laporte (2013a). All these algorithms are based on branch-and-cut. For a recent survey 

of models and algorithms, see Coelho, Cordeau, and Laporte (2014). 

A related problem appears in maritime transportation, in which ships have to visit several ports to 

continuously deliver and pickup merchandise and commodities. Applications include the distribution 

of cement (Christiansen, et al., 2011), chemical products (Dauzère-Pérès, et al., 2007), liquefied gases 

(Rakke, et al., 2011), among others. For reviews of maritime transportation, see Christiansen, Fagerholt, 

and Ronen (2004) and Christiansen, et al. (2013). 
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The PDP concerns the collection and distribution of one or several commodities from and to a set 

of locations. Berbeglia, et al. (2007) classify PDPs and distinguish between three different problem 

structures: many-to-many (M-M), one-to-many-to-one (1-M-1), and one-to-one (1-1). The M-M 

structure means that each commodity may have multiple origins and multiple destinations, and that each 

location may be the origin or destination of multiple commodities. In 1-M-1 problems, some 

commodities are picked up at the depot and transported to some locations, other commodities are picked 

up at these locations and transported to the depot. The 1-1 structure refers to a context in which each 

commodity has a single origin and a single destination, like in dial-a-ride problems (Cordeau, and 

Laporte, 2007). 

Two important classes of PDPs with an M-M structure are the swapping problem (SP) and the one-

commodity pickup and delivery traveling salesman problem (1-PDTSP). In the SP, introduced by Anily 

and Hassin (1992), each vertex of a graph provides a commodity and requests a commodity, possibly 

the same one. The problem is to design a least cost vehicle route in order to satisfy all requests. This 

problem is NP-hard on general graphs, but polynomial on some special structures (Anily, Gendreau, 

and Laporte, 2011). Erdoğan, Cordeau, and Laporte (2010) have developed heuristics and a branch-

and-cut algorithm for the multi-vehicle case. In the 1-PDTSP, each vertex either provides or requests a 

given amount of a single commodity, and a single vehicle route must be designed in order to transfer 

the right amounts of the commodity among vertices. The problem was introduced by Hernández-Pérez 

and Salazar-González (2003) and was solved by branch-and-cut (Hernández-Pérez, and Salazar-

González, 2003, 2004a, 2007) and by heuristics (Hernández-Pérez, and Salazar-González, 2004b; Zhao, 

et al., 2009). The 1-PDTSP arises in the rebalancing operations in shared bicycle systems (Benchimol, 

et al., 2011; Contardo, Morency, and Rousseau, 2012; Erdoğan, et al., 2012; Chemla, Meunier, and 

Wolfler Calvo, 2013; Erdoğan, Laporte, and Calvo, 2013; Raviv, Tzur, and Forma, 2013). This 

application is similar to the problem encountered in the replenishment of RATMs in the sense that in 

both cases the aim is to shuffle some commodities between locations so as to bring their inventory level 

within a given interval (see Erdoğan, Laporte, and Calvo (2013)). Some algorithms (Contardo, 

Morency, and Rousseau, 2012; Raviv, Tzur, and Forma, 2013) are capable of handling the multi-vehicle 

case. 

The PDP sharing a 1-M-1 structure deals with two types of commodities. Delivery commodities are 

transported from a single depot to multiple nodes, and pickup commodities are transported from 

multiple nodes back to the depot. A typical application is the recycling of products such as beer bottles, 

pallets and containers (Berbeglia, et al., 2007). A distinction is made between combined and single 

demands. Combined demands occur when locations may require both a pickup and a delivery, whereas 

single demand refers to problems where each location has either a pickup or delivery demand. The 
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single demand problem was introduced by Mosheiov (1994). Heuristics were proposed by Gendreau, 

Laporte, and Vigo (1999) and by Subramanian and Battarra (2013), whereas Baldacci, 

Hadjiconstantinou, and Mingozzi (2003) and Hernández-Pérez and Salazar-González (2007) solved the 

problem exactly by branch-and-cut. The combined demand case was introduced by Min (1989). It was 

solved heuristically by e.g., Bianchessi and Righini (2007); Subramanian, et al. (2010); Zachariadis, 

Tarantilis, and Kiranoudis (2010); Vidal, et al. (2013), and exactly by branch-and-price algorithms by 

Angelelli and Mansini (2002); Dell’Amico, Righini, and Salani (2006); Subramanian and Battarra 

(2013). We are not aware of any contributions on the multi-commodity 1-M-1 PDP. 

Our aim is to model and solve the IRPPD arising in the replenishment of RATMs by means of an 

exact branch-and-cut algorithm and thereby answer the research question: what is an exact solution for 

the inventory-routing problem with pickups and deliveries? The chapter makes four main contributions. 

First, it introduces pickups and deliveries within an IRP context. Second, it combines two PDP 

structures: the 1-M-1 structure which accounts for commodity movements from the depot to RATMs 

to the depot, and the M-M structure which refers to commodity transfers among RATMs. Hence, our 

PDP could appropriately be designated as a 1-M-M-1 problem. Note that we tackle a rather general case 

for realistic sized problems, in that there are several vehicles and side constraints in addition to the 

standard IRP and PDP features. Third, to cope with realistic sized problems, we propose a clustering 

heuristic which can be applied prior to executing the algorithm. Our fourth contribution is to apply our 

algorithm to a real-world case arising in the Netherlands. 

The remainder of this chapter is organized as follows. We formally describe the problem in 

mathematical terms in Section 6.2, where we provide a mixed-integer formulation. The branch-and-cut 

algorithm is described in Section 6.3. The clustering heuristic is detailed in Section 6.4, followed by the 

results of extensive computational results in Section 6.5, and by conclusions in Section 6.5.4. 

 Mathematical programming formulation 

The IRPPD is defined on a directed graph , , where , … ,  is the vertex set and 

, : , ∈ ,  is the arc set. Vertex  represents the depot and the vertices of \  

represent RATM locations. Each RATM incurs unit inventory holding costs  per period ∈ ′ , and 

has an inventory holding capacity . A handling cost  is incurred at the depot, and is proportional to 

the quantity picked up and delivered at the depot. The length of the planning horizon is , with discrete 

time periods ∈ ,… , . A set of rented armored vehicles ∈ ,… ,  is available, each with 

capacity  and average speed . A renting cost  per period is incurred if vehicle  is used. Each 

vehicle is able to perform one route per period, from the depot to a subset of RATMs, each requiring  

units of time to be served, and back to the depot. The shift of each vehicle is limited to  time units, 

after which  monetary units per unit of overtime are incurred. A routing cost  is associated with arc 
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, ∈ . We assume the depot has sufficient inventory and capacity to perform all pickups and 

deliveries during the planning horizon. The inventories are not allowed to exceed the holding capacity 

nor are they allowed to become negative. At the beginning of the planning horizon the decision maker 

knows the current inventory level  of the RATMs, and receives information on the net demand  of 

each RATM  for each period . Negative demands mean that the RATM provides a commodity, while 

positive demands mean that the RATM receives some quantity of the commodity. We assume that the 

quantities, denoted by , received by RATM  in period  can be used to satisfy its net demand in that 

period. The quantities picked up at the depot and at the RATMs may be delivered to any RATM to 

satisfy their demands. The objective of the problem is to minimize the total cost while satisfying the net 

demand for each RATM in each period. 

The variables used in the formulation are as follows. Four families of binary variables are used: 

directed routing variables  are equal to 1 if and only if arc ,  is used on the route of vehicle  in 

period ; visiting variables  are equal to 1 if and only if RATM  is visited by vehicle  in period ; 

delivery variables  are equal to 1 if and only if a delivery is made to RATM  by vehicle  in period 

; and pickup variables  are 1 if and only if a pickup is performed at RATM  by vehicle  in period 

. Integer variables  represent the inventory level at RATM ∈ ′  at the end of period ∈ . 

Variables  are integers representing the product quantity delivered to RATM  using vehicle  in 

period , and variables  are integers representing the product quantity picked up from RATM  using 

vehicle  in period . Two sets of variables represent the amount of inventory carried by vehicle  in 

period  out of and into the depot:  and , respectively. The load of vehicle  after serving RATM 

 in period  is represented by variables , and  represents the overtime in number of extra minutes 

worked by vehicle  in period  over the maximum shift duration . 

The problem is then formulated as follows 

minimize 
∈∈ ∈∈ ∈∈ ∈∈

 (6-1) 

subject to the following constraints 

∈

∈ ∈

∈

 (6-2) 

∈ ∈  (6-3) 

∈ , ∈ ,

∈ ∈ ∈  (6-4) 

∈∈ ∈

⊆ ∈ ∈ ∈  (6-5) 

	 ∈ ∈ ∈  (6-6) 
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	 ∈ ∈ ∈  (6-7) 

∈ ∈ ∈  (6-8) 

∈ ∈ ∈  (6-9) 

∈ ∈ ∈  (6-10) 

∈, ∈

∈ ∈  (6-11) 

, ∈ ∈ ∈  (6-12) 

∈ ∈ ∈  (6-13) 

∈ ∈  (6-14) 

∈

∈ ∈  (6-15) 

, , , ∈ ∈ ∈  (6-16) 

∈ , 		 , ∈ ∈ ∈  (6-17) 

∈ , ∈ ∈ ∈  (6-18) 

, ∈ , ∈ ∈ ∈  (6-19) 

The objective function (6-1) minimizes the total cost of inventory holding, inventory handling at 

the depot, and vehicle renting. Constraints (6-2) state the inventory conservation condition over 

successive periods: they define the inventory in period  as the inventory held in period , plus the 

quantity delivered, minus the quantity picked up, plus the net demand of the location. Constraints (6-3) 

define the bounds on the inventory held by each RATM throughout all periods. Constraints (6-4) and 

(6-5) guarantee that proper vehicle routes are created: they are degree and subtour elimination 

constraints, respectively. Constraints (6-6) link delivery binary variables  to visiting binary 

variables . They allow a delivery decision to be made only if a visit is performed to the RATM. 

Constraints (6-7) are similar to (6-6) and apply to the pickup decisions. Constraints (6-8) and (6-9) 

allow a quantity to be delivered or picked up at an RATM only if the corresponding binary decision is 

set to one. Constraints (6-10) ensure that a visit to an RATM is used to either a pickup or a delivery 

operation. Constraints (6-11) guarantee that the shift duration is respected and that overtime is properly 

accounted. Constraints (6-12) ensure that the load within the vehicle is consistent along its route. 

Constraints (6-13) set bounds on the load inside the vehicle after serving RATM . Constraints (6-14) 

set the load of the vehicle when leaving the depot, while constraints (6-15) set its load when returning 

to the depot at the end of the route. Finally, constraints (6-16) (6-19) define non-negativity and binary 

conditions on the variables. 
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Three comments are relevant with respect to this formulation. The first regards constraints (6-12), 

which resemble the Miller-Tucker-Zemlin subtour elimination constraints (Miller, Tucker, and Zemlin, 

1960). These constraints do not eliminate subtours in this context, because the load within the vehicle 

is not monotonically increasing or decreasing. We therefore impose Dantzig-Fulkerson-Johnson 

subtour elimination constraints (6-5) whose number is exponential in  (Dantzig, Fulkerson, and 

Johnson, 1954). Second, the load consistency constraints (6-12) are used in other pickup and delivery 

problems, see, e.g., Desaulniers, et al. (2001); Gribkovskaia, et al. (2007); Hoff, et al. (2009). When it 

is known in advance whether an RATM requires a pickup or a delivery, they can be lifted (Gribkovskaia, 

et al., 2007). However, this is not the case here. The third comment refers to the fact that the formulation 

is non-linear due to constraints (6-8), (6-9), (6-12), (6-14) and (6-15). However, these can be linearized 

as follows. Constraints (6-8) and (6-9) can be rewritten in a slightly weaker form as 

∈ ∈ ∈  (6-20) 

∈ ∈ ∈  (6-21) 

On their own, these constraints would allow quantities to be picked up or delivered to violate the 

inventory bounds, but together with constraints (6-3), they are feasible linear representations of 

constraints (6-8) and (6-9). Constraints (6-12) can be linearized as 

, ∈ ∈ ∈  (6-22) 

Finally, constraints (6-14) and (6-15) can be rewritten in a linear form as 

∈ ∈  (6-23) 

∈ ∈ ∈  (6-24) 

∈ ∈  (6-25) 

This formulation can be strengthened by imposing the following valid inequalities: 

					 , ∈ ∈ ∈  (6-26) 

	 ∈ ∈ ∈  (6-27) 

Constraints (6-26) are referred to as logical inequalities. They tighten the relation between routing 

and visiting variables. Constraints (6-27) include the supplier in the route of vehicle  if any RATM is 

visited by that vehicle in that period. 

 Branch-and-cut algorithm 

We have implemented a branch-and-cut algorithm capable of solving the formulation we have 

introduced. All variables of the formulation are explicitly handled by the algorithm, but we cannot 

generate all subtour elimination constraints (6-5) a priori. These will be dynamically generated as cuts 
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as they are found to be violated. The formulation is then solved by branch-and-cut as follows. At a 

generic node of the search tree, a linear program with relaxed integrality constraints is solved, a search 

for violated constraints is performed, and violated valid inequalities are added to the current program 

which is then re-optimized. This process is reiterated until a feasible or dominated solution has been 

reached, or until no more cuts can be added. At this point, branching on a fractional variable occurs. 

We provide in Algorithm 6-1 a sketch of the branch-and-cut scheme. Details regarding the 

implementation and improvements to this algorithm are provided in Section 6.5.2. 

Algorithm 6-1 Branch-and-cut algorithm 

1: At the root node of the search tree, generate and insert all valid inequalities into the program. 

2: ∗ ← ∞. 

3: Termination check: 

4: if there are no more nodes to evaluate then 

5:  Stop with the incumbent and optimal solution of cost ∗ 

6: else 

7:  Select one node from the branch-an-bound tree. 

8: end if 

9: Subproblem solution: solve the LP relaxation of the node and let  be its cost. 

10: if the current solution is feasible then 

11:  if ∗ then 

12:   Go to termination check. 

13:  else 

14:   ∗ ←  

15:   Update the incumbent solution 

16:   Prune the nodes with a lower bound larger than or equal to ∗ 

17:   Go to termination check. 

18:  end if 

19: end if 

20: Cut generation: 

21: if the solution of the current LP relaxation violates any cuts then 

22:  Identify connected components as in Padberg and Rinaldi (1991) 

23: 
Determine whether the component containing the supplier is weakly connected as in 
Gendreau, Laporte, and Semet (1997) 

24:  Add violated subtour elimination constraints (6-5) 

25:  Go to subproblem solution. 

26: end if 

27: Branching: branch on one of the fractional variables. 

28: Go to the termination check. 
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 Clustering heuristic 

In order to solve realistic sized problems we design a clustering heuristic which is used prior to 

executing the branch-and-cut algorithm. This heuristic decides for each RATM ∈ ′ and each period 

∈  whether it must be visited, must not be visited, or must perhaps be visited. Specifically, for each 

period  we distinguish five subsets, a ‘must pickup’ set , a ‘must deliver’ set , ‘perhaps pickup’ 

set , ‘perhaps deliver’ set , and a ‘not visit’ set . These five sets define a partition of ′. 

The aim of the clustering heuristic is to (greatly) reduce the branch-and-cut algorithm's calculation 

time by fixing several binary variables prior to its execution. When RATMs are added to one of the 

subsets ,  or , the size of the formulation is greatly reduced and the branch-and-cut algorithm 

benefits from this reduction, because some of the decisions related to pickups, deliveries, and visits for 

some RATMs are already made. When RATMs are added to one of the other two subsets  or , the 

algorithm still decides for each period  whether a visit is required, but the benefit of the clustering 

heuristic is that it limits the choice to either a pickup or a delivery. These steps are implemented as 

follows: 

∈

∈ ∈  (6-28) 

∈

∈ ∈  (6-29) 

∈

∈ ∈  (6-30) 

∈

∈ ∈  (6-31) 

∈

∈ Z ∈  (6-32) 

Also, it follows directly that several other constraints fixing binary variables can be derived from 

(6-28) (6-32). These are used to further reduce the size of the problem by effectively eliminating 

several variables from the problem: 

∈

∈ U ∈  (6-33) 

			 ∈ U ∈ ∈  (6-34) 

∈

∈ W ∈  (6-35) 

				 ∈ W ∈ ∈  (6-36) 

			 ∈ X ∈ ∈  (6-37) 
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			 ∈ Y ∈ ∈  (6-38) 

		 ∈ Z ∈ ∈  (6-39) 

			 ∈ Z ∈ ∈  (6-40) 

The pseudo-code for our clustering heuristic is presented in Heuristic 6-1. Four parameters are 

defined below, which allow us to test various clustering settings. The first parameter relates to due-

periods and tipping-periods. A due-period is a period in which a visit is required to prevent the inventory 

from exceeding the holding capacity or from a stock-out. A tipping-period is a period in which a pickup 

is required to remain cost efficient, i.e., is when the holding cost is disproportionately high related to 

the cost of visiting the RATM. 

 : number of periods preceding a due-period or a tipping-period 

 : number of RATMs which are closest to RATM  

 : minimum inventory level of RATM , in a percentage of its holding capacity  

 : expected number of RATM visits per vehicle  in a period  

In what follows, let ∑ ∙  be the cumulative inventory of RATM  in period ′. This 

is useful to identify up to which period ′ the RATM will respect its inventory constraints without 

intervention from the depot. 

Heuristic 6-1 Clustering heuristic 

1: ← ′. 

2: for all ∈ ′ do 

3:  for all ∈  do 

4:  add  to  

5:   if  or  then 

6:    if  

7:     add  to ; remove  from ; remove  from  

8:    else if  then 

9:     add  to ; remove  from ; remove  from . 

10:    end if 

11:   else 

12:    for ′  to ′ ; ′  do 

13:     if ∑ ∈  and ∑ ∈ /⁄  then 

14:      Add  to ; remove  from ; remove  from  

15:     else if  then 

16:      Add  to ; remove  from ; remove  from  

17:     else if  then 

18:      Add  to ; remove  from ; remove  from  
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19:     end if 

20:    end for 

21:   end if 

22:   for all  number of RATMs  which have the smallest  to  do 

23:    if ∈ ,  and /  then 

24:     add  to ; remove  from ; remove  from  

25:    else if ∈ ,  and /  then 

26:     add  to ; remove  from ; remove  from  

27:    end if 

28:   end for 

29:  end for 

30: end for 

31: return , ,	 ,  and  

The clustering heuristic starts by adding all RATMs  in all periods  to the not visit subset  (see 

lines 2-4 in Heuristic 6-1). If period  or if parameter , lines 5-10 ensure that RATMs are 

added to the must visit subsets  and  when the holding capacity  is exceeded or when the 

inventory  becomes negative. If either condition is satisfied, the algorithm does not have the 

flexibility to choose between preceding or succeeding periods to visit the RATM in. Therefore, the 

RATM must be visited. 

If the condition in line 5 is not met, we check three more conditions in lines 13-18 in order to add 

RATMs $i$ to the perhaps visit subsets  and  in period  as well as to the subsets in  number of 

preceding periods . Line 12 ensures that RATMs  are also added to the subsets in  number of 

preceding periods . We introduce lines 13 and 14 to ensure RATM  is visited for a pickup when a 

tipping-period occurs, i.e., when the holding cost exceeds the cost of visiting the RATM. More 

precisely, the following condition is verified: the inventory  of RATM  in period  multiplied with 

the unit inventory holding cost  exceeds the vehicle rental cost  divided by the expected number 

of visits per route  and divided by the expected number of days elapsed since the last visit. To this 

end, we calculate the expected number of days elapsed since the last visit by dividing the inventory 

level  by the average demand ∑ ∈ / . If the latter condition is met, then the RATM  is added 

to the perhaps pickup set . RATMs  are also added to the  subset in periods  when the inventory 

exceeds capacity , see lines 15 and 16. In the case of stock-outs, the RATMs are added to the 

perhaps deliver subset , which is indicated in lines 17 and 18. 

Most likely, some RATMs will have been taken out of set  and added to the other subsets , 

,  and  when arriving at line 18. The final part of the clustering heuristic in lines 22-28 ensures 

that even more RATMs  which are located closest to RATMs  belonging to , ,  or , are 

added to the perhaps visit subsets. The number of RATMs  added per RATM  is determined by 
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parameter . It should be noted that RATMs  are only added when they meet an inventory level  

which is at least as high as a given percentage  of the holding capacity  for a pickup, or lower than 

a given percentage  for a delivery. The rationale of this final part of the clustering heuristic is to 

stimulate the exchange of inventories among RATMs  and  to eventually reduce the amount to be 

picked up from, and delivered to, the depot. 

 Computational experiments 

In this section we present the instances generator in Section 6.5.1, some implementation details in 

Section 6.5.2, the results of our extensive computational experiments in Section 6.5.3, and the expected 

business benefits in Section 6.5.4. The instance set as well as detailed computational results are 

available at http://www.leandro-coelho.com/instances. 

The problem at hand involves RATMs located all over the Netherlands, with over 6,000 vertices 

and 32 cash centers, each operating with one vehicle. For comparison purposes, the largest instance that 

can be solved exactly for the IRP, with a single vehicle and a single depot, contains 200 customers 

(Coelho, and Laporte, 2013c). We note that the IRP does not contain many of the features presented in 

this chapter. Likewise, the largest M-M PDP instance solved to optimality contains 200 vertices and a 

single vehicle (Hernández-Pérez, and Salazar-González, 2007). The IRPPD combines features of these 

two problems and is significantly more complicated than either of these. For these reasons, it is 

unrealistic to solve this problem exactly for the large sizes we are considering. However, through 

suitable simplifications, we are able to solve real-world instances and obtain good solutions for this 

practical case, as we will now show. 

6.5.1 Instances generation 

The data used in our experiments stem from a real-world case in the Netherlands. A total of 6,377 cash 

dispensing self-service devices, both regular and recirculation ATMs, were installed in the Netherlands 

in 2013 (ABN AMRO Bank, Rabobank, and ING Bank, 2013). From a handful of regional distribution 

centers, cash is transported to and from cross-dock centers, from which the last-mile distribution takes 

place. Cross-dock centers usually serve the cash supply and demand for a small subregion of the 

Netherlands. We depict this case in Figure 6-1. 
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Figure 6-1 Map of the Netherlands depicting 32 subregions 

 

For our experiments we assume that all self-service devices in the Netherlands are RATMs. This is 

not unrealistic given the recent strong increase in the share of RATMs in the Netherlands (ECB, 2013a). 

Also, in several other countries, such as Japan, RATMs already dominate the cash self-service device 

market (Retail Banking Research, 2012). To mimic reality we have divided all RATM locations into 32 

subregions, each served by a single cross-dock center, i.e., a depot, each with a maximum of 200 

RATMs to obtain instances of similar sizes. Although the Netherlands is rather densely populated, not 

all parts of it are equally well served by RATMs. Their coverage varies considerably over the country. 

Our solution methodology is rather robust and can easily deal with this diversity. Figure 6-2 depicts the 

position of the RATMs and the cash center for the Amsterdam area. 
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Figure 6-2 Map of the Amsterdam subregion 

 

Several experiments were performed with various clustering settings. The parameter settings were 

gathered from cash supply chain parties in the Netherlands, and estimated when these could not be made 

publicly available for security reasons. The parameters for the clustering heuristic are set as follows: 

 	∈	 0,1,2  

 	∈	 0,1,2  

 	∈	 30,50,70  

 	∈	 15  

The parameters for the instance generation are the following: 

 	≔	€0.08 per €1,000 inventory per period  (based on a 3 percent annual interest rate); 

 	≔	€260.000 per RATM . This is an estimation based on an RATM with four cassettes 

(which is usual to regular ATMs, see e.g., Wincor Nixdorf (2014)), each with a capacity of 

2.000 notes; 

 	≔	€0.30 per €1,000 picked up or delivered at the depot; 
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 	≔ 6 periods. Periods coincide with days, which together define a workweek from Monday to 

Saturday. In practice, order lead-times are not more than one or two days and so a planning 

horizon of six days is sufficient; 

 	≔	1 vehicle; 

 	≔	€7,800,000 per vehicle . This is an estimation based on 30 full replenishments of 

€260,000 in a single period; 

 	≔	€2,000 per vehicle  per period used; 

 	≔	18 minutes; 

 	≔	8 hours. This is the regular business day length in the Netherlands. We assume the vehicle 

is loaded prior to performing the route, so the driver has at most eight hours to perform all 

pickups and deliveries; 

 	≔	€8.00 per minute, which is approximately twice as expensive as the regular vehicle renting 

cost per minute; 

 	≔	UNIFORM~ 0,…, . Each RATM  is assigned a random initial inventory in euro. 

 	≔	 -45,000,…,45,000  per period. Random values are drawn from a Poisson distribution for 

both withdrawals and deposits, which are thereafter combined into a net demand. To simulate 

real demands at different locations, we have ensured that RATMs either have a net-positive, a 

net-negative or a balanced demand without losing stochasticity. We have then generated 

different demands at different periods: in periods 	∈	 1,2  the demand tends to be net-positive, 

because on average in the Netherlands more cash is deposited on Mondays and Tuesdays. The 

demand in periods 	∈	 5,6  tends to be net-negative, since more cash is withdrawn on Fridays 

and Saturdays; 

 	≔	the arc set is constructed using real travel distances between the RATMs and the depot. 

A routable network dataset for the Netherlands was constructed using OpenStreetMap data 

(Geofabrik GmbH, and OpenStreetMap Contributors, 2013) and average driving speeds were 

used on the various road types to approximate true speeds. 

6.5.2 Implementation features 

The algorithm just described was coded in C++ using the IBM Concert Technology and solved with the 

CPLEX 12.5.1 solver running on a single thread. All computations were executed on a grid of Intel 

XeonTM processors running at 2.66 GHz with up to 48 GB of RAM installed per node, with the Scientific 

Linux 6.1 operating system. A time limit of six hours was imposed on the execution of each instance. 

Algorithm 6-1 can be used to optimally solve small to medium instances of the problem. If the 

instance size is small, even subtour elimination constraints (6-5) can be fully enumerated. However, for 

the instances that we consider in this chapter, which contain up to 200 nodes, this approach is infeasible. 
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Moreover, some constraints are extremely numerous, e.g., (6-22) and (6-26). These two sets of 

constraints account for almost half a million rows in the LP and their inclusion in the root node of the 

branch-and-cut solver cause the simplex algorithm to perform poorly when optimizing the linear 

program relaxation. 

In order to cope with this situation, we have decided to add two new layers to the branch-and-cut 

algorithm. In the first one, we verify at every node having a fractional solution whether inequalities 

(6-26) are violated and we then add them to the LP. This helps improve the lower bound of the problem. 

The second new layer is added to handle constraints (6-22) since we have observed that these constraints 

are not tight with respect to the vehicle capacity and are generally satisfied. For this reason, we have 

devised an algorithm to verify whether they are violated only when at an integer solution. If the integer 

solution is found to violate constraints (6-22), these are added and the node is then re-optimized. 

Otherwise, the solution is feasible for the IRPPD. The procedure created to check whether an integer 

solution respects constraints (6-22) is outlined in Algorithm 6-2. These two changes have significantly 

decreased the time required to solve the subproblems. 

Algorithm 6-2 Separation algorithm for constraints (6-22) 

1: let , 	 , 	 , and  be the values of the variables , , , and , respectively, in an integer 
solution 

2: for all ∈  do 

3:  for all ∈  do 

4:   ← . 

5:   for all ∈ ′ do 

6:    . 

7:   end for 

8:   if -	  then 

9:    Add the violated constraint to the problem: 

10:    ,  

11:   end if 

12:   . 

13:   while  do 

14:    ← . 

15:    for all ∈  do 

16:     , . 

17:    end for 

18:    if -	  then 

19:     Add the violated constraint to the problem: 

20:     ,  
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21:    end if 

22:    . 

23:   end while 

24:  end for 

25: end for 

Moreover, we have also observed that the separation algorithm of constraints (6-5) can be improved 

by adding a new set of variables representing the route of the vehicle in an undirected graph. By doing 

this, the separation algorithm runs on a graph half the size of the original one, looking for connected 

components and deriving maximum cuts over a much smaller network. Moreover, each subtour 

elimination cut derived for this new variable is equivalent of two cuts expressed in the original variables, 

one in each direction. 

These two procedures employed to generate new cuts dynamically typically yield around 20 

thousand cuts only at the root node of the tree. This number, although sizeable, is only a small fraction 

of the total number of cuts that could potentially be generated. By optimizing a problem with fewer 

constraints, we gain in speed since far fewer simplex iterations are needed. We note that a typical 

instance has around half a million binary variables and 150 thousand constraints after the two 

procedures just described have been applied. 

We have also observed that at the beginning of the optimization process, the problem is degenerate, 

i.e., several pivoting operations do not improve the value of the objective function. We have therefore 

taken advantage of the fact that during the optimization process, one can change the routing decisions 

while remaining feasible. Since routing variables  do not appear in the objective function, this different 

solution does not change the value of the objective function. Note that as long as the total route length 

is less than the shift duration, the solution remains feasible. We have tested adding a small coefficient 

to the objective function to further minimize route length, and thus avoid degeneracy, but this option 

did not yield any significant result. 

Finally, in order to obtain a clear view of the performance of our algorithms, and also to speed up 

the solution of each node, we have turned off the CPLEX cut generation. 

6.5.3 Results 

We start our analysis by presenting the results obtained by the algorithm described in Sections 6.3 and 

6.5.2 on the set of 32 instances described in Section 6.5.1. These experiments have shown that our 

algorithm is rather stable, especially when considering the large scale of the instances involving up to 

200 vertices. However, the optimality gap is rather large, with an average of 51 percent, a maximum of 

62 percent and a minimum of 45 percent. To benchmark the quality of these solutions, we can compare 

to the instances of the IRP without pickup and delivery which has recently been solved to optimality in 
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Coelho and Laporte (2013c) for comparable instance sizes. The problem at hand is much more 

complicated and clearly requires an additional effort in order to obtain good solutions. 

We have then limited the flexibility of the algorithm by disallowing visits to RATMs that do not 

require a pickup or a delivery to remain operational. This is achieved by setting to zero both parameters 

 and  of the clustering procedure. Obviously, all solutions obtained for this constrained version of 

the problem remain valid for the general case, but the lower bounds can no longer be directly compared. 

In this situation, we have observed an average improvement of 24 percent in the upper bounds. Under 

this scenario, seven instances were solved to optimality, and most of them yielded gaps below 0.1 

percent. This is remarkable given the difficulty of the problem which combines characteristics of the 

IRP and of the M-M PDP. These results are displayed in Table 6-1, where we present in columns “Upper 

Bound general” and “Upper Bound clustering” the obtained upper bounds before and after applying the 

clustering phase. Again, note that the latter solutions are valid for the general problem. The size of the 

vertex set ’ is also listed: all instances but two contain 199 RATMs and 1 depot. These two exceptions 

resulted from the indivisible number of RATMs (i.e., 6,377) over 32 instances. In column “Lower 

Bound clustering” we present the lower bound obtained when solving the problem with the clustering 

aggregation, i.e., the constrained problem. We observe that these lower bounds are not valid for the 

general problem. The column “Gap 1” lists the huge gaps between the upper bounds of the general and 

clustering problems, which clearly shows the added value of the clustering approach. The column “Gap 

2” refers to the optimality gap between the upper and lower bounds computed for the clustering strategy. 

By increasing the number of periods  in which the algorithm can decide when to serve the RATMs, 

we obtain a problem that turns out to be very similar to the original one, and the same solutions are 

obtained when  and . 

Table 6-1 Full results of the branch-and-cut algorithm with clustering set with  and  

Instance | | 

Upper  
Bound 
general 
(euro) 

Upper  
Bound 

clustering 
(euro) 

Gap (upper 
bound; 

general vs 
clustering) 
(percent) 

Lower 
Bound 

clustering 
(euro) 

Gap 2 
(clustering; 
upper vs. 

lower bound)
(percent) 

Inst-01 200 37,289 25,698 31.08 25,642 0.22 

Inst-02 191 34,076 23,890 29.89 23,849 0.17 

Inst-03 200 35,898 25,594 28.70 25,576 0.06 

Inst-04 200 33,962 24,988 26.42 24,949 0.15 

Inst-05 200 30,505 24,754 18.85 24,754 0.00 

Inst-06 200 34,214 25,420 25.70 25,394 0.10 

Inst-07 200 33,984 24,978 26.50 24,963 0.06 

Inst-08 200 31,837 25,067 21.26 25,053 0.05 

Inst-09 200 43,820 25,190 42.51 25,181 0.03 
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Instance | | 

Upper  
Bound 
general 
(euro) 

Upper  
Bound 

clustering 
(euro) 

Gap (upper 
bound; 

general vs 
clustering) 
(percent) 

Lower 
Bound 

clustering 
(euro) 

Gap 2 
(clustering; 
upper vs. 

lower bound)
(percent) 

Inst-10 200 31,955 25,070 21.55 25,070 0.00 

Inst-11 200 39,339 24,647 37.35 24,640 0.02 

Inst-12 200 29,865 24,313 18.59 24,301 0.04 

Inst-13 200 32,564 23,663 27.33 23,644 0.08 

Inst-14 200 28,123 26,498 5.78 26,498 0.00 

Inst-15 200 30,684 25,705 16.23 25,705 0.00 

Inst-16 178 31,620 24,255 23.29 24,165 0.37 

Inst-17 200 33,619 24,831 26.14 24,816 0.06 

Inst-18 200 37,025 24,502 33.82 24,457 0.18 

Inst-19 200 28,200 24,708 12.38 24,685 0.09 

Inst-20 200 31,525 24,751 21.49 24,737 0.05 

Inst-21 200 33,028 25,343 23.27 25,313 0.12 

Inst-22 200 31,669 24,732 21.90 24,685 0.19 

Inst-23 200 29,385 24,751 15.77 24,737 0.05 

Inst-24 200 36,754 25,012 31.95 24,960 0.20 

Inst-25 200 31,767 24,156 23.96 24,134 0.09 

Inst-26 200 31,970 24,743 22.61 24,743 0.00 

Inst-27 200 28,714 23,771 17.21 23,763 0.03 

Inst-28 200 33,452 25,343 24.24 25,343 0.00 

Inst-29 200 35,921 25,852 28.03 25,852 0.00 

Inst-30 200 30,078 24,529 18.45 24,525 0.01 

Inst-31 200 32,503 24,081 25.91 24,030 0.21 

Inst-32 200 33,661 25,339 24.72 25,313 0.10 

Average 199 33,094 25,114 24.11 24,859 0.09 

We have also tested different cases by allowing the algorithm to visit RATMs that do not necessarily 

need a visit, but that could help reallocate cash throughout the system, thus avoiding the need to return 

cash to the depot, which incurs a cost. Whenever we set the number  of close-by RATMs allowed to 

be visited to 1 or 2, but did not allow them to be visited in different periods, i.e., 	=	0, the same 

solutions from the general case were obtained once again. This remained true irrespective of the value 

of the parameter , i.e., the minimum inventory level of the extra RATMs. 

Fixing the  number of extra RATMs and the  number extra of periods, and testing the effect of 

selecting RATMs based on their minimum average inventory level, i.e., 	∈	 30,50,70  percent, we 

have observed a clear trend: when the RATMs with higher inventory levels are allowed to be visited, 

better solutions are obtained. A possible explanation is that cash could be moved from these high 
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inventory RATMs to the ones with shortages, hence decreasing both inventory costs and depot handling 

costs. Table 6-2 shows a summary of these results. 

Table 6-2 Summary of the results when changing the parameter , controlling the inventory levels of 
extra RATMs 

 
Clustering case 

Upper 
Bound 
general 
(euro) 

Upper Bound 
clustering 

(euro) 

Improvement 
over the general 

case 
(percent)    

  

 33,094 31,937 3.51 

 33,094 30,802 6.94 

 33,094 27,829 15.79 

  

 33,094 31,949 3.47 

 33,094 31,944 3.49 

 33,094 30,840 6.80 

  

 33,094 31,958 3.45 

 33,094 31,934 3.51 

 33,094 31,562 4.63 

  

 33,094 31,952 3.46 

 33,094 31,941 3.49 

 33,094 31,926 3.54 

Finally, since all upper bounds obtained by different clustering procedures remain feasible for the 

general case, we are able to compile the best known upper bounds for the problem by comparing all 

permutations. These best known upper bounds are presented in Table 6-3, along with the improvement 

with respect to the upper bounds obtained for the general case. We observe that solving the problem 

with our clustering procedure yields better upper bounds for all instances, with average improvements 

of 29.94 percent and attaining 47.17 percent in one case. 

Table 6-3 Best results of the branch-and-cut algorithm with the clustering procedure 

Instance | | 

Upper Bound 
general 
(euro) 

Upper Bound 
clustering 

(euro) 

Improvement 
over the general 

case 
(percent) 

Inst-01 200 37,289 22,538 39.56 

Inst-02 191 34,076 23,890 29.89 

Inst-03 200 35,898 25,594 28.70 

Inst-04 200 33,962 24,988 26.42 

Inst-05 200 30,505 24,754 18.85 

Inst-06 200 34,214 25,420 25.70 

Inst-07 200 33,984 24,978 26.50 
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Instance | | 

Upper Bound 
general 
(euro) 

Upper Bound 
clustering 

(euro) 

Improvement 
over the general 

case 
(percent) 

Inst-08 200 31,837 25,067 21.26 

Inst-09 200 43,820 25,190 42.51 

Inst-10 200 31,955 25,070 21.55 

Inst-11 200 39,339 24,647 37.35 

Inst-12 200 29,865 24,313 18.59 

Inst-13 200 32,564 23,663 27.33 

Inst-14 200 28,123 26,498 5.77 

Inst-15 200 30,684 25,705 16.22 

Inst-16 178 31,620 18,607 41.15 

Inst-17 200 33,619 21,677 35.52 

Inst-18 200 37,025 22,235 39.95 

Inst-19 200 28,200 24,708 12.38 

Inst-20 200 31,525 19,204 39.08 

Inst-21 200 33,028 18,861 42.89 

Inst-22 200 31,669 24,732 21.90 

Inst-23 200 29,385 19,238 34.53 

Inst-24 200 36,754 19,417 47.17 

Inst-25 200 31,767 19,271 39.34 

Inst-26 200 31,970 19,721 38.31 

Inst-27 200 28,714 23,771 17.21 

Inst-28 200 33,452 20,028 40.13 

Inst-29 200 35,921 21,381 40.48 

Inst-30 200 30,078 24,529 18.45 

Inst-31 200 32,503 24,081 25.91 

Inst-32 200 33,661 21,010 37.58 

Average 199 33,094 23,196 29.94 

6.5.4 Expected business benefits 

This section provides an estimation of the business benefits of operating our IRPPD solutions in 

practice. We compare our results with a problem setting where all cash is delivered to and pickedup 

from the depot to manage RATM inventories, instead of also being exchanged among RATMs. The 

problem setting used in the comparison possesses a 1-M-1 structure. Through this comparison, we have 

been able to analyze several important metrics for each period such as the initial and final vehicle 

inventory, the average and maximum vehicle load, the total amount of cash delivered and picked up, 

the sequence of deliveries and pick-ups, and the inventory of each RATM, among others. 
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The analysis demonstrates that the generated initial inventories in the ATMs are substantially 

reduced in the first and second periods since this is when many pickups are performed. This shows that 

the current inventory levels in most RATMs are too high with respect to the demand pattern. Regarding 

periods 3 to 6, the experiments show a steady state inventory level, meaning that supply and demand 

are more or less balanced. If we consider only these periods, we observe that 88 percent of the cash is 

exchanged among RATMs and that only 12 percent is delivered to or picked up from the depot. Hence, 

the great majority of cash deliveries are performed by using cash picked up earlier in the same route. 

Compared to the 1-M-1 problem structure, this yields an annual saving of 875 euro per RATM. Due to 

this saving, the cost per RATM visit decreases, which also allows a reduction in inventory levels. A 

reduction of the average inventory level from 97,000 to 77,000 euro per year yields an annual cost 

saving of 672 euro per RATM in inventory carrying costs. In total, for each RATM we achieve a cost 

saving of 1,547 euro, representing 12.2 percent of the cost. For an RATM network consisting of 6,500 

devices in the Netherlands, the annual estimated cost saving is approximately 10.1 million euro. 

In addition to the 12.2 percent cost reduction, we emphasize that our methodology yields extra 

potential benefits which are harder to quantify in monetary terms. Indeed, we observe that the maximum 

amount of money that can be carried by an armored truck is limited by its (very expensive) insurance 

policy. The larger the average amount of cash being transported, the more expensive the insurance 

becomes. Our algorithm achieves a 54 percent reduction in the in-transit inventory, when compared 

with the traditional 1-M-1 structure. Not only will the insurance premium decrease substantially, but a 

less expensive truck (due to reduced armor) can be deployed and the incurred CO2 footprint and incurred 

losses during eventual raids should be significantly lower. 

 Discussion and conclusions 

This chapter answered the sub-question which is formulated in the introduction by introducing, 

modelling and solving a rich inventory-routing problem with pickups and deliveries. We have been 

successful in solving a difficult application of the problem arising in the optimization of distribution 

and inventory management of cash in recirculation ATMs in the Netherlands. The problem was first 

modelled as a non-linear mixed-integer programming formulation. After linearizing some of the 

constraints, we have developed an exact branch-and-cut algorithm which was then further strengthened 

by the inclusion of valid inequalities and some implementation schemes. This algorithm yields initial 

bounds for the problem, but these are not necessarily tight. A clustering heuristic was developed in 

order to reduce the problem size, which was then solved again by the branch-and-cut algorithm. 

Different settings of the clustering procedure were tested, and we have shown which ones are able to 

provide a good trade-off in terms of simplification of the problem and upper bound values. We were 

able to solve exactly or to near optimality 32 instances involving up to 200 vertices. This size is similar 
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to that of the largest IRP or M-M PDP instances that have been solved in the past. Our problem is 

obviously more difficult, because it combines these two features. The expected business benefit is 

estimated at about 10.1 million euro per year only in the Netherlands, when compared to traditional 

solution approaches. Please note that this saving cannot be compared to, nor be added up to the potential 

savings in chapters 4 and 5. The problem settings are completely different; here we consider 

recirculation ATMs, while in chapters 4 and 5 we consider regular cash-out ATMs. Since RATMs are 

expected to become a market standard in the near future, this chapter anticipates on this development 

by providing cash supply chain parties the means to immediately improve the replenishment operations 

and yield significant cost savings as well as other side benefits. 
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 GENERAL DISCUSSION AND CONCLUSIONS 

This section provides an answer to the general research question and briefly lists the key findings, 

managerial implications, and topics of future research. 

 Introduction 

Five distinct yet interrelated research studies are conducted with the intent of answering the general 

research question: “Which tools and approaches offer a long-term solution for controlling automated 

teller machine (ATM) inventories and planning cash deliveries, thereby improving (i) the cost-efficiency 

of cash supply chains, (ii) the ATM users’ satisfaction, and (iii) the security of cash logistics?” This 

question is divided into several sub-questions per research study, which are all answered in Chapters 2 

to 6. An initial answer to the research question is provided in Chapter 4, which sets forth a newly 

developed dynamic inventory control policy (DICP) to manage ATM inventories. This DICP is grafted 

on the outcomes of an ATM service quality study, which is conducted in Chapter 2 and highly accurate 

demand forecasts, which are generated by using a new demand forecasting procedure developed in 

Chapter 3. In a follow-up study in Chapter 5, the DICP is integrated in a real-time performance 

measurement system to deliver high service quality only when it matters most and thereby further 

improving the cost-efficiency of the DICP.  In order to offer a long-term solution to cash logistics, in 

the final research study in Chapter 6 we anticipate a problem that is expected to prevail on a global scale 

in the near future: a combined inventory, routing, pickup, and delivery problem arising in the logistics 

management of recirculation ATMs (RATMs). 

This concluding chapter is structured as follows: the highlights of findings are outlined in Section 

7.2, the managerial implications in Section 7.3, and the recommendations for further research in Section 

7.4. This last section is divided in two categories: (i) an elaboration on improvements and extensions of 

our tools and approaches, and (ii) other research challenges within the cash supply chain. 

 Highlights of findings 

Highly cost-efficient and service-oriented tools and solutions are developed for logistics challenges 

arising in cash supply chains. New approaches either address theoretically new problems or outperform 

existing approaches in the literature. We study and develop solutions for measuring ATM performance, 

forecasting cash demands, managing cash inventories, and managing the cash distribution for an entire 

ATM network. We now address the highlights of our findings. 

To gather a thorough understanding of key performance indicators for ATM inventory control, we 

first investigate user and manager perspectives with respect to ATM service quality attributes. Without 

such an understanding of performance we would be unable to develop efficient solutions capable of 
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delivering the target service quality. The first step in this research study is to identify discrepancies 

between what users consider important factors with respect to ATM service delivery and what ATM 

operators think they should deliver. A literature review in conjunction with the application of the GAPS 

Model of service quality have led to the formulation of several hypotheses. These hypotheses are tested 

by way of conducting two cross-sectional surveys among 2,231 ATM users and 181 managers. This 

exercise shows that (i) a low ATM availability leads to a loss of customers, (ii) ATM managers are 

insufficiently aware of the determinants of customer satisfaction, and (iii) user experience is not 

measured correctly by managers. In addition, we construct a comprehensive list of important service 

quality attributes in order to formulate ATM performance measures. What we demonstrate in particular 

– and what we use in developing inventory control policies in Chapter 4 and Chapter 5 – is that ATM 

unavailability is best measured in terms of the estimated missed demand instead of merely the time of 

unavailability. Consequently, we account for dynamic ATM demand, which naturally exhibits 

tremendous differences in both the intensity of ATM use and in the times of ATM use. 

In addition to understanding ATM service quality attributes and performance measurement, 

demand forecasting is given specific attention. If a delivery lead-time is considered for inventory 

control, which is the case for managing ATM inventories, it is of the utmost importance to have an 

accurate demand forecast at hand. Without such forecast, deliveries will be performed either too early, 

which is costly, or too late, which results in missed demand. To anticipate this problem, we develop a 

new forecasting model for multivariate causal time series. Our model is able to cope with both hourly 

and daily demand figures and can forecast multi-step ahead. The model’s contribution is threefold: (i) 

the aggregation of best-in-class forecasting techniques from the literature, (ii) the smoothing of the 

monthly and yearly demand patterns, and (iii) the ability to deal with inaccurate and incomplete source 

data. We test our model by using the 111 time series from the NN5 forecasting competition (Crone, 

2009b) and conclude that our model outperforms all 30 other studies that use the same NN5 dataset. 

Our approach, which applies intuitive decision making, yields highly accurate demand forecasts in short 

computation times of less than a second. The forecasting procedure is purposely developed to forecast 

ATM demands, but can also be used to forecast future demands of any other product. Our procedure is 

especially applicable for items that are highly uniform and are characterized by a high demand intensity. 

The DICP for managing cash inventories of ATMs is developed in Chapter 4 by using the findings 

of Chapters 2 and 3. The development and validation of the DICP is done by using insights, data, and 

observations collected at the three major Dutch commercial banks: ABN AMRO Bank, ING Bank, and 

the Rabobank. Our policy can be categorized as a single-item, single-location, state-dependent, lotsizing 

policy capable of dealing with stochastic dynamic demands and stochastic dynamic lead-times under 

periodic reviews, a finite planning horizon, and a target fill-rate fulfilment criterion. To the best of our 
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knowledge, no such policy has been introduced and tested before. In order to validate our DICP we first 

perform a benchmark analysis under the assumption of stationary demands by comparing performances 

between our DICP and the existing approximation algorithm proposed by Tijms and Groenevelt (1984). 

Second, we analyse the performance penalty of our DICP when dealing with non-stationary demands. 

Both comparisons show gaps smaller than 1 percent for all instances, meaning that our policy performs 

almost as well as the approximation algorithm and, contrary to this algorithm, provides a solution to a 

problem which exhibits more variability and is computationally more complex. In addition to a 

sensitivity analysis demonstrating the robustness of our policy, we perform exhaustive case experiments 

to show the policy’s business benefit. Implementing our DICP in the Netherlands yields a potential 

annual cost saving of approximately 38 percent, representing 33.6 million euro, in the logistics cost of 

the entire ATM network of the aforementioned Dutch banks. At the same time, the ATM unavailability 

caused by stock-outs is reduced from 1.7 to 0.6 percent. 

We have learned from the research study outlined in Chapter 2 that ATM unavailability has a 

differentiated impact on user satisfaction depending on the time of ATM usage and the ATM location. 

The DICP does not make this differentiation; all missed transactions are equally weighted. 

Subsequently, we develop a real-time performance measurement system (PMS) in Chapter 5. The 

objective of this real-time PMS is to actively control, monitor, and improve ATM performance. The 

real-time PMS assigns different weights to different types of (potential) missed transactions. We 

integrate the real-time PMS and the DICP and conduct discrete event simulation experiments to 

demonstrate the added value of the real-time PMS in terms of cost and service. As intended, results 

demonstrate that, even though more transactions were missed due to ATM stock-outs, the users were 

equally satisfied. This result is explained by the fact that only transactions with a low weight (i.e., 

having a small impact on user satisfaction) were missed. Exhaustive numerical validation demonstrates 

that, compared to the regular DICP, the integration of the real-time PMS and DICP leads to a higher 

fill-rate of 99 instead of 98 percent with equal expenses, or a 3.7 percent cost reduction while 

maintaining an equal fill-rate. 

The final research study addressed in Chapter 6 is a visionary study, anticipating a logistics problem 

considering recirculation ATMs (RATMs), which is expected to prevail on a global scale in the near 

future. Regular ATMs are increasingly being replaced by these RATMs because of their great potential 

for saving cost and enhancing service. A few large developed nations such as Japan have already 

replaced all of their regular cash dispensing ATMs with RATMs. RATMs can take, recirculate, and 

dispense cash, meaning that cash deposited by one user can be withdrawn by the next. Because of their 

additional functionality, RATMs require approximately 50 percent less deliveries than regular ATMs. 

These devices must only be visited to resolve shortages and surpluses when supply and demand of 
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banknotes are out of sync. A theoretically new problem of combined inventory control, routing, and 

pickup and delivery is presented. Compared to a traditional inventory-routing problem, we now have to 

account for the sequence of pickup and delivery jobs to ensure sufficient, but not too much, cash remains 

available in the RAMs and the vehicle(s), with the intent of minimizing the cash amounts picked-up 

from and/or delivered to the cash centre. We formulate the problem as a mixed-integer linear 

programming model and for its resolution we propose an exact branch-and-cut algorithm with an 

optional clustering heuristic. The algorithm results in the minimum or near to minimum cost for 32 

realistically-sized complex instances comprising 200 RATMs each. A successful implementation of the 

developed solution approach would yield a cost saving of approximately 12 percent of the total cost of 

operating an ATM network, compared to existing solutions. Not only will the travel distance reduce 

substantially, but the security risk will likewise reduce by 54 percent of the vehicle carrying inventory 

through balancing cash between RATMs. 

Our algorithm for the inventory-routing problem with pickups and deliveries (IRPPD) arising in the 

replenishment of RATMs shares similarities with, for instance, a public bike system. The important 

mutual characteristic between both applications is that a single item type is exchanged between multiple 

stock locations to prevent stock-outs and to prevent reaching holding capacity. Similarly, a stock 

location can be a pickup location on one day, and a delivery location on another day. Although the 

IRPPD is never introduced scientifically, the problem arises in many applications. All problems 

confronted with non-perishable products and goods that can be stored and incur costs in their exchange 

among locations without being consumed or transformed can be solved using our algorithm. A great 

resemblance can be found in the so-called closed-loop supply chains. Examples are the exchange, 

hiring, or rental of books, electronics, tools, and cars. 

 Managerial implications and suggestions 

This dissertation identifies a potential logistics cost saving of 36 to 43 percent (i.e., 32.0 to 37.7 million 

euro) per annum for managing ATM inventories and deliveries by applying newly designed methods 

for three major commercial banks (i.e., ABN AMRO Bank, Rabobank, and ING Bank) in the 

Netherlands. This saving is calculated through comparing the performances of our dynamic inventory 

control policy (DICP) and real-time performance measurement system with the cash operation of the 

three Dutch banks by using real-world data and realistic assumptions dating from 2009. The highly 

cost-efficient solution is obtained without compromising the service level. On the contrary, we 

demonstrate that the saving is achieved while increasing the fill-rate from 98.3 to 99.4 percent. This 

saving is identified through reducing the quantity of deliveries by 51 percent, which simultaneously 

reduces the security risk substantially. Not only do we forecast demands and plan cash deliveries more 

efficiently, we also take into account specific ATM users’ wishes. We show in addition, by integrating 
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a real-time PMS and our DICP, that user satisfaction and cost efficiency can be increased by allowing 

slightly more ATM unavailability when the impact on customer satisfaction is low, and accepting less 

unavailability when the impact is high. 

Furthermore we anticipate an inventory-routing problem with pickups and deliveries which arises 

globally in a rapidly increasing number of markets. When all ATMs in the Netherlands are fitted with 

a recirculation functionality, a cost saving of approximately 12 percent, representing 10.1 million euro, 

can be achieved compared to existing solutions. Additional benefits are the greatly reduced travel 

distance and the reduced vehicle carrying inventory by 54 percent which reduce the risk and loss 

resulting from raids. 

During the PhD trajectory, the intermediate results, conclusions and findings have already been 

shared with businesses and are gratefully received globally and used by various cash supply chain 

parties and individuals, mostly commercial banks. The practical contribution finds its expression mainly 

in the fact that the Dutch commercial banks established a joint venture named Geldservice Nederland 

B.V. (GSN) on September 1, 2011, partly as a result of the identified savings during a business project 

in 2009 (Van Anholt, et al., 2010). These identified savings were obtained by using the preliminary 

inventory models which are improved in this dissertation. Even after the establishment of GSN the 

identified savings and improved models provide guidance to strategic decision making today (2014). 

To assist ATM operators at commercial banks in achieving the full potential of the developed tools 

and approaches, throughout this dissertation we list the minimum prerequisites below in three 

categories: (i) usage & administration, (ii) data or input related, and (iii) target setting & definitions. 

The last category (iv) other improvements, is comprised of improvements which affect multiple cash 

supply chain stakeholders. 

i) Usage & administration 

 Implement our DICP and real-time performance measurement system. We suggest 

implementing the forecasting procedure developed in Chapter 3 and the dynamic inventory 

control policy developed in Chapter 4 because these outperform other tools and approaches in 

the literature. If the ATM manager is unfamiliar with the dynamics of its ATM estate, the 

chance-constraint  should be set to 0.9 in order to achieve the target fill-rate. If the additional 

efficiency improvement (3.7 percent reduction on logistics cost) identified in Chapter 5 is 

desired, then our real-time PMS must be implemented as well. The implementation of the real-

time PMS does not only involve a technical endeavour, but also an additional effort to assign 

weights to ATM service quality attributes. Commercial banks often use commercial decision 

support systems (DSS) which utilize existing, often traditional, heuristics and algorithms. The 

research study outlined in Chapter 4 shows that these commercial banks do benefit from 
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implementing commercial DSSs when compared to ad-hoc decision making. However, these 

companies will not achieve the full cost-saving potential as demonstrated in our comparative 

analysis in Chapter 4. The best approach is therefore to integrate our newly developed 

algorithms and heuristics into existing commercial DSSs (i) to benefit from the enhanced 

performance demonstrated by this dissertation and (ii) to retain the DSSs’ reputation, its user-

friendly interface, and IT-interfacing with other middle- and soft-ware. 

 Prevent human intervention; stimulate trust in the system. If ATM managers perform sanity 

checks on automatically generated replenishment orders by a computerized system (our 

solutions and/or a commercial DSS), adjustment of these orders should be prevented as much 

as possible. The complexity of these systems and the huge number of variables may sometimes 

result in counterintuitive orders, which we observed while assessing the case experiment in 

Section 4.5. The system might anticipate future demands, non-delivery days, holidays, etc., 

which cannot be foreseen by a human being. Human intervention should only be allowed if 

information is available with respect to a temporary fluctuation in demand (e.g., due to a 

specific event) that cannot be known by a computerized forecasting procedure. 

 Ensure full flexibility. ATM managers tend to set specific business rules, such as, “the ATM 

must be visited at least once per week.” Such business rules should be eliminated as much as 

possible because they deteriorate the performance of the inventory control system. We 

demonstrated in Chapter 4 that our inventory control policy is also capable of dealing efficiently 

with ATMs that can be visited on a limited number of weekdays, but still, a better performance 

is obtained when no restrictions apply. 

 Reduce lead-time where possible. The lead-time between ordering and actual replenishment of 

an ATM must be reduced to a minimum. A longer lead-time incurs more uncertainty, which 

results in higher costs and reduced service. This is demonstrated in the sensitivity analysis in 

Chapter 4. 

ii) Input data related 

 Use sufficient historical data. Although replenishment orders may be determined by using 

historical data of only several days, we demonstrate in Chapter 3 that at least a year of historical 

data must be used to allow the forecasting procedure to accurately forecast future demands. 

Considering more than a year of historical data further improves the performance because it 

allows identification of a yearly seasonal pattern as well. 

 Use accurate historical data. If inaccurate or incorrect historical data is used to forecast future 

demands, the reorder decisions resulting from the inventory system will be inefficient. Even 

though outliers are discarded automatically by our DICP, we emphasize that the necessary 



Chapter 7 General Discussion and Conclusions 

167 

efforts to obtain the most accurate data will be earned back by achieving a higher forecasting 

accuracy. 

 Use hourly demands instead of daily demands. If both hourly and daily demands are available, 

then the hourly data must be considered in order to account for the intra-day seasonality pattern. 

Firstly, much variance is explained by this seasonal component and therefore makes the demand 

forecast more accurate. Secondly, the missed demand during ATM unavailability can be 

estimated per hour instead of per day, which allows for better performance measurement. 

 Ensure real-time availability of inventory information. Using outdated information for 

inventory decisions leads to increased forecasting uncertainty and hence increased cost and/or 

increased ATM unavailability. A similar deterioration of performance is observed with an 

increased delivery lead-time. 

iii) Target setting & definitions 

 Adjust ATM fill-rate measurement. The ATM manager survey (see Appendix A) pointed out 

that the majority of commercial banks compute the fill-rate based on the duration of ATM 

unavailability. However, we argue that the number of missed transactions must be estimated to 

measure the number of users dissatisfied. Referring only to the unavailability duration neglects 

the time (e.g., day or night) and the location (e.g., a rural area or a city centre) of lost sales. The 

study outlined in Chapter 2 shows that this differentiation is of the utmost importance. 

 Use a clear definition of a stock-out. A commercial bank must choose a company-wide policy 

with respect to the definition of a stock-out. The ordering system must be programmed to 

anticipate a stock-out when either all denominations are out of stock or when at least a single 

denomination is out of stock. If no consensus exists within a company, either more costs or a 

lesser service shall be incurred. 

iv) Other potential improvements affecting multiple cash supply chain stakeholders 

 Move to larger denominations. ATMs are stocked with four cassettes, each with a single 

denomination. The denomination per cassette is often determined upon deployment and fixed 

for its lifecycle. However, it may be worth considering putting larger denominations (e.g., 100 

euro banknotes) in ATMs showing a large demand intensity. Although the impact on the risk 

of raids and the extent to which larger denominations are accepted by retailers should be 

carefully analyzed, this adjustment will increase the ATM capacity and reduce the number of 

transports; see the simulation experiments numbers 26 and 27 in Section 4.4.4. 

 Implement a banknote distribution strategy at ATMs. Some ATMs offer users the possibility to 

choose a denomination mix, meaning that users can indicate the quantity of banknotes per 

denomination when withdrawing cash. This possibility contributes to user satisfaction, but may 
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cause an inventory imbalance among denominations. Banknote distribution strategies have 

been developed (Janssen, 2010) and should be implemented to ensure the inventory levels per 

denomination decrease evenly so as to prevent partial stock-outs. 

 Improve information provisioning in non-routine situations. ATMs offer a utility function, 

meaning that consumers are used to having the ability to withdraw cash at ATMs. Cross 

sectional surveys which are conducted (see Chapter 2) demonstrate that users perceive the 

service encounter as a non-routine situation when the service is not delivered according to 

expectations. ATM users would be less disappointed if informed about (i) the cause of ATM 

unavailability, (ii) when the ATM is expected to be operational again, and (iii) where nearby 

operational ATMs are located. ATM managers should provide this information in each situation 

by, for example, means of a (free) mobile application. 

 Replace seal-bag devices with recirculation ATMs (RATMs). Some retailers obtain (a part of) 

their revenues in cash, which must be deposited at their bank. Retailers often choose to deposit 

their cash by means of seal-bag deposit devices. ATM managers could decide to replace these 

seal-bag devices with RATMs because this shift results in several benefits. This shift (i) allows 

retailers to deposit banknotes (and coins) free of charge, (ii) reduces logistics cost since RATMs 

are less expensive to operate, and (iii) causes the RATMs’ supply and demand to be more 

balanced. 

 Further research 

It is worth mentioning here that a research grant has been awarded by the Netherlands Organization for 

Scientific Research (i.e., Nederlandse organisatie voor Wetenschappelijk Onderwijs; NWO) to the 

Department of Logistics at the Faculty of Economics and Business Administration at the VU University 

Amsterdam in May 2014 (NWO, 2014). Geldservice Nederland B.V. and ORTEC are two partners in 

this project to ensure that the research will contribute both theoretically and practically. I was very 

pleased to see that the referees at NWO valued the significance and potential of our proposal of 

conducting scientific research in the cash operations area. The grant will be utilized to appoint two PhD 

candidates for 4 years each and two Post-Doc candidates for 2 years. The appointed researchers will 

start at the end of 2014 to follow-up on my recommendations for further research, which are outlined 

in the subsections of this Section 7.4. For me as researcher, I find it very rewarding to see that other 

researchers will proceed where I finished, to develop models and techniques to further optimize logistics 

processes in cash supply chain. I am also very glad to remain closely involved as senior business 

consultant at GSN. I will have a supervisory role to ensure that research efforts will stay aligned with 

Geldservice Nederland’s objectives. 
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The remainder of this section outlines the key topics for further research, both potential 

improvements of developed models as other research problems arising in cash supply chains. 

7.4.1 Improving and extending developed models 

This section suggests topics for further research that builds upon the tools and approaches we developed 

throughout this dissertation. Our forecasting procedure (see Chapter 3) might be further improved 

through (i) changing the way seasonal patterns are dealt with, (ii) addressing level shifts separately, (iii) 

automation of non-recurring demand fluctuations, and (iv) integrating other predicting variables (e.g., 

weather) in the model. Each aspect is briefly discussed below.  

1) Seasonal patterns in demand may be correlated or may be moderating each other. For example, 

an increased demand can be expected during weekends, at coastal areas, and especially during summer 

months. Therefore, it is worth assessing demand fluctuations caused by a combination of two or more 

seasonal patterns instead of considering them separately. This, requires a rigorous adjustment in the 

forecasting model and is therefore not studied here. 

2) Time series sometimes exhibit shifts in level. Although we argue ATMs do not exhibit massive 

level shifts in ATM demands, we are unable to prove that they do not exist at all. Our forecasting model 

deals with possible level shifts by adjusting the intercept and slope of the regression line, however it 

would be interesting to extend our model with a level shift component and assess its performance. 

3) A non-recurring event or an event that is organized at a different place each year would probably 

cause the demand to increase or decrease at a specific time. Adjusting the forecast accordingly is hard 

to automate in a forecasting system. In practice, if such an event is noticed in advance, ATM managers 

could ensure the respective ATMs are filled to capacity before the event commences. However, it would 

be interesting if the forecasting procedure could somehow identify such events, for example by 

assessing news feeds of national, regional, and local events. 

4) Other independent variables could be integrated into the forecasting model such as economic 

metrics and weather aspects. The long-run trend might be easier to predict by analyzing economic 

measures such as the consumer confidence index and economic growth because these metrics might be 

ahead of consumer ATM cash withdrawals. Historical weather may explain daily or even hourly 

demand fluctuations as well. 

Our newly developed dynamic inventory control policy (DICP) is particularly innovative because 

of its state-dependent characteristic and the global-chance constraint. The state-dependent characteristic 

has similarities with a Markov decision process since the performance is tracked over time allowing the 

model to anticipate the system state in real-time. The DICP is risk-taking if not a lot of demand was lost 

since the beginning of the measurement period and is risk-averse if much demand was already lost. It 

would be highly interesting to see if our DICP could be further improved if our problem is formulated 
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as a Markov decision problem. Likewise, it would be interesting to see how our state-dependent 

component could contribute to other inventory management systems.  

Commercial banks are still struggling with the obvious presence of the inventory-routing problem. 

Although this problem has been researched for some years and efficient solutions have been proposed, 

software vendors offering DSSs and business improvement solutions fail to offer solutions for 

inventory-routing problems. Taking inventory and routing decisions simultaneously results in a great 

cost saving by, for instance, avoiding the replenishment of 5 ATMs in the same street on 5 different 

weekdays, and choosing slightly larger or smaller order quantities, which enable just-in-time deliveries 

of nearby ATMs. A practical restriction which often hampers the implementation of inventory-routing 

policies is that a commercial bank makes the inventory decisions while the routing decision is being 

made by the cash-in-transit company. This latter party plans vehicle routing because it has more 

transport jobs with which to deal, for e.g., retailers, casinos, and jewelers. Thus, we argue that either a 

close collaboration between both parties must be established or a single party is made responsible for 

both inventory and routing decisions in order to successfully implement the concept of inventory-

routing. If this condition is met, we suggest extending our DICP with a routing component for regular 

cash-out ATMs or implementing our solution to the IRPPD for recirculation ATMs. 

We are convinced that the inventory-routing problem with pickups and deliveries (IRPPD) which 

is introduced, modelled and solved in Chapter 6 offers the greatest opportunities for further research 

since it addresses a completely new theoretical problem arising in many applications. We have solved 

the deterministic version of the problem, so we encourage researchers to perform further research to 

solve the stochastic problem. 

7.4.2 Other research problems arising in cash supply chains 

This section addresses topics for further research within the cash supply chain that requires approaches 

that are substantially different from what we have developed throughout this dissertation. 

 Conjunctive replenishments. When multiple ATMs are positioned next to each other, ATMs 

could be replenished consecutively to save transport cost. If an ATM operator is satisfied with 

the availability of at least one of the ATMs in such situations, the models developed throughout 

this dissertation could be used to manage the aggregated inventory. However, if each ATM at 

a single location needs to be operational, extensions of our models are required. The transport 

time (and cost) to visit a single location is incurred only once, regardless of the number of 

ATMs serviced. Thus, the total replenishment cost per ATM decreases if more ATMs are 

replenished consecutively at a single location. If an ATM replenishment is scheduled for one 

out of several ATMs and the transport cost is already covered, then the manager should consider 

placing replenishment orders for one or more adjacent ATMs. Determining an efficient order 
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quantity for ATMs at such locations also requires an additional effort since choosing order 

quantities which result in more conjunctive replenishments are likely to further reduce cost. 

 Intra-day inventory-routing. Intra-day inventory-routing refers to adjusting the route planning 

by using real-time inventory information. When using this kind of routing, just before the cash-

in-transit (CIT) company starts visiting ATMs, more inventory information will be available 

than at the moment of ordering. This new information could be used to estimate which ATMs 

that are planned to be visited are expected to run out of stock soonest and anticipate in-route 

planning to minimize any lost-sales. An interesting study would be to develop or apply an 

existing inventory-routing solution for this problem to find out the potential benefit. This 

suggestion for further research may be extended by incorporating real-time information to allow 

for adjustments to the planned route during execution. 

 Maintenance integration. Out-of-stock is one cause of ATM unavailability, but another cause 

is maintenance and repair. A research topic which has not been addressed before in the literature 

is the alignment of the planning and execution of inventory control with the planning and 

execution of ATM maintenance activities. Both activities are onsite and may be performed by 

the same people. However, the replenishing crew uses highly armored expensive trucks, while 

a maintenance crew with specialized knowledge usually has a simple panel truck with spare-

parts. Although both activities require different concepts, it is worth studying to what extent 

these activities can be interchanged between crews. 

 Cash center operation optimization – An important aspect of distribution logistics is the 

handling and order-picking in distribution centers. In the various research projects in this 

dissertation, warehousing and transportation costs are combined to form a combined 

‘replenishment cost’. This coincides reality in cash supply chains, since the CIT companies 

invoice a fixed fee per transport movement and cash centers charge a fixed fee to prepare an 

ATM replenishment order. Chapter 6 shows how transport costs can be reduced, but no effort 

has yet been made in studying the warehousing operation and associated cost. This important 

aspect of distribution logistics may be studied separately or in conjunction with routing and 

inventory decisions. 

 ATM location policy and white-labeling – This dissertation did not touch upon ATM location 

policy. Commercial banks have their own location policy to serve their customers and to 

provide a certain coverage in terms of the proximity among ATMs. However, it would be 

interesting to study the location policy from a cash demand perspective. Some ATMs are used 

very frequently such that it makes sense to place another ATM close to it. Likewise, it may be 

interesting to remove ATMs which are used only occasionally. This could be investigated for a 
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single commercial bank, but also for the ATM estates of several commercial banks combined. 

The latter could result in ‘white-label ATMs’, which are then owned by multiple banks and can 

be used by all of their customers. 

 Intentionally introducing uncertainty in lead-times. By studying the frequency and timing of 

raids on cash stocks and transports from the past, we might be able to develop logistics 

mechanisms to reduce these in the future. For instance, if raids appear to be committed on 

armored trucks that perform ATM visits usually at a specific time and weekday, this might have 

to do with attackers who have been observing the ATM visits to plan raids. Logistics 

mechanisms to reduce the predictability of the timing of ATM visits may deceive attackers and 

ultimately reduce the number of raids. Introducing variability is particularly interesting from a 

logistics research perspective since usually the objective is to achieve the opposite. A challenge 

would be to achieve a high level of variability in the timing of ATM visits while minimizing 

the additional cost.  

 Introduction of ECI ATMs. Similarly to an ECI bank, which is a bank holding cash on a 

custodial basis on behalf of the central bank (for a detailed definition see Appendix A), it is 

worth studying the benefits of ECI ATMs. We refer to ECI ATMs if cash stored in ATMs is 

allowed to be kept on a custodial basis for the central bank. If the central bank would accept 

this regulation, then larger inventories could be held in ATMs without losing interest income. 

The security risk increases for ATM inventories due to larger stocks, but decreases during 

transports since the number of cash deliveries could be reduced substantially. A reason for the 

central bank to accept such ruling is to reduce the quantity of transports and thereby reduce 

pollutant emissions and reduce the quantity of raids. If the central bank wishes to make up for 

the reduced interest income, higher prices may be charged for, e.g., providing new banknotes. 

 Introduction of pricing-mechanisms to influence user behavior. From an inventory control 

perspective, it would be interesting to study the impact of pricing mechanisms for ATM 

services. With modern technology, users could easily be informed proactively about a reward 

or penalty of using particular ATMs. For instance, if a recirculation ATM is likely to attain its 

holding capacity in the near future, users could be rewarded (e.g., €0.50 per transaction) to 

withdraw cash and be penalized (e.g., €0.50 per transaction) for depositing cash. The same can 

be done with regular ATMs to prevent stock-outs, to penalize users who intend to use ATMs 

which are almost empty, and to reward users who use ATMs with sufficient stock. The pricing 

mechanism can even be used to ensure nearby ATMs run low on inventory at the same time to 

achieve the utmost transport efficiency. When implementing such mechanism, the emphasis 
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should be on appropriate information provisioning to users and on avoiding misusage of this 

information by attackers. 

This section presented many topics for further research which could improve or extend the models 

we developed in this dissertation, as well as research topics requiring completely new models for 

challenging logistics problems arising in cash supply chains. 
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Table A-1. Definitions 

Abbreviation Definition 

ATM; Automated 
Teller Machine 
(ECB, 2013c) 

An electromechanical device that allows authorized users, typically using 
machine-readable plastic cards, to withdraw cash from their accounts 
and/or access other services (allowing them, for example, to make balance 
enquiries, transfer funds or deposit money). A generic term for devices that 
are capable of dispensing and/or taking cash. Also referred to as a ‘self-
service device’. 

ATM network A network of multiple ATMs. An ATM network is often owned by a single 
commercial bank. Hence, in one cash supply chain, several ATM networks 
are maintained in parallel by various commercial banks.  

Banknote recycling 
framework; BRF 
(ECB, 2008b) 

An ECB regulation approved in December 2004 for the detection of 
counterfeits and the fit-sorting of banknotes by commercial banks and CIT 
companies. This regulation has been the basis for national central banks’ 
guidelines (e.g., the ‘Chartale Distributie Overeenkomsten’ in the 
Netherlands) 

Cash in circulation The total value of cash that circulates within the cash supply chain. See M0 
for the narrowest measure of cash in circulation. 

Cash point A cash point can be either an ATM or any other type of device or location 
where cash can be stored. For instance, recirculation ATMs that are only 
operated by branch employees and manual checkout tellers are considered 
cash points as well. 

Cash supply chain; 
cash cycle; cash 
chain; currency chain 

The organizations and individuals involved in the upstream and 
downstream flows of cash and other valuables and supplies for self-service 
devices, services, finances, and information. 

Cash-in and cash-out 
ATM 

An ATM that is capable of both dispensing and accepting cash. Deposited 
cash is counted and checked for counterfeits. The deposited cash ends up in 
a separate cassette and is not being dispensed to other users. 

Cash-out ATM; 
Single function 
ATM; Cash dispenser 

An ATM that only dispenses cash. Also known as a regular ATM, a single 
function ATM, a cash dispenser, a cash-out ATM, or a basic ATM. 

CDO Regulations by the Dutch Central Bank to comply with the ECB’s 
Banknote Recycling Framework 

CIT company; 
armored carrier 

A professional cash handler specialized in logistic services such as the 
transportation, warehousing, sorting, and counting of banknotes and coins. 

Commercial bank A financial institution and a financial intermediary that accepts deposits 
and channels those deposits into lending activities either directly by 
loaning or indirectly through capital markets. A bank is the connection 
between customers with capital deficits and customers with capital 
surpluses. 

Created banknotes Banknotes printed by specialized companies on behalf of the central bank. 

Credit institution See Commercial bank 

Denomination The face value of a banknote or coin. For instance, euro banknotes are 
available in denominations of EUR 5,10,20,50,100,200, and 500. 

Deposit ATM An ATM that can be used to deposit cash, also known as a cash-in ATM. 
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Abbreviation Definition 

Depository 
institutions 

A depository institution is a financial institution (e.g., a savings bank, 
commercial bank, savings and loan association, or credit union) that is 
legally allowed to accept monetary deposits from consumers. 

ECI bank 
(ECB, 2008a) 

An ECI bank is a private bank which acts upon the ECI programme. The 
ECI bank holds cash on a custodial basis. Other than NHTO banks, ECI 
banks are expected to facilitate the distribution of euro banknotes and to 
provide statistical data on euro banknote circulation outside the euro area, 
as well as information on counterfeits. 

ECI programme, also 
see ECI bank 
(ECB, 2008b) 

An ECI programme is operated by commercial banks that hold currency on 
a custodial basis. 

Fit banknotes  Euro banknotes that have been returned to NCBs and that are fit for 
circulation in accordance with a separate ECB legal act on banknote 
processing by NCBs; or, 

 Euro banknotes that have been returned to commercial banks, including 
NHTO banks and ECI banks, and that are fit for circulation in 
accordance with the minimum sorting standards laid down in the 
Banknote Recycling Framework. 

Fit-sorting The activity to sort unprocessed banknotes into fit and unfit banknotes.  

GAPS-model Parasuraman, Zeithaml, and Berry (1985) developed the GAPS model of 
service quality. This model is a framework for understanding the 
customers’ perceived quality of service delivery. The model can be used to 
assess the quality of the service delivery and identify service quality gaps. 

Local recirculation Cash circulation among retailers and consumers 

Logistics 
Management 
(Council of Supply 
Chain Management 
Professionals, 2013) 

That part of Supply Chain Management that plans, implements, and 
controls the efficient, effective forward and reverse flow and storage of 
goods, services, and related information between the point of origin and the 
point of consumption in order to meet customer requirement. 

monetary aggregate 0 
(M0) 

The narrowest measure of cash in circulation; the value of banknotes and 
coins in public circulation, excluding central bank’s cash. 

Marketing 
Management 
(American Marketing 
Association, 2007) 

The process of setting marketing goals for an organization (considering 
internal resources and market opportunities), the planning and execution of 
activities to meet these goals, and the measuring of progress toward their 
achievement. 

NHTO bank 
(ECB, 2008b) 

A commercial bank which agreed to the NHTO scheme.  

NHTO scheme 
(ECB, 2008b) 

A scheme consisting of individual contractual arrangements between a 
national central bank and certain commercial banks (i.e., NHTO banks) in 
the national central bank’s participating Member State, whereby the 
national central bank: 

 supplies the NHTO banks with euro banknotes, which the NHTO bank 
holds in custody at their premises for the purpose of putting them into 
circulation, and 

 credits the NHTO banks for euro banknotes that are deposited by their 
customers, checked for authenticity and fitness, held in custody, and 
notified to the national central bank. 
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Abbreviation Definition 
Banknotes transferred from the national central bank to NHTO banks form 
part of the national central bank’s created banknotes. Banknotes held in 
custody by NHTO banks do not form part of the NCB's national net 
issuance of banknotes. 

On-us transaction A transaction at a self-service device or POS terminal where the device or 
terminal is owned by the institution and where the card used to perform the 
transaction is issued by the same institution. 

Operations 
Management 
(Mentzer, Stank, and 
Esper, 2008) 

The process of using analytical tools and frameworks to improve business 
processes that cross internal functional boundaries  

OTC transaction A transaction conducted at a physical counter (over the counter). Instead of 
using a self-service device, consumers can withdraw or deposit cash also at 
the counter of local bank branches. 

POS terminal Point-of-sale terminal. Retailers are often equipped with these terminals to 
allow consumers to pay for their goods and services with their debit or 
credit card. 

Production 
Management 
(Mentzer, Stank, and 
Esper, 2008) 

The physical transformation of products by planning, controlling, and 
executing activities associated with manufacturing, services, 
product/service design, quality, and maintenance, repair and operations 
(MRO). 

RATM; recirculation 
ATM 

An ATM similar to a cash-in and cash-out ATM, but a recirculation ATM 
is capable of recirculating banknotes. Banknotes deposited by one user can 
be withdrawn by another user. To make sure only fit and genuine cash is 
dispensed a recirculation ATM meets all criteria set by the central bank 
(ECB, 2013b). Another term that is used frequently for the same device is 
the somewhat confusing ‘recycling ATM’ (ECB, 2013b). Confusing, 
because such an ATM does not shred and process banknotes, but brings 
deposited notes back into circulation. 

Sealbag device; 
Sealbag machine 

A sealbag device is a self-service device that is able to collect sealbags 
containing unknown cash amounts and the device can print a receipt for the 
number of sealbags deposited. Other than deposit ATMs, sealbag devices 
do not count the amount of deposited cash and can therefore not credit the 
amount into the user’s bank account. 

Servicing An activity performed at an ATM by a CIT company or a maintenance 
party to respectively mutate the cash inventory or to perform a 
maintenance task. 

SERVPERF Cronin and Taylor (1992) adapted SERVQUAL to suggest that the 
performance component is most important. These authors labeled their 
slightly adjusted model the SERVPERF model. 

SERVQUAL Parasuraman, Zeithalm, and Berry (1988); Zeithalm, Parasuraman, and 
Berry (1990), developed the SERVQUAL instrument which measures 
customers’ perceptions of service quality. The instrument constitutes of 
twenty-two service quality items in total, which are then categorized into 
five dimensions: Tangibles, Reliability, Responsiveness, Assurance, and 
Empathy. According to the authors, the customer’s perception of service 
quality can be explained by these five dimensions. 
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Abbreviation Definition 

Supply chain  
(Mentzer, et al., 
2001) 

A set of three or more entities (organizations or individuals) directly 
involved in the upstream and downstream flows of products, services, 
finances, and/or information from a source to a customer 

Supply chain 
management; SCM 
(Gibson, Mentzer, 
and Cook, 2005) 

Supply chain management encompasses the planning and management of 
all activities involved in sourcing and procurement, conversion, demand 
creation and fulfillment, and all logistics management activities. Thus, it 
also includes coordination and collaboration with channel partners, which 
can be suppliers, intermediaries, third-parties service providers, and 
customers. In essence, Supply Chain Management integrates supply and 
demand management within and across companies. 

Unfit banknotes 
(ECB, 2008b) 

Banknotes that have been returned to central banks but are not fit for 
circulation in accordance with the central bank’s legal act on banknote 
processing, or 
Banknotes that have been returned to commercial banks but are not fit for 
circulation in accordance with the minimum sorting standards laid down in 
the banknote recycling framework.  

Unprocessed 
banknotes 
(ECB, 2008b) 

Banknotes that have been returned to national central banks, but have not 
been checked for authenticity and fitness in accordance with a separate 
ECB legal act on banknote processing by national central banks, and 
Banknotes that have been returned to commercial banks, including NHTO 
banks and ECI banks, but have not been checked for authenticity and 
fitness in accordance with the Banknote recycling framework. 

Used banknotes See Unprocessed banknotes 

Table A-2. Acronyms and Abbreviations 

acronym or 
abbreviation 

Description 

ANN artificial neural networks  

ATM automated teller machine 

ATMIA ATM Industry Association 

1-PDTSP one-commodity pickup and delivery traveling salesman problem 

BRF banknote recycling framework 

CAGR compound average growth rate 

CDF cumulative distribution function 

CDO ‘chartale distributie overeenkomst’: cash distribution agreement 

CI computer intelligence; a forecasting approach 

CIT cash in transit 

CSC cash supply chain 

CSCMP Council of Supply Chain Management Professionals 

DICP dynamic inventory control policy 

DT decision trees 

ECB European Central Bank 

ECI extended custodial inventory 

EU European Union 
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acronym or 
abbreviation 

Description 

EMEA Europe, the Middle East, and Africa 

EFMA European Financial Management Association 

EOQ economic order quantity 

ESTA European Security Transport Association 

GAPS Instrument name referring to the actual word gap (see definition in Table A-1) 

GRNN general regression neural network 

HDI human development index 

ICCOS international commercial cash operations seminar 

IRP inventory-routing problem 

IRPPD inventory-routing problem with pickups and deliveries 

LUC least unit cost inventory policy 

M0 monetary aggregate 0 

NNR nearest neighbor regression 

MAD mean absolute deviation 

MILP mixed integer linear programming 

MRO maintenance, repair, and operations 

NFC near field communication 

NHTO notes held to order 

NWO Nederlandse organisatie voor Wetenschappelijk Onderwijs 

PDP pickup and delivery problem 

OEM Original Equipment Manufacturer 

OTC over the counter 

PMS performance measurement system 

POS point of sale 

PPB part period balancing 

RATM recirculation automated teller machine 

SCM supply chain management 

SERVPERF Instrument name for service performance (see definition in Table A-1) 

SERVQUAL Instrument name for service quality (see definition in Table A-1) 

SKU stock keeping unit 

SMAPE Symmetric mean absolute percentage error (a forecast in Table A-1))  

SP swapping problem 

SQA service quality attribute 

SVR Support vector regression 

TG Approximation algorithm for the , ,  inventory system proposed by Tijms and 
Groenevelt (1984) 
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As much as possible, we use standard parameter and variable notations in accordance with forecasting 

literature. Similar notations are applied by Andrawis, Atiya, and El-Shinshiny (2011) and Taieb et al. 

(2012). 

 

Input parameters 

: (set) containing all time periods of the training dataset 

: (integer) indicating the size of the test dataset 

: (vector) containing historical demands in the training dataset at time  

: (vector) containing historical demands in the test dataset at time  

: (integer) indicating the monthly smoothing parameter 

: (integer) indicating the yearly smoothing parameter 

: (real) indicating the threshold for outlier detection 

: (real) indicating the exponential smoothing parameter for the weekly (-hour) component 

: (integer) indicating the number of periods used from the training set for linear regression 

: (set) containing all periods  which are flagged as holiday 

 

Indexes 

: (index) indicating the time series index of the training dataset 

: (index) indicating the time series index of the test dataset ( ) 

: (index) indicating the day of the week, ∈ ,… ,  where = Monday 
or :   indicating the hour of the week, ∈ ,… ,  where = Mon. 0hr and	 	= Sun. 23hr 

: (index) indicating the day of the month ∈ ,… ,  where = first day of the month 

: (index) indicating the day of the year ∈ ,… ,  where = first day of the year 

 

Decision variables 

: (real) indicating the arithmetic mean of  

: (vector) representing  excluding the linear trend component 

: (vector) representing  excluding the weekly (-hour) component 

: (vector) representing  excluding the monthly component 

: (vector) representing  excluding the yearly component 

: (vector) representing  excluding holidays 

: (vector) representing  excluding outliers 

: (vector) representing  excluding linear trend component 

: (vector) representing  excluding weekly (-hour) component 
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Decision variables 

: (vector) representing  without holiday and seasonality components 

: (vector) containing demand estimations for time series  including trend 

: (vector) containing demand estimations for time series  including trend and seasonality 

: (vector) containing normalized difference between actuals  and estimations  

: (vector) containing normalized holiday component per time series  per holiday period  

: (vector) containing forecasted values per time series  

: (vector) containing standard deviations of the forecasted values per time series  

 

Recurring decision variables 

All trend, seasonal, and cyclical variables as well as the linear regression’s intercept and slope listed below are 
calculated twice in our forecasting approach. The initial parameters are used for pre-processing purposes which 
allow for efficient holiday, event, and outlier handling. The initial parameters are denoted with a dot above the 
character, e.g., . Only the definite parameters without dots are denoted in the list below. 
 

: (real) indicating the intercept value of the regression line  

: (real) indicating the slope of the regression line  

: (vector) containing the normalized values of the trend component per time series   

: (vector) containing the average demand per weekday (-hour)  

: (real) indicating the arithmetic mean demand of  

: (vector) containing normalized average demand per weekday (-hour)  

: (vector) containing the average st. deviation per weekday (-hour)  as a percentage of  

: (real) indicating the standard deviation of s  

s : (real) indication the normalized average standard deviation per weekday (-hour)  

: (vector) containing the average demand per month-day  

: (real) indicating the arithmetic mean of  

: (vector) containing normalized average demand per month-day  

: (vector) containing smoothed and normalized average demand per month-day  

: (vector) containing the average demand per year-day  

: (real) indicating the arithmetic mean of  

: (vector) containing normalized average demand per year-day  

: (vector) containing smoothed and normalized average demand per year-day  

 
  



Appendix B Notations 

182 

 

The notations coincide as much as possible with the notations used by Silver, Pyke, and Peterson (1998). 

However, input parameters are denoted by  in combination with a unique uppercase suffix to allow for 

easy referencing. In general, an uppercase suffix indicates a unique notation, while a lowercase suffix 

indicates the index of the parameter. 

 

Input parameters 

: (real) indicating the replenishment cost in euro per ATM replenishment; this cost comprises the 
order preparation cost at the cash center, the transportation cost and the labor cost required to 
replenish an ATM 

: (real) indicating the euro ATM capacity 

: (vector) indicating the real demands in euro per time period  

: (set of integers) indicating year-days which are non-delivery days 

: (integer) indicating the number of regular days it takes to process an order 

: (integer) indicating the length of the planning horizon in a number of periods  

: (set of integers) containing all review periods, such that ∈ ∈  

: (percentage) indicating the target fill-rate, i.e., the fraction of demand fulfilled 

: (real) indicating the stock-out probability per replenishment cycle 

: (set of integers) containing all periods in the planning horizon 

: (real) indicating the interest cost in euro cost per unit inventory per period 

: (set of integers) indicating weekdays that are non-delivery days 

: (vector) indicating the delivery probability at each hour  of a delivery day, such that ∑

 
 

Control parameters – general 

: (vector) indicating the real demands for periods ∈ , ∗  and demand forecasts for periods 
∈ ∗ ,  in euro 

: (vector) indicating the cumulative forecasted demand in euro from the current period ∗ 
until each succeeding period ∗  

: (real) indicating the average demand per period in euro in the planning horizon 

: (vector) indicating the forecasted standard deviations in euro per time  

:  (vector) indicating the cumulative forecasted standard deviation of the demand in euro from 
the current period ∗ until each succeeding period ∗  

: (real) indicating the relative efficiency improvement of order postponement 

: (vector) indicating the probability of running out of stock in period  

: (vector) indicating the hour of the day at time  where ∈ ,… ,  

: (vector) indicating the day of the week at time  where ∈ ,… ,  

: (integer) indicating the number of periods between ∗ and the next larger value in set  

: (vector) indicating the year-day at time  where ∈ ,… ,  
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: (integer) indicating a period such that ∈ ,… ,  
∗: (integer) indicating the current period such that ∈ ,… ,  

, , , , : (integers) indicating dummy values; their meaning differs per procedure 

: (integer) indicating the number of periods until the delivery is due 
 

Control parameters – related to scenario I and scenario II 

, : (real) indicating the average cost per period in euro if ordered at the current time ∗ or 
at the next possible review period ∗ , respectively

, : (integer) indicating the lead-times from time ∗ until the midnight before the day of delivery 
if respectively ordered now or at the next possible review period 

, : (real) indicating the order quantity in euro if ordered at the current time ∗ or at the next 
possible review period	 ∗  respectively 

, : (real) indicating the residual inventory just before delivery if ordered at time ∗ or if 
ordered at the next possible review period ∗  respectively 

 

Control parameters – related to inventory, quantities, and lost-sales 

: (set of reals) indicating the euro inventory level at time  

: (set of reals) indicating the euro inventory position at time  

: (real) indicating the fill-rate buffer, which is the expected demand that can be lost until the end 
of the planning horizon  such that  can still be achieved 

: (vector) indicating the expected amount of lost-sales if running out of stock in period ∗

  

: (real) indicating the estimated amount of lost-sales when ordering is postponed in euro 

: (real) indicating the lost-sales in euro as from the start of the planning horizon 

: (real) indicating the overflow inventory which results from replenishing more than the capacity 
 

 

Performance indicators 

: (real) indicating the overall holding and replenishment cost during the planning horizon 

: (real) indicating the number of replenishments in the planning horizon 

: (real) indicating the average inventory level after replenishments 

: (real) indicating the average inventory level before replenishments 

: (percentage) indicating the share of ATMs or instances for which the target fill-rate  is 
achieved 

∗ : (percentage) indicating the achieved fill-rate
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For centuries, cash has been the primary means of payment for both small and large transactions. 

Accurate data on cash transactions is hard to obtain since these transactions are not registered 

individually. Other payment instruments often require electronic payment processing and can therefore 

be easily monitored. Conducting surveys or counting transactions per type are the only ways to gain 

insight into the number and value of cash payments. Independent studies demonstrate that cash remains 

the primary means of payment in most companies, especially for low value transactions, but also for 

large values transactions. It is for this reason that many stakeholders at leading cash and payment related 

business conferences, e.g., Future of Cash (EFMA) and the International Commercial Cash Operations 

Seminar (ICCOS), proclaim that “cash is king” (Machado, 2012). According to a study by RBR 

(2010b), in 2008 across Europe 78 percent of a total of 388 billion retail payments were conducted 

using cash, which equates to 301 billion transactions. The share of cash compared to the total value of 

payments in Europe is considerably lower at 58 percent because mostly small value transactions are 

conducted with cash. On a global scale, an even larger share of 85 percent of all retail payments 

(equating to 66 percent of the value) were conducted using cash in 2011 (Thomas, Jain, and Angus, 

2013). Figure C.1 depicts the share of cash transactions for several countries. The differentiation 

between countries is huge and is highly correlated with the country’s state of development. Although 

the absolute number of cash transactions increases in almost every country, it should be noted that cash 

is losing ground on a global scale in relation to other instruments of payment (Thomas, Jain, and Angus, 

2013). 

Figure C.1. Share of cash payments in overall retail payments per country (Thomas, Jain, and Angus, 
2013) 
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What is generally mentioned as advantages of cash are anonymity, divisibility, and universality 

(Westland, 2002) and trust (Lepecq, 2012): 

 Anonymity – Cash is the only instrument of payment that does not require the transmission of 

the identity of the payer to the payee. Cash is not formally registered or connected to the holder. 

With other payment instruments the identity is transferred, which involves the risk of identity 

theft; i.e, the payer’s information might be misused for, e.g., commercial/marketing purposes. 

The downside of anonymity is that it allows for black markets to survive and for counterfeiters 

to produce and distribute fake cash. 

 Divisibility – Although each denomination has its specific face value, the diversity and 

combination of banknote and coin denominations allows a seller and buyer to settle an exchange 

of goods/services for any specific cash amount accurate to the cent. 

 Universality – Cash is the most widely accepted payment instrument globally. Absolutely no 

(electronic) peripherals are required to conduct a cash transaction. 

 Trust – Cash, as legal tender, is issued by a monetary authority (i.e., a central bank), and is 

backed by governments. Trust in cash can be explained not only because it has been a successful 

means for centuries, but also because of central banks’ efforts to stay one step ahead of 

counterfeiters. Central banks continuously improve the quality and security of banknotes and 

invest in the infrastructure for counterfeit detection. 

 

The amount of cash in circulation is the net amount that has been issued by a central bank and has not 

yet been returned. There are multiple measures of cash in circulation defined by central banks. Central 

banks make use of the various measures for different purposes. For now, we refer to the M0 measure, 

which is the narrowest definition covering only the value of banknotes and coins in public circulation 

hence excluding central banks’ cash. In only a decade the euro became the first global currency in terms 

of the M0. More than USD 1 trillion worth of euro banknotes and coins were in circulation in the end 

of 2010, about a quarter of the value of global cash in circulation. Table C.1. M0: Global cash in 

circulation per currency (Hewitt, 2010) lists all major currencies and their share of the global currency 

in circulation. 

Table C.1. M0: Global cash in circulation per currency (Hewitt, 2010) 

Country/Union Currency code 
Cash in circulation 
(M0 in Billion USD) 

Percent of total 
Circulating Currency 

European Union EUR 1035.2 24.30% 

United States USD 850.7 19.97% 
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Country/Union Currency code 
Cash in circulation 
(M0 in Billion USD) 

Percent of total 
Circulating Currency 

Japan JPY 762.4 17.90% 

China CNY 492.3 11.56% 

India INR 140.3 3.29% 

Russia RUR 110.8 2.60% 

United Kingdom GBP 87.5 2.05% 

Canada CAD 43.8 1.03% 

Switzerland CHF 40.3 0.95% 

Poland PLN 37.7 0.89% 

Brazil BRL 37.3 0.88% 

Mexico MXN 34.3 0.81% 

Australia AUD 32.4 0.76% 

Others (122) - 554.9 13.03% 

Total N/A 4259.9 100.00% 

The euro was introduced in 2002 as physical currency within specific countries (i.e., the Euro Zone) 

of the European Union. Since then, the amount of banknotes in circulation has been increasing steadily. 

At the end of 2012, 893 billion EUR worth of euro banknotes were in circulation (see Figure C.2). The 

annual growth rate decreased over the years, down to an almost negligible growth rate in 2011. 

Extrapolating the red line would suggest that the cash in circulation would continue to grow in the 

coming years, but obviously this is hard to tell. In October 2008 there was a distinct surge following 

the bankruptcy of Lehman Brothers and the worsening of the financial crisis. Many people withdrew 

cash from their saving accounts. As a result, the value of euro banknotes in circulation in October 2008 

rose sharply by an additional 35 to 40 billion EUR. Remarkably, these additional banknotes have not 

(yet) been returned to the national central banks. 

Figure C.2. Euro banknotes in circulation (ECB, 2013a) 
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An important cause for the growth of euro notes in circulation is the increased share of euro 

banknotes that circulate outside the Eurozone. Next to that, the increasing number of installed ATMs 

certainly raises the amount of cash in circulation since a regular ATM can stock up to 260.000 EUR 

worth of banknotes. Just like the US dollar, of which half of the banknotes circulate outside the United 

States, the euro reveals itself as a reliable global currency. At the end of 2011, approximately 16.5 

percent (i.e., 140 billion EUR worth of euro banknotes) circulated within non-Eurozone countries in the 

EU (ECB, 2013a). Although unknown, a significant proportion of euro banknotes is probably 

circulating outside the European Union as well. 

 

Since the vast majority of cash withdrawals are conducted at ATMs these days, we analyze the number 

of ATM withdrawals to study the demand for cash. The number of ATM withdrawals is depicted in 

Figure C.3. In the year 2011, 12.2 billion ATM withdrawals have been conducted with a total value of 

1,325 billion EUR. The number of withdrawals grew rapidly from 2000 until 2008, but leveled off 

thereafter. If we compare the number of POS card transactions (which are also depicted in Figure C.3), 

the number of ATM withdrawals lags behind. Nowadays in Europe, consumers use their debit- or credit 

cards three times more often than cash to pay for goods and services. The trend in ATM withdrawals is 

fairly similar to the United States trend. The Federal Reserve (Gerdes, et al., 2011) reported that 6 billion 

USD banknote withdrawals were made at ATMs in 2009, and that this number grew slowly from 5.8 

billion in 2006. Compared to the United States, approximately twice as many ATM cash withdrawals 

are conducted in Europe. 

Figure C.3. Number of ATM withdrawals and POS card transactions in Europe (ECB, 2013a) 
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The annual number of ATM withdrawals on a global scale equaled 62 billion in 2009 (Retail 

Banking Research, 2010a). By extrapolating this number with the same pace as the estimated number 

of installed ATMs worldwide (see Section C.5), we expect the annual number of ATM transactions was 

70 to 75 billion transactions at the end of 2011. 

To understand these changes in the number of ATM withdrawals, we take a closer look at each 

European country in Figure C.4. The remarkable shift in the data from Germany will not be addressed 

because the ECB noted that the German data from 2007 and onwards are not comparable to figures 

from previous years due to methodological changes (ECB, 2013a). Figure C.4 points out that great 

differences in demand volume and trends exist between those countries; there is either a clear growth, 

a decline, or quite a stable number of ATM withdrawals. Especially Poland, Romania, Bulgaria, but 

also Italy, Portugal, and Belgium show an increase in the volume of ATM withdrawals. Many other 

countries like the UK, Spain, and the Netherlands seem to be saturated. After an increase in volume in 

the early 2000’s, the number of ATM withdrawals peaks at around 2008. Furthermore, two countries 

seem to be ahead in the ATM demand cycle; Sweden and Finland show a decline in the entire decade. 

Although, we conjecture that the other countries that seem to be in the saturation stage in 2011 (e.g., 

the UK) are awaiting similar declines as Finland and Sweden in the coming decade. Obviously, a 

country’s demand for banknotes cannot only be explained by a natural demand cycle. Changes in 

legislation, the choice of other payment instruments, and the geographical coverage of ATMs affects 

the trend as well.  

The shift in the quantity of ATM withdrawals in certain countries can be compared to the declining 

use of cheques, which is observed in the last decades (Lepecq, Putri, and Van Anholt, 2012). Payment 

with cheques is completely phased out in many countries and remains an important payment instrument 

in only a few (large) countries such as Brazil. 

 

According to the Retail Banking Research Ltd. (Retail Banking Research, 2012), there is no institution 

that keeps track of the exact number of ATMs installed around the world. Obviously this is a fast 

changing number, but RBR was able to estimate this number by analyzing 51 countries and 471 

commercial banks. RBR (2012) estimates a total number of ATMs at 2.3 million ATMs at the end of 

2011, which is expected to grow to 3 million by 2015. 

With an approximate share of 20 percent from ATMs worldwide, Europe accounts for a total of 437 

thousand ATMs, 321 thousand of which are located in Eurozone countries (ECB, 2013a). An overview 

of the number of ATMs deployed in Europe is depicted in Figure C.5. 



Appendix C Cash and ATM Figures and Facts 

189 

Figure C.4. Number of ATM withdrawals per European country (ECB, 2013a) 

 

The number of installed ATMs grew rapidly in 2000 to 2008, but grew in a slightly slower pace in 

2009 to 2011. This trend could have something to do with the economic recession that started in 2008. 

The number of point-of-sale (POS) terminals are also indicated in the same figure.  

Figure C.5. Number of ATMs and POSs installed in Europe 
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C.3 in Section C.4). The number of ATMs does follow a similar growth as the number of withdrawals, 

but the growth in the number of ATM withdrawals lags behind when compared to the number of POS 

transactions. Hence, the usage intensity of POS terminals grows over the years, while the number of 

ATM withdrawals per ATM is rather balanced. 

When analyzing Europe on a country level, interesting statistics are identified. The number of 

ATMs installed in the individual countries are depicted in Figure C.6. Clearly different trends between 

countries are observed in the number of installed ATMs. Countries with a developing economy show 

very strong increases while other countries show clear stabilization or even a decline in the number of 

ATMs. In particular, countries like Poland, Romania, Bulgaria, and Slovakia show an enormous growth. 

On the contrary, countries such as UK, Spain, Italy, Netherlands, and Finland show a clear decline in 

the recent years 2008-2011.  

Figure C.6. Number of ATMs per European country (ECB, 2013a) 
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banks is observed by a decreasing demand for cash. This observation makes sense: commercial banks 

first experience less demand and take actions accordingly, for example, by removing a portion of their 

ATM network. 

 

Three types of deposit ATMs can be distinguished: the cash-in ATMs, the cash-in and cash-out ATM, 

and the recirculation ATMs. Deposit ATMs are considered enhanced sealbag devices. Sealbag devices 

can only collect sealbags with unknown cash amounts and the device can print a receipt for the number 

of sealbags deposited. Only after a certain timeframe, when the sealbags are transported to a cash center 

and when the cash is counted and authenticity-checked, does the customer get the deposited amount 

credited to his or her bank account. A deposit ATM can also count the deposited cash itself such that 

the consumer’s cash is credited directly into his or her account. An elaborate global study on depositing 

ATMs is done by Retail Banking Research Ltd. (Retail Banking Research, 2012). RBR comes up with 

comprehensive statistics on the industry of deposit ATM: 

 The number of deposit ATMs grew from 464,000 in 2009 to 670,000 in 2011, which is a 

Compound Annual Growth Rate (CAGR) of 20.5 percent. Over the same period the number of 

non-deposit ATMs grew with a CAGR of 6.7 percent. 

 China and Russia installed more than half (i.e., 110,000) of the global new deposit ATMs 

between 2009 and 2011. 

 Half (i.e., 315,000) of the world’s deposit ATMs are recirculation ATMs. 

 About two-third (i.e., 200,000) of the world’s recirculation ATMs are located in Japan, where 

all ATMs are recirculation ATMs. 

 In countries other than Japan and South-Korea only 18 percent of the deposit ATMs are 

recirculation ATMs. 

Reasons for the substantial growth in the number of deposit ATMs are, among other things, to 

reduce queues in branches, to facilitate staff redeployment, to improve security (because cash is stored 

in securer ATMs rather than manual tellers), and to cut cost. Next to that, branches may implement a 

tellerless branch format to make sure cash is only accessible to branch employees if cash is required by 

specific customers. Tellerless branches recently gained in popularity (e.g., in the Netherlands) because 

they reduce the number of robberies and theft to a minimum. Reasons why recirculation ATMs do not 

dominate the ATM industry globally is because of central bank’s restricting regulations and/or because 

of misfits between deposits and withdrawals. In Section 1.2.4 the rationale behind deploying or not 

deploying recirculation ATMs is discussed in further detail. RBR (2012) expects that the global number 

of deposit ATMs will double in 2017 compared to 2011 and that this growth of deposit ATMs will triple 
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the growth of non-deposit ATMs within the same timeframe. A breakdown of the growth in the various 

types of deposit ATMs is depicted in Figure C.7. 

Figure C.7. Total number of deposit ATM installations worldwide; in 2011 and forecasted for 2012 

 

Europe has much fewer deposit ATMs installed than the Far East, both in absolute numbers and in 

ATMs per inhabitant. Many European consumers and retailers are used to deposit cash at seal-bag 

devices or Over-The-Counter (OTC) at a bank branch. Portugal and Greece were the early adapters of 

deposit ATMs. Portugal perceives ATMs as more than just a cash dispenser, thus, Portugal’s ATMs are 

equipped with an extensive set of functionalities. In addition to the cash-in and cash out functionalities, 

consumers in Portugal may also transfer funds to other accounts and buy tickets and vouchers for all 

kinds of things. In Chapter 3 of this dissertation we elaborate on ATM functionalities in more detail. 

Figure C.8 depicts the number of ATM deposits in European countries. Apart from Portugal and Greece, 

many countries have started to install deposit ATMs in the recent years. This strong growth can be 

partially accredited to the Banknote deposit schemes, which are enforced by national central banks as 

of 2005. Furthermore, the approval of local recirculation allowed commercial banks to install cost 

efficient recirculation ATMs. Banknote deposit schemes and local recirculation are discussed in further 

detail in the next Section. Germany had by far the most deposit ATMs in 2011 with approximately 7000 

deposit ATMs (all of which are recirculation ATMs). These ATMs generated 73.4 million deposits. 

In Europe, the number of deposits at ATMs is dwarfed by the number of ATM withdrawals. 

However, it should be noted that, on average, the value of each deposit is 5 to 7 times the size of a 

withdrawal. For instance, the average value withdrawn at an ATM in Europe is approximately 110 EUR 

while the deposited amount is approximately 600 euro per transaction. This can be explained by the fact 

that retailers often deposit their revenues earned in cash, which is usually a larger amount than what a 

consumers withdraw. 
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Figure C.8. Number of ATM deposits per European country 

 

 

Cash has been, and still is, the primary payment instrument worldwide. The volume and value of cash 

withdrawals has increased in most countries around the globe. However, the volume and value of POS 

card transactions has grown faster, indicating a shift in the preferred means of payment. 

Through banknote deposit schemes, innovations in technology, and the rise of recirculation ATMs, 

local recirculation is being realized more frequently. This development changes the way cash supply 

chains function. 

In some countries a (further) decrease in cash usage is expected causing commercial banks to 

reengineer their processes to increase efficiency of cash handling, storage, and transportation. If these 

institutions fail to do so, the cost per cash transaction will increase making other payment instruments 

more favorable.  
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The intention of this appendix is to identify whether and under what conditions ATM demand follows 

(a) theoretical distribution(s). In various chapters of this dissertation, we consider ATM demand as an 

amount of currency that is withdrawn or deposited by a number of customers per time-interval. 

Someone might expect to find a Poisson distribution for ATM demands, because this probability 

distribution assumes a number of discrete occurrences (e.g., events or arrivals) take place during a time-

interval of a given length (Poisson, 1837). However, ATM demands as we consider them throughout 

the dissertation are aggregates of multiple customers withdrawing or depositing cash within a time 

interval, i.e., per hour or per day. Aggregated demands follow a Compound Poisson probability 

distribution instead of a normal Poisson distribution. To evaluate whether a (Compound) Poisson 

distribution provides a good fit for our ATM data, we modify the data into the number of ATM 

transactions per hour, instead of the aggregated demands in euro. 

This appendix is structured as follows. An introduction to ATM transaction amounts is provided in 

Section A.2. The goodness-of-fit for the Poisson distribution is evaluated for both hourly and daily 

number of transactions in respectively Section A.3 and Section A.4. The appendix is enclosed with 

conclusions in Section A.5. 

 

To improve our understanding of ATM demand, the proportions of withdrawn amounts from a million 

real-life transactions from randomly sampled Dutch ATMs are plotted in Figure D.1. About 50 percent 

of all users withdraw either €20, €50, or €100 per transaction. Substantial variation exists between 

transaction values, e.g., there are users withdrawing €5,000 in a single transaction as well. On average, 

users withdraw €108 (with a standard deviation of €237) per transaction. Although a sizable sample is 

used, it should be noted that the withdrawn amount per transaction is correlated with the location of the 

ATM. For example, indoor ATMs at bank branches generally yield higher value transactions, while 

ATMs located near universities are frequently used by students who tend to withdraw smaller amounts. 
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Figure D.1. Proportions of withdrawn ATM amounts 

 

 

To assess whether ATM demand follows a Poisson distribution, we study both hourly and daily demand 

series. Calculation steps are used from Chapter 3, Section 4.4 to exclude all significant factors (e.g., 

seasonality, outliers, holidays, etc.) which distort ATM demand. For the hourly demands we study an 

empirical dataset with 8,609 individual hourly demands from a single randomly selected ATM from the 

Netherlands. After correcting for external factors, we divide the hourly demands by the average 

transaction amount to obtain the count of withdrawals per hour. Plotting the frequencies returns the 

histogram depicted in Figure D.2. The Poisson probability density function is depicted as well. 

Figure D.2. Density function of the hourly ATM demand distribution 

 

On average, 1.24 transactions per hour are performed at this particular ATM. The arrival rate of an 

average ATM in the Netherlands is higher than 1.24, so this sample ATM has a relatively low utilization. 

Despite the fact that this ATM is not used frequently, it does fit the Poisson distribution quite well 

(sq.err. = 0.000291). On the contrary, a lower usage frequency reduces the chance of a waiting line and 

causes the individual arrivals to be less dependent on each other, which probably enhances the 

distribution fit. 
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A Chi Square Test is performed to test whether ATM demand with a mean of 1.24 transactions per 

hour is modelled by a Poisson probability distribution. The test returns a p-value < 0.005 (test statistic 

= 176; number of intervals = 7; degrees of freedom = 5), indicating that we cannot find statistical proof 

to say that the hourly demand is modelled by a Poisson probability distribution. The large sample-size 

(i.e., 8609 time-intervals) causes the Chi Square test to be very powerful, making it hardly impossible 

to find statistical evidence. Although no evidence is found using this sample, the obtained low square 

error suggests the Poisson distribution does provide a reasonable approximation.  

 

When aggregating ATM demand to daily ATM withdrawals, the number of transactions is obviously 

larger than with hourly demand. Although the mean demand and the shape of the probability density 

function shift, we expect the daily ATM demand to still provide a reasonable approximation of the 

Poisson distribution. To test this expectation we use the time series from the first twenty-five ATMs 

from the ANN competition (see Section 3.2 in Chapter 3) covering the time-interval of January 1, 2008 

until Jul 20, 2009. These times series are preprocessed (i.e., external factors are removed) – just like the 

aforementioned hourly demands – using the calculation steps described in Section 4.4,Chapter 3. The 

resulting unbiased time series are divided by the average transaction amount and normalized in order 

to analyze all ATM’s series at once. A dataset totaling 15,382 daily ATM demands is obtained and its 

density function is depicted in Figure D.3. On average, 61.3 transactions are performed per day. The 

figure depicts the density functions of the observed ATM demands, the Poisson distribution and the 

Normal distribution. The Normal distribution is displayed as well because it is known that with larger 

arrival rates (λ > 10) the Normal distribution becomes a good approximation of the Poisson distribution 

(Feller, 1945). If the arrival rate is between 10 and 1000, a continuity correction is required to make up 

for the difference in distributions; Normal is continuous and Poisson is discrete: 

if 10 then ~ ; ~ ; ,  (1) 

Figure D.3. Density function of the daily ATM demand distribution 
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Figure D.3 clearly shows that the Poisson distribution fits the daily time series better than the 

Normal distribution. The sample distribution seems to have a positive skew, meaning that most values 

are concentrated on left of the mean with extreme values to the right. The longer and thicker right tail 

causes especially the Normal, but also the Poisson distribution, to contradict the observed data. 

According to another Chi Square test (p-value < 0.005; test statistic = 7290; number of intervals = 49; 

degrees of freedom = 47), no statistical proof can be found here either – similar to the hourly demand – 

stating that daily ATM demand is modelled by the Poisson distribution. However, the deviations from 

the Poisson distribution are relatively small (square error = 0.000593). 

 

The nature of the ATM demand data suggests that the arrival rate of customers might be modeled by a 

(Compound) Poisson distribution. Hence, chi-square tests are performed to demonstrate this suggestion 

for both the hourly and daily demands. As it turns out, both tests were unable to find statistical evidence 

for the hypothesis that ATM demand is modelled by a Poisson distribution. However, the returned 

square errors are sufficiently low to say that the Poisson distribution is a fair approximation of the arrival 

rate of ATM customers. We decided to use the Compound Poisson distribution for two purposes: 

 In Chapter 4 we use the Poisson distribution to generate numerical data for simulation 

experiments. We argue that the small square errors generated by the chi-square tests will not be 

traceable after applying the external factors to the numerical data. 

 The dynamic inventory control policy (DICP; see Chapter 4) considers a projection period in 

which probabilities of running out of stock are calculated. For these calculations the DICP 

considers a one-sided confidence interval of the mean, which is calculated based on the 

normality presumption. Based on the findings in this appendix, we conclude that this is not 

problematic because forecasts are calculated for longer time-intervals only. Hence, the arrival 

rate is sufficiently large to make sure that the Normal distribution is a fair approximation of the 

Poisson distribution. 
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This appendix presents the survey results. The user questionnaire consists of nine questions which are 

discussed in Sections E.1 to E.9. Two-sided statistical tests are performed to ensure external validity. 

Significantly more men than women and more elderly than young people (see Section 2.4.1) have filled 

out the questionnaire. Therefore, we check to see if the respondents’ gender and age are correlated with 

the outcome. The ATM manager survey results are presented in Sections E.10 to E.17. 

 

The results of this question are depicted in Table E-1. 68 percent of ATM users make use of ATMs one 

to four times per month. This is less than the ATM managers’ sample where 33 percent of the 

respondents use ATMs one to four times per month (see Figure 2-3 in Section 2.4.3). 

Table E-1. ATM users: ATM usage frequency 

ATM usage frequency range percent 

1 or 2 times per month 35% 

3 or 4 times per month 33% 

5 or 6 times per month 21% 

More than 6 times per month 12% 

Total 100% 

 

 Q2_a With a cash withdrawal, the option to choose denominations, i.e., a banknote mixture 

 Q2_b Option to enquire the user’s account balance 

 Q2_c The respective ATM is one of my own bank(s) 

 Q2_d There is normally no or only a small queue in front of the ATM 

 Q2_e The respective ATM is located in a bank branch (and not outside in the wall) 

 Q2_f The ATM is clean and well maintained 

 Q2_g The ATM is properly secured with video cameras and skimming prevention 

 

This question basically consists of 7 sub-questions, each representing a different ATM characteristic. 

To make sure each respondent interprets the scale of 1 to 5 in the same way, we provided a definition 

for each answer option to the respondent. These definitions are indicated below.  

 1. completely unimportant “I do not prefer ATMs with this characteristic” 

 2. very little important “I slightly prefer ATMs with this characteristic” 
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 3. little important “I prefer ATMs with this characteristic” 

 4. important “I would make a detour to visit an ATM with this characteristic” 

 5. really important “I only withdraw cash from ATMs with this characteristic” 

The results (see Table E-2) show that users find security/skimming prevention and ATM cleanliness 

the most important characteristics. The majority of users would make a detour to visit ATMs which 

satisfy these conditions. Two ATM characteristics are considered unimportant: the option to enquire 

the account balance and that the respective ATM is owned by the users’ bank. 

Table E-2. ATM users: Importance of ATM characteristics 

Characteristic Importance (1=completely unimportant, 5=really important) Average 

 1 2 3 4 5  

Q2_a 3% 6% 16% 38% 36% 4.0 

Q2_b 16% 17% 21% 26% 20% 3.2 

Q2_c 26% 20% 25% 19% 11% 2.7 

Q2_d 2% 6% 25% 44% 24% 3.8 

Q2_e 12% 15% 27% 23% 23% 3.3 

Q2_f 0% 2% 10% 41% 46% 4.3 

Q2_g 0% 1% 6% 22% 71% 4.6 

Additional statistical tests demonstrate the following: 

 Pearson Chi-Square test: Women consider ‘Option to enquire the user’s account balance’ and 

‘The ATM is clean and well maintained’ more important than men (sig. = .000). 

 Kendall’s Tau test: Older people consider ‘the option to choose a denomination mix’ (sig. = 

.001), ‘the option to enquire the user’s account balance’ (sig. = .002) and ‘no or only a small 

queue in front of the ATM’ (sig. = .007) less important than younger people. In line with the 

general perception, it is observed that younger people tend use newer ATM functions more 

frequently and are less patient than older people. Other characteristics – ‘The respective ATM 

is one of my own bank(s)’ (sig. = .000), ‘The respective ATM is located in a bank branch‘ (sig. 

= .000) and ‘The ATM is properly secured with video cameras and skimming prevention’ (sig. 

= .002) – are considered more important by older people than younger people. Older people are 

more careful using ATMs and loyal to their own bank’s ATMs. 

 

Dealing with customer complaints is always a costly activity. If customers never filed a complaint, a 

commercial bank might consider lowering the service standards. However, not all customers who are 

unhappy with the ATM performance decide to file a complaint. As a response to a negative service 

encounter, customers might as well change banks or share the negative experience among their peers 
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and this could ultimately harm the bank’s business. Table E-3 shows that 85.3 percent of the 2,230 

respondents indicate that they never file a complaint for a negative ATM service encounter. Almost all 

of the respondents who do file a complaint occasionally do so less than 2 times per year. 

Table E-3. ATM users: ATM usage frequency 

Frequency of complaints due to the lack of performance of one or more ATMs Share 

never 85.3% 

< 2 times per year 13.6% 

2-5 times per year 0.9% 

> 5 times per year 0.1% 

Additional statistical tests demonstrate the following: 

 Kendall’s Tau test: Older people file a complaint more often (sig. = .000). Perhaps older people 

have more time to complain or just tend to complain more. The same result is found in other 

research (Ong, Laily, and Phillips, 2009). 

 

Q4_a available, but the ATM has only large denominations available (i.e., EUR 50 banknotes)? 

Q4_b 
available, but one or more denominations are out of stock (e.g., the EUR 10 banknotes)? You 
can still withdraw your intended amount. 

Q4_c 
available, but one or more denominations are out of stock (e.g., the EUR 10 banknotes)? You 
cannot withdraw your intended amount. 

Q4_d available, but there is a long queue and you have to wait at least 5 minutes? 

Q4_e unavailable, but one or more other ATMs are located within walking distance? 

Q4_f unavailable and there are no other ATMs located within walking distance? 

Q4_g unavailable during a national holiday or event? 

Q4_h 
unavailable and is located within a bank branch? There is no other possibility to withdraw 
cash at this bank branch. 

Q4_i 
unavailable and you have the feeling or know that this ATM was unavailable more often 
recently? 

Similar to question 2, this question consists of nine sub-questions, each representing a different 

situation. To make sure each respondent interprets the scale of 1 to 5 in the same way, we provided a 

definition for each answer option to the respondent. These definitions are indicated below:  

1. not annoying “it wouldn’t matter to me” 

2. little annoying “I would be annoyed, but it does not affect my perception towards the 
respective bank” 

3. annoying “it has a negative impact on how I perceive the respective bank” 

4. very annoying “I would be irritated and I would file a complaint” 

5. extremely 
ann. 

“I would be angry and I would consider changing banks for (future) financial 
services” 
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The majority of users are very annoyed or even angry when an ATM is unavailable while no other 

operational ATMs are located within walking distance. This implies that users would file a complaint 

or even consider switching banks for (future) financial services. When users encounter an ATM where 

one or more denominations are unavailable, they would be only slightly annoyed since they can still 

withdraw their intended amount. 

Table E-4. ATM users: Impact of not delivering ATM service to user expectations 

 Annoyance  (1=not annoying, 5=extremely annoying)   

Situation 1 2 3 4 5 Total Average 

Q4_a 16% 21% 27% 21% 14% 100% 3.0 

Q4_b 31% 33% 26% 9% 0% 100% 2.1 

Q4_c 7% 17% 26% 24% 26% 100% 3.4 

Q4_d 3% 13% 26% 29% 29% 100% 3.7 

Q4_e 19% 31% 29% 14% 6% 100% 2.6 

Q4_f 0% 3% 10% 20% 66% 100% 4.5 

Q4_g 7% 13% 20% 28% 32% 100% 3.6 

Q4_h 3% 6% 15% 24% 53% 100% 4.2 

Q4_i 0% 3% 13% 30% 53% 100% 4.3 

Additional statistical tests demonstrate the following: 

 Pearson Chi-Square test: Women are more annoyed in the situation ‘ATM is unavailable and 

there are no other ATMs located within walking distance’ than men (sig. = .000). 

 Kendall’s Tau test: Older respondents consider the situations ‘ATM is available, but one or 

more denominations are out of stock, you can still withdraw your intended amount’ (sig. = .005) 

and ‘ATM is unavailable, but one or more other ATMs are located within walking distance’ 

(sig. = .006) more annoying than do younger respondents. The obvious explanation is that 

younger people can walk easily to the next available ATM while older people might find this 

harder. Another finding is that younger people consider unavailable ATMs during holidays and 

(national) events more annoying (sig. = .000) than older respondents. Apparently younger 

people go out during holidays and national events and would like to withdraw cash when 

needed, while older people visit fewer events and withdraw cash on a more regular basis.  

 

This question provides insight into the user’s awareness of various limitations when withdrawing cash 

at other bank’s ATMs (i.e., where users do not have a bank account). Respondents were allowed to 

check multiple answer options. As the last answer option, respondents were given the opportunity to 

indicate a limitation themselves. Five percent of the 2,230 respondents indicated an additional 
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limitation. Something which is mentioned often is that the users are afraid that possible problems with 

ATM usage or the transaction are harder to solve at another bank. For example, if an error occurs during 

a cash withdrawal and no cash is dispensed, users are often hesitant about whether the amount is 

deducted from their account. Solving this problem is considered easier when the respective ATM is 

from their own bank. 

Table E-5. ATM users: Limitations of withdrawing cash from other ATMs not owned by users’ bank 

Limitations at other bank’s ATMs Share 

I cannot check my account balance 44% 

I can only withdraw cash once a day 48% 

I can only withdraw EUR 250 or less 58% 

I cannot change my PIN-code 19% 

Because of other limitations 5% 

There are no limitations 15% 

Additional statistical tests demonstrate the following: 

 Pearson Chi-Square test: Compared to men, women are more aware of the inability to check 

theirthe account balance (sig. = .000) and to withdraw cash more than once a day (sig. = .000) 

and less aware of the inability to withdraw more than EUR 250 (sig. = .000) and to change their 

PIN-code (sig. = .000). 

 Kendall’s Tau test: Older respondents are less aware of the inability to withdraw cash more 

than once a day (sig. = .000) and less aware of the inability to withdraw more than EUR 250 

(sig. = .000) than younger respondents. 

 

At banks there has been an ongoing debate on what is more convenient for ATM users: locating an 

ATM in a bank branch or outside in the wall. Outside is beneficial for customers because they can 

access the ATM 24/7 and the ATM usage consumes less time. However, locating the ATM indoors also 

has its advantages because users feel safer and prefer indoors if weather conditions are poor. The results 

(see Table E-6) show that the majority (52 percent) of respondents prefer to withdraw cash inside a 

bank branch and only 7 percent of the respondents prefer to withdraw cash from an ATM outside. 42 

percent of the respondents do not have a preference. 
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Table E-6. ATM users: Preference of ATM location; inside or outside a bank branch 

ATM location preference Share 

I prefer to withdraw cash from ATMs located outside 7% 

I prefer to withdraw cash from ATMs located inside (e.g., in a bank branch) 52% 

I do not have a preference 42% 

Additional statistical tests demonstrate the following: 

 Kendall’s Tau test: Older respondents prefer ATMs to be located inside more than younger 

respondents (sig. = .000).  

 

The fraction of respondents that prefer ATMs from banks where they have a bank account is studied by 

this question. The results are depicted in (see Table E-7). 

Table E-7. ATM users: Preference of ATM location; inside or outside a bank branch 

Preference for own bank’s ATMs? Share 

Yes, I prefer ATMs from banks where I have a bank account. 52% 

No, I do not prefer ATMs from banks where I have a bank account 48% 

Total 100% 

Additional statistical tests demonstrate the following: 

 Kendall’s Tau test: Older respondents prefer ATMs from their own bank more than younger 

respondents do (sig. = .000). 

 

If respondents indicated that they prefer their own bank’s ATMs at question 7 they were asked why. 

Table E-8 depicts the results. The reason that the majority of respondents (59 percent) indicate is that 

they can withdraw more cash in a single transaction. 50 percent of the respondents state it just feels 

natural to withdraw cash from their own bank’s ATMs. 

Table E-8. ATM users: Limitations of withdrawing cash from other ATMs not owned by users’ bank 

Why customers prefer their own bank’s ATMs Share 

Because it just feels better/natural 50% 

Because I can check my account balance 47% 

Because I would be able to withdraw cash another time during the same day 48% 

Because I can withdraw more cash in a single transaction 59% 

Because the ATM(s) from this bank happen to be located closest to where I live 19% 

Because of a different reason 8% 

Additional statistical tests demonstrate the following: 
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 Kendall’s Tau test: Older respondents refer to ‘I can check my account balance’ (sig. = .000) 

and ‘I would be able to withdraw cash another time during the same day’ (sig. = .000) less often 

and to ‘the ATM(s) from this bank happen to be located closest to where I live’ more often (sig. 

= .000) than younger respondents refer to these questions. 

 Pearson Chi-Square test: Men prefer to use ATMs from their own bank because they can 

withdraw more cash in a single transaction, more often than women do (sig. = .000). ‘Because 

I would be able to withdraw cash another time during the same day’ is more important for 

women (sig. = .015) than it is for men. 

 

As final question ATM users were asked to indicate their preference for additional services. In this 

question a textbox was provided for respondents to include their wishes for future services and/or 

quality improvements. In Table E-9 the results are presented.  

Table E-9. ATM users: Interest for additional services 

Additional service Yes No 
Don’t 
know 

Total 

When an ATM is unavailable, onscreen information about 
the nearest available ATM, independent from the bank. 

90% 6% 4% 100% 

A mobile application for smartphones and tablet-
computers to check for the location and availability of 
ATMs 

38% 38% 24% 100% 

ATM service can be improved by… (open question) 6% 94% N/A 100% 

Additional statistical tests demonstrate the following: 

 Kendall’s Tau test: Younger respondents appreciate a mobile application (sig. = .000) more 

than older respondents. 

The open question ‘ATM service can be improved by…’ was filled out by 137 respondents. They 

suggest a wide variety of improvements and we have combined these into 11 categories with similar 

meanings. The result is depicted in Table E-10. Remarkably, most suggestions are related to a better 

communication. If an ATM is out of order, users would like to be informed where to find nearby 

operational ATMs, when the ATM will be operational again and they want to be informed about the 

cause of the problem. Other suggested improvements are, for example, the removal of restrictions from 

using other bank’s ATMs, increased security measures, more ATMs, and an increased availability of 

smaller denominations. 
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Table E-10. ATM users: ATM service quality improvement suggestions 

Suggested improvements by ATM users Number of 
respondents

Better communication in case of ATM problems through: (50) 

 providing information of nearby operational ATMs; 20 

 providing an estimation of when the ATM will be operational again, and; 17 

 informing about the cause of the problem. 13 

Remove restrictions for using other bank's ATMs 21 

Allow for cash withdrawals and deposits at the bank branch counter 15 

Allow for charging the Chipknip2  13 

Add new ATMs to obtain a higher ATM density and better coverage 12 

Provide better security (e.g., on-screen camera to see what happens behind you) 10 

Provide access with card to a secured area (inside) with ATMs which is opened 24/7  9 

Add smaller banknotes (e.g., 5 or 10 EUR notes) to ATMs  5 

Deploy two ATMs at every location to ensure at least one of them is always available 2 

Total 137 

 

Section E.4 demonstrated that ATM availability is one of the key service quality attributes. To perform 

proper ATM performance management, we argue that the manager should keep track of ATM 

unavailability and should understand why their ATMs are sometimes unavailable. Managers were asked 

whether they actually measure ATM (un)availability and whether they keep track of the causes of 

unavailability. The results are depicted in Table E-11. 97 percent of the respondents indicate that they 

measure ATM unavailability and 90 percent differentiate between causes of ATM unavailability. 

Table E-11. ATM managers: Differentiation between causes of ATM unavailability 

Whether managers differentiate between causes of ATM unavailability Share 

No, we do not differentiate between causes of ATM unavailability, but we do 
measure unavailability in general. 

7% 

No, we do not measure ATM unavailability at all. 3% 

Yes, we differentiate between causes of ATM unavailability. 90% 

 

Closely related to the previous question, ATM managers were also asked to indicate which causes of 

ATM unavailability they distinguish. The results are presented in Table E-12. Most respondents keep 

                                                      
2 Chipknip is an electronic cash system used in the Netherlands. ATM cards issued by Dutch banks can be 

loaded electronically with currency via Chipknip loading stations, often located next to ATMs. Chipknip is mainly 
used for small retail transactions. The Chipknip will be phased-out as of January 2015 because it is considered 
costly and superfluous. 
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track of ATM unavailability due to (technical) failures. 50 percent of the respondents keep track of 

unavailability during holidays and event-days.  

Table E-12. ATM managers: The considered causes of ATM unavailability 

Between which causes of unavailability ATM managers differentiate Share 

Unavailability due to out-of-stock 83% 

Unavailability due to (technical) failures 90% 

Unavailability due to replenishments 77% 

Unavailability during holidays and event-days 50% 

 

Even within banks there is an ongoing discussion of what out-of-stock denotes (Van Anholt, 2011b). 

Should ATMs be replenished to keep all, or at least one denomination(s) available? We asked managers 

when the system indicates out-of-stock for an ATM. The results are depicted in Table E-13. Two-thirds 

of the respondents indicate the ATM is out-of-stock when the ATM is partly empty. 

Table E-13. ATM managers: Out-of-stock indication 

When the manager’s system indicates out-of-stock for an ATM Share 

When an ATM is partly empty, i.e., some, but not all denominations are out of 
stock. 

65% 

When an ATM is completely empty (i.e., the consumer cannot withdraw any cash). 35% 

 

 

There is an ongoing debate on how to measure ATM unavailability. The easiest way of measuring ATM 

unavailability is to measure the downtime, i.e., the total time the ATM was not operational. However, 

this metric neglects the changing arrival rate of users over time. Although more difficult to measure, 

managers could estimate the number of missed transactions during the downtime by analyzing historical 

demand. This metric provides a better representation of the quantity of dissatisfied users. Table E-14 

presents the survey results. 24 percent of the managers indicate they keep track of the estimated number 

of customer transactions not fulfilled. 

Table E-14. ATM managers: Way of measuring ATM unavailability 

How managers measure ATM unavailability Share 

We keep track of the time ATMs were unavailable 99% 

We keep track of the estimated number of customer transactions not fulfilled 24% 
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For managers it might be interesting to see how various categories of ATMs perform. If one particular 

category of ATMs under or over performs, the managers might allocate resources differently to improve 

efficiency. The results are depicted below. 

Table E-15. ATM managers: ATM categorization 

How managers categorize ATMs Share 

Location 43% 

Demand volume 65% 

ATM functionalities 23% 

Other  6% 

 

Q2_a With a cash withdrawal, the option to choose a denomination mix (i.e., banknote mixture) 

Q2_b Option to enquire the user’s account balance 

Q2_c The respective ATM is one of my own bank(s) 

Q2_d There is normally no or only a small queue in front of the ATM 

Q2_e The respective ATM is located in a bank branch (and not outside in the wall) 

Q2_f The ATM is clean and well maintained 

Q2_g The ATM is properly secured with video cameras and skimming prevention 

This question is similar to question 2 for the ATM users (see Section E.2). In this question managers 

are asked what they think the users find important. We have chosen the same characteristics as for the 

ATM users’ survey. By asking this question we are able to find proof for the market information gap, 

which is discussed in Section 2.5. Table E-16 depicts the results. Managers think that users find proper 

security and a short queue length most important, and that the ‘ATM is located in a bank branch’ least 

important. 

Table E-16. ATM managers: Importance of ATM characteristics to users, according to managers 

 Importance (1=totally unimportant, 5=really important)   

Characteristic 1 2 3 4 5 Total Average 

Q2_a 14% 24% 36% 17% 10% 100% 2.9 

Q2_b 13% 18% 20% 20% 29% 100% 3.4 

Q2_c 22% 16% 25% 19% 17% 100% 2.9 

Q2_d 2% 9% 26% 34% 29% 100% 3.8 

Q2_e 22% 29% 26% 16% 6% 100% 2.5 

Q2_f 6% 13% 30% 37% 14% 100% 3.4 

Q2_g 3% 7% 24% 29% 37% 100% 3.9 
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Several managers indicated in a side note that an additional characteristic might be considered 

important by users. In countries where surcharge fees have to be paid to make use of ATMs which do 

not belong to the user’s bank, users might consider this surcharge fee as key factor in deciding which 

ATMs to use. Therefore it can be expected to see a higher importance of characteristic Q2_c ‘ATM is 

one of my own bank’ if surcharge fees apply. 

 

Not all ATM managers consider interest cost as parameter in ATM replenishment decisions. We asked 

respondents for their opinions. The results are provided in Table E-17. About two-third of the 

respondents think interest cost should be included in ATM cash management decisions. 21 percent of 

the respondents say this is not necessary because interest costs are currently not significant compared 

to replenishment costs. The remaining 10 percent indicate that interest cost can be neglected because 

these respondents argue the cash management department is not responsible for the cost of capital.  

Table E-17. ATM managers: Interest cost 

Should interest cost be considered when deciding or reporting about replenishing 
ATMs? 

Share 

Yes, because the ATM operator has the means to influence this cost 69% 

No, because interest cost is currently not significant compared to replenishment costs 21% 

No, the cash management department is not responsible for the cost of capital 10% 

Total 100% 

 

If commercial banks and CIT companies would collaborate and/or share information, there could be a 

mutual benefit. Typically, CIT companies take routing decisions while commercial banks take 

inventory control decisions. Solving both decisions simultaneously as an inventory-routing problem 

may produce huge cost savings. To elaborate on the viability of ATM inventory-routing, cash managers 

were asked for their opinions regarding this concept. Respondents were given three non-mutually-

exclusive answer options. 89 percent of the respondents indicated they consider working together with 

CIT companies to improve efficiency, effectiveness, and service. Only 6 percent of the respondents 

indicated they would consider concluding contracts with variable prices for ATM replenishments. 5 

percent of the respondents do not consider collaborating more closely with CIT companies. 



Appendix E Survey Results 

209 

Table E-18. ATM managers: Collaboration with CIT companies 

Should banks and CIT companies work together more closely? Share 

Yes, to improve efficiency, effectiveness, and service to customers 89% 

Yes, to conclude contracts with variable prices for replenishments 6% 

No, these parties should not work together more closely 5% 
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The purpose of this appendix is to demonstrate that our forecasting model performs well for a real world 

ATM. All forecasting steps are discussed in the same order as in Section 3.4, which presents the 

forecasting model. The case dataset originates from a single Dutch ATM, obtained during an inter-bank 

business project (Van Anholt, et al., 2010). The dataset consists of hourly aggregated transaction 

amounts in euro of individual cash withdrawals. Due to confidentiality reasons, we are unable to 

mention the exact location and the ATM owner. The size of the time series is 567 days, from January 

1, 2008 until July 20, 2009. The ATM cash withdrawals sum up to approximately €17,000 per day on 

average. The dataset is divided into a training and a test dataset. No validation dataset is defined to 

perform parameter estimation because we use parameter estimations from Section 3.4.6, which are 

based on a similar dataset. The dataset has been divided into a training set of 506 days and a test dataset 

of 61 days. 

 

The hourly cash demands in the test dataset are displayed in Figure F-1. The figure depicts a huge 

number of 24 · 506 data points, which makes it hard to draw any conclusions visually. What can be 

observed is that the highest total amount withdrawn within a single hour is 7,190 euro on April 29, 

2009, between 9AM and 10AM. This huge hourly demand is probably caused by Queens Day, which 

was widely celebrated in the Netherlands on April 30th. The increased demand on the day before 

Queen’s Day makes sense because many people start celebrating this event on the evening of the 29th. 

What can be derived from the figure as well, is that the ATM had been unavailable for 2 weeks during 

the turn of the year 2008-2009, from December 31st until January 13th. The ATM may have required 

maintenance or it was physically blocked. If the unavailability was caused by a stock-out, the ATM 

would have been replenished earlier and the down-time would not have lasted so long. 

Figure F-1. Historical hourly demands  during the test period and the linear trend variable  
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Our forecasting model is able to cope with both hourly and daily data, but for the sake of graph 

readability, we sometimes aggregate the hourly demands to daily demands. The daily time series is 

depicted in Figure F-2. This figure shows that there is an increased demand in the summer period, from 

May until August. Also, a strong weekly trend is visible. The red line in Figure F-2 indicates the linear 

regression line for this dataset. This regression line shows a slightly downward sloping trend. 

Figure F-2. Historical daily demands  during the test period and the linear trend variable  

 

Detrending 

The linear trend vector  is depicted in both Figure F-1 and Figure F-2. The first step is to define a 

new dataset  (see Figure F-3) in which the original time-series  is corrected for or the linear trend. 

When visually inspecting Figure F-2 and Figure F-3, a slightly declining trend line can be observed in 

the first figure while the trend line is flat in Figure F-3. 

Figure F-3. Detrended time series variable  

 

Deseasonalization 

The detrended series  is used for deriving seasonal components. The weekday seasonality is 

determined and excluded first. The weekday seasonality components for both hourly and daily demands 

are displayed in Figure F-4 and Figure F-5. A clear weekly-hour pattern is observed in Figure F-4: 

customer demand increases throughout the week and peaks on Friday/Saturday and finds a minimum 

on Sunday. Also, a fairly different demand pattern is observed during each day of the week, which has 
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already been shown in Section 3.2.3. On business days the demand peaks twice: in the morning and in 

the afternoon. Over the weekend however, the demand peaks only around 10/11AM on Saturdays and 

on Sundays the demand is fairly steady during the daytime. Figure F-5 depicts the weekday pattern, 

from which only differences among days can be identified. 

Figure F-4. Normalized weekly-hour component  

 

Figure F-5. Normalized weekday component  

 

For the purpose of inventory control, the forecast reliability should be determined as well. In 

addition to the average demand per weekday (-hour), the standard deviation  for the weekly (-hour) 
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depicted respectively in Figure F-6 and Figure F-7. 
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Figure F-6. Normalized weekly-hour component  with standard deviations  

 

Figure F-7. Normalized weekday component  with standard deviations  

 

The next step is to deseasonalize the detrended time series  and define a new variable to represent 

a new time series . Excluding the weekday pattern causes observations to be scattered closer around 

the mean, indicating that the new time series exhibits less causal variance (see Figure F-8). 

Figure F-8. Detrended time series without weekday component  
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follow a pattern. However, the drop in demand during days 16-18 and the increase at the end of the 

month are more substantial, which are probably caused by salary payments. 

Figure F-9. Month-day component  and smoothed monthly component  

 

Again, a new variable  is defined to represent the detrended time series demands without 

weekdays and month-days (see Figure F-10). Although the visible difference with Figure F-8 is small, 

the exclusion of the monthly pattern reduces the causal variance again. 

Figure F-10. Detrended time series  without weekday and monthly components 
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Figure F-11. The yearly pattern  and the smoothed yearly component  

 

The yearly component is the last seasonal component excluded from the time series. Figure 12 

depicts the resulting variable . Data points are now randomly and closely scattered around the average 

demand. This dataset is used in the next step to identify the outliers and to exclude outliers. 

Figure F-12. Detrended time series demands without seasonal components  

 

Holiday handling 

The first step is to calculate demand estimations  for the entire test period using the trend and 

seasonal components. This new variable  is depicted in Figure F-13. 

Figure F-13. Demand forecast based on trend and seasonal components  
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The next step is to calculate the normalized difference  between the historical demand  and 

the estimated demand . The normalized difference is shown in Figure F-14. 

Figure F-14. Normalized difference  between the actual  and forecasted demand  
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for all days in Table F–1 are used as an additional layer in the forecasting procedure.  
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Respective holiday  Time series   

Christmas Day Dec 25, 2008 0.303  

Boxing Day Dec 26, 2008 0.267  

Boxing Day +1 Dec 27, 2008 0.702  

Boxing Day +2 Dec 28, 2008 0.504  

Boxing Day +3 Dec 29, 2008 1.504  

Boxing Day +4 Dec 30, 2008 1.462  

New Year's Day -1 Dec 31, 2008 N/A 

New Year's Day Jan 1, 2009 N/A 

Good Friday -1 Apr 9, 2009 N/A 

Good Friday Apr 10, 2009 N/A 

Good Friday +1 Apr 11, 2009 N/A 

Easter Day Apr 12, 2009 N/A 

Easter Monday Apr 13, 2009 N/A 

Queen's Birthday -1 Apr 29, 2009 N/A 

Queen's Birthday Apr 30, 2009 N/A 

Ascension Day May 21, 2009 N/A 

Whit Sunday -2 May 29, 2009 N/A 

Whit Sunday -1 May 30, 2009 N/A 

Whit Sunday May 31, 2009 N/A 

Whit Monday Jun 1, 2009 N/A 

A new variable  is denoted with demands from the historical demand  except for the demands 

during holidays . The holiday component  is not available for December 31 because the ATM was 

unavailable to users at the turn of the year. 

Outlier handling 

Outliers are excluded from the dataset  to define a new variable . The latter dataset is depicted in 

Figure 15. It can be concluded that many data points are indeed excluded; each gap in the line chart 

represents a holiday or outlier. A zero demand on May 9 is not flagged as outlier; apparently the model 

considers a zero demand during this day not as extraordinary. 

Figure F-15. Historical demand without holidays and outliers  
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Calculating definite trend and seasonal components 

The detrending and deseasonalization steps are performed once again with the  time series. As 

described in Section 3.4.3, the only difference with the initial calculations is the calculation of the 

weekday component. Exponential smoothing is applied for the weekday because it is assumed that this 

component might also be sloping. The normalized weekday component  is depicted in Figure F-16. 

Note that there is a slight trend in the normalized weekday component. We draw the values from the 

last 7 periods (or the last 168 periods for hourly data) to define the weekly (-hour) component . This 

component is required to forecast demand for the test period. 

Figure F-16. Exponential smoothed normalized weekday component  

 

 

The last steps are to calculate the slope and level (i.e., intercept). Using the historical demand  

without holidays, outliers, and the seasonal components , ,  we are able to calculate a new 

time series . This variable (see Figure F-17) represents the demand that only exhibits the trend 

component. May 9 seems like an outlier, but, as we already explained in Section F.1, this is not an 

outlier. 

Figure F-17. Deseasonalized time series without outliers and holidays  
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first period of the test dataset is equal to 	 	15,980 euro (daily) or 	 	565 euro (hourly). The 

resulting slope of the trend line is equal to 	 	-2.13 euro (daily) or 	 	-0.113 euro (hourly). 

 

Using all the multi-step ahead forecasts, all the seasonal components, and the holiday component, we 

calculate demand forecasts  for all 	=	 1,	…	,	61  test periods. The demand forecasts  for the test 

periods are depicted in Figure F-18. In the same figure we show the actual demand  during the last 

month of the training dataset 	=	 473,	…	,	506  and the actual demand  for the test dataset. 

Figure F-18. The actual demand during the training period , the test period  and the demand 
forecast for the training dataset  

 

Figure F-18 shows that the holiday component is of great importance. The increased cash 

withdrawals on the day before Whit Sunday shows a huge demand (see May 30) similarly to the year 

2008. If the holiday component was not considered we would have greatly underestimated the demand 

volume. When analyzing the actual demand  during the test period, it can be observed that on May 

31 and June 1 no cash withdrawals were performed. A possible explanation is that a larger demand due 

to Whit Sunday was not foreseen in practice, causing the ATM to run out of cash. 

For ATM inventory management, a cumulative demand forecast and its standard deviation are 

required. Figure F-19 depicts the cumulative actual and forecasted demand for the first 14 days of the 

test period. We chose a length of 14 days because a short term forecast is particularly important for 

managing ATM inventories. We depict the standard deviation of the demand forecast as error bars. 
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Figure F-19. The cumulative demand forecast  (with standard deviation  as error bars) and the 
cumulative actual demand  

 

Figure F-19 demonstrates that the demand forecast approaches the actual demand. Only when the 

ATM was unavailable on May 31 and June 1 does the forecast diverge from the actual demand. Figure 

F-20 depicts the same graph for hourly demands. 

Figure F-20. Cumulative real and forecasted demand (based on hourly data) 

 

This section demonstrated that our forecasting procedure performs very well for ATM demands 
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the holiday treatment of our forecasting model pay off.  
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SAMENVATTING (DUTCH SUMMARY) 

Titel Optimalisatie van logistieke processen in de toeleveringsketen van chartaal geld 

Introductie Zowel wereldwijd als in Nederland heeft de logistiek van chartaal geld (cash; 

bankbiljetten en munten) recentelijk grote aandacht verworven. Een kostenefficiënte en veilige 

belevering van geldautomaten (ATMs), bankfilialen en winkeliers is noodzakelijk geworden als gevolg 

van de financiële crisis, daling van het cash gebruik en stijging van de intensiteit en gewelddadigheid 

van overvallen. De onderzoeken die zijn beschreven in dit proefschrift anticiperen hierop door 

logistieke modellen te ontwikkelen die geldtransporten en geldvoorraden kostenefficiënt plannen, de 

gewenste ATM beschikbaarheid realiseren en de veiligheid vergroten. 

Na jarenlange groei stagneert nu het cash gebruik in welvarende landen. Belangrijke oorzaken 

hiervoor zijn de toenemende acceptatie en diversificatie van digitale betaalmogelijkheden, zoals onder 

andere contactloos en mobiel betalen. De verwachting is echter niet dat het gebruik van cash op korte 

tot middellange termijn zal verdwijnen. Bij gelijkblijvende vaste kosten voor het onderhouden van 

ATMs en geldverwerkingscentra, leidt een daling van het cash gebruik tot hogere kosten per transactie. 

De structurele verandering in de betalingswereld, de financiële crisis en veiligheidsincidenten hebben 

de Nederlandse grootbanken (ING Bank, Rabobank en ABN AMRO Bank) samen met de 

Nederlandsche Bank doen besluiten om een interbancair project te financieren waarin ik een 

leidinggevende rol heb mogen vervullen. De verzamelde data en informatie vergaard tijdens dit project 

hebben als basis gediend voor dit proefschrift. 

Dit proefschrift presenteert beslismethodieken welke een kostenefficiënte belevering en beheersing 

van voorraadlocaties mogelijk maken. Deze methodieken zijn in eerste instantie ontwikkeld voor het 

bevoorraden van ATMs, maar zijn onder andere ook toepasbaar in de bevoorrading van cash op 

bankfilialen, de levering van brandstof aan tankstations en uitwisselen van fietsen tussen OV-fiets 

huurlocaties. De planning van geldtransport en het beheersen van geldvoorraden betreffen unieke 

uitdagingen door de hoge waarde-dichtheid en strikte veiligheidseisen. Hoeveel geld er op voorraad 

moet worden gehouden in ATMs is een functie van de gewenste beschikbaarheid, de transporttarieven 

en de rekenrente. De rekenrente bepaalt de derving van potentiële rentebaten over het cash dat onderweg 

en opgeslagen is. 

Wetenschappelijke bijdrage We identificeren eerst factoren die impact hebben op de 

klantbeleving bij het gebruik van ATMs. Enquêtes onder klanten en cash managers (respectievelijk 

2,231 en 181 respondenten) wijzen uit dat een lage ATM beschikbaarheid tot klantverlies leidt, dat 

managers onvoldoende weet hebben van de factoren die de klantervaring bepalen en dat de 

klantbeleving onjuist wordt gemeten. Een literatuur- en veldonderzoek hebben geleid tot een overzicht 

van belangrijke factoren dat gebruikt kan worden om de klantbeleving beter te begrijpen en te meten. 
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Een intuïtieve statistische klantvraag voorspellingsprocedure is ontwikkeld om de bestelmomenten 

van bevoorradingsorders te bepalen waardoor gedurende de besteldoorlooptijd van een order voldoende 

cash op voorraad is om leegstand te voorkomen. De contributie is drieledig: de samenstelling van ‘best-

in-class’ voorspellingstechnieken uit de literatuur, de ‘smoothing’ van de maand-dag en jaardag 

vraagpatronen en de methode waarop wordt omgegaan met inaccurate en incomplete brondata. Een 

numerieke vergelijking met de wetenschappelijke NN5 voorspellingscompetitie wijst uit dat onze 

procedure nauwkeuriger voorspelt dan recente ‘computer intelligence’ en statistische modellen. 

De voorspellingsprocedure is vervolgens geïntegreerd in een voorraadbeheermodel dat voor iedere 

ATM de timing en grootte van bevoorradingen kan bepalen om een gewenste beschikbaarheid te 

realiseren tegen lage kosten. We introduceren een voorraadbeheer probleem dat nieuw is door de 

combinatie van specifieke probleemeigenschappen zoals een grote mate van onzekerheid in zowel de 

vraag als de besteldoorlooptijd van de bevoorradingen. De oplossingsmethodiek is ook nieuw doordat 

rekening wordt gehouden met de hoeveel reeds gemiste klantvraag en doordat een 'global chance 

constraint' parameter is ingebouwd waarmee de gebruiker de zekerheid kan bepalen waarmee de 

gewenste beschikbaarheid wordt gerealiseerd. Een numerieke validatie met het , ,  

voorraadbeheermodel voor stationaire klantvraag wijst uit dat ons model voor een complexer probleem 

soms beter en soms slechter presteert, waarbij de verschillen kleiner zijn dan ±1,3 procent. 

Vervolgens presenteren we een uitbreiding van het voorraadbeheermodel door uit te gaan van de 

eerdergenoemde resultaten uit de enquête, namelijk dat klanten niet altijd evenveel belang hechten aan 

ATM beschikbaarheid. Numerieke experimenten wijzen uit dat het toepassen van een ‘real-time 

prestatie meet systeem’ een significante kosten verlaging (3,7 procent) oplevert bij een gelijkblijvende 

klantervaring door minder nee-verkopen te accepteren wanneer klanten er waarde aan hechten en meer 

nee-verkopen te accepteren wanneer klanten het minder interesseert. 

Het laatste onderzoek van het proefschrift vooronderstelt een situatie met uitsluitend recirculatie 

ATMs (RATMs). RATMs kunnen zowel cash innemen als uitgeven en zijn momenteel sterk in opkomst 

doordat deze automaten minder vaak hoeven te worden gevuld en geleegd dan sec inname of uitgifte 

ATMs. Dit komt doordat afgestort geld door één klant kan worden opgenomen door de volgende. We 

presenteren een gecombineerd probleem van voorraadbeheer, routering én haal- en leveropdrachten. 

Ten opzichte van een traditioneel voorraad-routeringprobleem, is nu de volgorde van haal- en 

leveropdrachten ook afhankelijk van de voorraad in het voertuig. Een 'branch-and-cut' algoritme is 

ontwikkeld en resulteert in de meeste instanties in een exacte oplossing. Dit is bijzonder gegeven de 

grote complexiteit van het realistische probleem. 

Maatschappelijke bijdrage Door gebruik te maken van de ontwikkelde modellen is een 

gezamenlijk besparingspotentieel op transport-, bevoorrading- en rentekosten van 32,0 tot 37,7 miljoen 
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euro – respectievelijk 36 tot 43 procent van de totale logistieke kosten – per jaar geïdentificeerd voor 

de drie commerciële Nederlandse grootbanken, uitgaande van de realisatie in de jaren 2008 en 2009. 

Dit besparingspotentieel is haalbaar terwijl de ATM onbeschikbaarheid door leegstand wordt verkleind 

van 1,7 tot 0,6 procent. Het implementeren van de modellen reduceert ook het overvalrisico doordat het 

aantal transporten met gemiddeld 51 procent wordt gereduceerd. 

Dit proefschrift presenteert ook handvatten voor ATM managers om de klantbeleving beter te 

begrijpen en te meten. Als belangrijkste maatstaf hanteren managers momenteel de 

onbeschikbaarheidsduur van ATMs, onafhankelijk van de gebruiksintensiteit, het gebruikstijdstip en de 

locatie. Deze maatstaf geeft een onjuiste representatie van de klantbeleving omdat deze afhankelijk is 

van de locatie – bijvoorbeeld doordat de ATM de enige in de regio is – en omdat de gebruiksintensiteit 

enorm verschilt tussen ATMs en gebruikstijdstippen. Als eerste verbetering adviseren we om 

onbeschikbaarheid te meten op basis van de geschatte hoeveelheid gemiste vraag. We gebruiken deze 

maatstaf eveneens om de prestatie van de ontwikkelde modellen in dit proefschrift te meten. 

Een duidelijke trend in Nederland en omstreken doet vermoeden dat binnen enkele jaren alle ATMs 

vervangen gaan worden door recirculatie ATMs (RATMs). Hierdoor wordt het onderzoeksprobleem 

van de bevoorrading van deze automaten in toenemende mate een realistisch probleem. Bij een 

succesvolle implementatie van de door ons ontwikkelde oplossingsmethodiek zullen de kosten ten 

opzichte van bestaande oplossingsmethodieken afnemen met 12 procent. Voor de Nederlandse markt, 

uitgaande van een situatie waarin alle ATMs zijn voorzien van de recirculatie functionaliteit, 

correspondeert deze afname met een besparing van 10,1 miljoen euro per jaar. Dit resultaat valt toe te 

wijden aan het feit dat waardetransporteurs substantieel minder cash zullen vervoeren doordat biljetten 

uitgewisseld worden tussen ATMs. Dit laatste aspect verlaagt ook de CO2 uitstoot, de 

verzekeringskosten en de bepantseringkosten van de voertuigen. 

Valorisatie en verder onderzoek Gedurende het promotietraject zijn resultaten, conclusies en 

adviezen gedeeld met de praktijk, waarvan wereldwijd dankbaar gebruik is gemaakt door uiteenlopende 

cash supply chain partijen. De praktijkwaarde blijkt in het bijzonder uit het feit dat de Nederlandse 

banken op 1 september 2011 mede op basis van de resultaten van het eerder genoemde 

wetenschappelijke project in 2009 een joint venture opgericht hebben genaamd Geldservice Nederland 

B.V. (GSN) om de geïdentificeerde besparingen te verwezenlijken. Ook na de oprichting van GSN 

fungeren deze besparingsmaatregelen mede als leidraad voor strategische keuzes en hebben de 

onderzoeken in dit proefschrift bijgedragen aan deze keuzes. 

De onderzoeken die zijn beschreven in dit proefschrift bieden onderzoekers en professionals een 

uitvalsbasis voor verder onderzoek binnen het toepassingsgebied van cash logistiek, alsmede daarbuiten 

waarbij kan worden voortgeborduurd op de gepresenteerde oplossingsmethodieken. De grootste 
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theoretische en praktische uitdagingen worden voorzien in cash supply chain problemen waarbij de 

integratie moet worden gezocht tussen meerdere specialisaties. Zo kan worden geprobeerd om 

gezamenlijk locatiebeleid voor ATMs te bepalen of zelfs white-labeling te introduceren. Daarnaast 

kunnen voorraad-, transport- en onderhoudsactiviteiten integraal gaan worden gepland. Een ander 

voorbeeld is de afstemming van de planning van de waardetransporteur – die naast ATM beleveringen 

ook andere transportopdrachten uitvoert – met het ATM voorraadbeheer. Uiterst interessant zou ook de 

invoering van prijsmechanismen zijn om klanten door middel van een financiële beloning naar 

specifieke (R)ATMs te ‘lokken’ om zo de onbalans tussen (R)ATMs uit te bannen en het aantal 

transporten verder te reduceren. Ook kunnen onderzoeksvragen worden bedacht die betrekking hebben 

op aspecten die cash logistiek uniek maken. Zo kunnen veiligheidseisen randvoorwaardelijk worden 

gesteld aan het voorraadbeheer door bewust onregelmatigheid te introduceren. Een interessante kwestie 

aangezien in beschikbare logistieke modellen naar regelmaat en zekerheid wordt gestreefd. 

Het is vermeldenswaardig dat een onderzoeksubsidie is toegekend door de Nederlandse Organisatie 

voor Wetenschappelijk Onderwijs (NWO) aan de Afdeling Logistiek van de Faculteit der Economische 

Wetenschappen en Bedrijfskunde van de Vrije Universiteit Amsterdam in mei 2014 (NWO, 2014). 

Geldservice Nederland en ORTEC zijn twee partners in dit project om ervoor te zorgen dat het 

onderzoek zowel een theoretische als een praktische bijdrage zal hebben. Ik was erg blij om te zien dat 

ons onderzoeksvoorstel op het gebied van cash distributie door NWO zo gewaardeerd werd. De subsidie 

van € 725,000 euro zal worden gebruikt om twee promovendi aan te stellen voor ieder 4 jaar en twee 

postdoc-kandidaten voor ieder 2 jaar. De aangestelde onderzoekers beginnen eind 2014 met 

vervolgonderzoek waarbij dit proefschrift als basis dient. Het is een eer om te zien dat andere 

onderzoekers dit uiterst interessante onderzoeksgebied oppakken waar ik het heb ‘achtergelaten’. 

Tevens doet het mij deugd dat ik bij dit vervolgonderzoek nauw betrokken zal zijn als senior business 

consultant van GSN. In deze rol zal ik toezicht houden op het project om ervoor te zorgen dat de 

onderzoeksinspanningen ook zijn gericht op het realiseren van de GSN doelstellingen. 
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